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1. Introduction

Many devices, including mobile devices [1,2], video consumer
electronics [3], and home appliances, [4] are implemented on an
embedded system. As computing power of embedded devices
increases, the devices are becoming more complex not only to
accommodate user requirements but also to provide better user
experience and services. Higher complexity in embedded systems
results in larger program size which leads to longer program load-
ing time and longer boot time. In a conventional embedded system,
responsiveness is one of the most important traits that all users
crave, and it can be improved by optimizing the booting process.

Since many programs are initialized during booting process, it is
time consuming to access storage device during boot up process. In
modern embedded Linux systems, kernel and user program image
stored in storage or non-volatile memory are loaded to main mem-
ory during booting process. However, instead of executing the pro-
gram directly from non-volatile memory, the system copies the
program that is to be executed to a faster main memory, such as
DRAM. Although the system may boot faster by reading programs
from NVRAM, one of the drawbacks is that all of the program code
has to be loaded to the DRAM every time the system boots up.

Non-Volatile RAM (NVRAM) is a common name for
byte-addressable persistent memory which is known to be a fast,
non-volatile, and low-power consumption device that can poten-
tially replace traditional storage or memory devices [5-7].
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However, since various NVRAMs have different characteristics
and use different types of cell technologies, such as
magneto-resistive type, phase-change type, etc., it is very difficult
to generalize the performance of NVRAM based systems as shown
in Table 1.

We found that kernel image used in our experiments show that
about 90% of the kernel image has read-only attribute and the rest
has read-write attribute. It is time consuming to load read-only
sections of the program to the main memory every time the system
boots. We propose Latency-Aware Segment Relocation (LASER)
scheme that focuses on reducing the boot time by relocating the
read-only sections to NVRAM, removing loading time of these sec-
tions. The proposed scheme is also a NVRAM latency-aware pro-
gram loading scheme which is a function of program image size,
bandwidth of NVRAM, and boot time budget in NVRAM based
embedded Linux system. Since the volume and the speed of
NVRAM vary depending on the purpose of the embedded system,
measuring the performance of a system that exploits NVRAM as
a booting memory is not trivial. As an effort to provide a resolution
to the problem, we empirically make a linear model that projects
boot latency of a program image with concerning a latency of
NVRAM as well as loadable image size in a given boot time
constraint.

In order to evaluate the proposed scheme, we used two types of
evaluation boards: S5PC100 and Zynq7020. Both boards are based
on embedded Linux, but they have different CPU and memory sub-
systems. We observe that implementing LASER scheme on
S5PC100 board reduces booting time by 55%, from 16.1s to 7.3 s,
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Table 1

Comparison of memory technologies [33].
Type SRAM DRAM HDD NAND PCRAM RRAM MRAM
Maturity Mass production Development
Non-volatility No Yes
Byte-addressability Yes No Yes
Density (F2) >100 6-8 2/3 4-5 8-16 >5 37
Read Latency <10 ns 10-60 ns 8.5 ms 25 us 48 ns <10ns <10ns
Write Latency <10 ns 10-60 ns 9.5ms 200 us 40-150 ns 10 ns 12.5ns
Energy per bit >1 pJ 2p] 0.1-1] 10 nJ 100 pJ 2pJ 0.02 pJ
Static power Yes Yes Yes No No No No
Endurance >10'° >10'° >10'° 10* 108 10° >10'°

compared to the legacy booting scheme, and LASER scheme on
Zynq7020 board reduces booting time by 49% from 7.3 s to 4.5 s.
The main contributions of this paper are the following: (1) Our
LASER booting method reduces boot time by selectively loading
sections to NVRAM. (2) We design boot time model having the
detail process of loading program image to main memory. (3) We
compare the proposed LASER scheme to the legacy boot scheme,
and validate LASER scheme on two evaluation platforms. (4) We
evaluate LASER boot with boot time budget factors based on differ-
ent image sizes, boot time constraints, and NVRAM bandwidths.

2. Related works

Reducing boot time is not a trivial problem, but a profound one
which involves optimizing boot time of various embedded devices
through many trial-and-errors which is very time consuming.
There are many factors that influence the boot time. During boot-
ing, H/W components as well as arbitrary data structures need to
be initialized. Also, a number of programs have to be initialized
before the system can service users, and these programs include
BIOS, boot-loader, OS, and user applications.

There are many optimization techniques that can be applied on
different steps of the booting process. One optimization technique
makes image size small by removing debugging symbols or remov-
ing unnecessary packages and codes [8]. Another technique tries to
reduce the boot time by exploiting parallelism to maximize the uti-
lization of available resources [9]. Bot time optimization tech-
niques are divided into many different categories. This work
focuses on reducing the memory copy overhead using NVRAM.
We dedicate this section to discuss prior works related to loading
the program image.

There are a number of researches that take advantage of loading
to reduce the boot time [10,8]. Before powering off, Hibernation
[11]" stores current state of the main memory to the storage as an
image. When the system is turned on the next time, the system
recovers its previous state of the system by loading the stored data
to the main memory. A benefit of using Hibernation comes from fast
recovery of system state and quick hand over of the control from the
system to the user, thereby reducing the stand-by power. Another
similar Suspend-to-Disk scheme is Snapshot boot scheme [12].
This scheme reduces startup time by taking a snapshot image out
of memory dump just after completing the boot and loading the
snapshot image to the RAM.

Main memory dump and restoration methods, such as
Hibernation and Snapshot boot scheme, however, require a signif-
icant amount of time in resuming and loading the image back to
the main memory. The time to hibernate and resume becomes
longer as the size of the image gets larger. As a solution to reduce
the time to create and resume in Hibernation, some of the works

1 Also known as STD (Suspend-To-Disk).

propose creating a partial snapshot image with stage classification
[2,13-15].

One alternate way of creating a similar effect as Hibernation is
to use Suspend/Resume power management function [16]. ? In this
approach, kernel manipulates PMU (Power Management Unit) to
enter a sleep mode and allows only a few critical devices to be active
with minimum standby power. A benefit of using Suspend/Resume
is that the system is instantly powered on without causing overhead
to load the data from storage. It has to be noted that the system is
not resuming from complete power down state but from sleep mode
which limits its applicability to those systems that need constant
power or is battery backed systems.

Execute-In-Place (XIP) scheme does not load program code to
the main memory; instead, it fetches program code directly from
a byte-addressable non-volatile memory (e.g., NOR Flash).
NOR-XIP is a suitable solution for single chip micro controller
because it requires simple memory organization, which consists
of limited amount of SRAM and NOR memory, in a lightweight
embedded system. Kernel XIP scheme [17] extends the XIP scheme
to embedded Linux. Kernel boot image is stored in NOR Flash
memory and the system executes boot code from NOR Flash.
Since NOR Flash, which runs program code, has slow access time
compared to DRAM, XIP has a performance drawback. Another lim-
itation of XIP is that it cannot compress the program image
because the program code must be readily available for execution.
Advanced XIP filesystem (AXFS) [ 18] addresses this problem by let-
ting filesystem exploit XIP or compressed method selectively.

In previous boot researches, different program loading methods
were used according to the memory performances. Therefore,
NVRAM with its byte-addressable and non-volatile features, would
need a new program loading scheme. There are a few works that
use NVRAM to improve boot performance. Kim et al. [19] address
NVRAM to reduce the device startup latency by merging a portion
of read only section on kernel image. Lee et al. [20] go a step further
than providing optimized scheme for segments described in Kim
etal. [19]. They provide an object filter to analyze the volatile attri-
bute of variables in codes. In this paper, we further develop the work
done by Kim et al. [19]. We extend the idea of selectively initializing
sections of kernel image on to a user program. To understand the
relationship between boot time budget and loadable image size
when using NVRAM, this paper analyzes the effect of NVRAM latency
which is not considered in the previous work. The proposed method
is not a stand-alone approach but a complimentary one that can be
used along with aforementioned boot time reducing techniques.

The rest of this paper is organized as follows. Section 3 illus-
trates each step of booting process. Section 4 analyzes these steps
and investigates ways to apply LASER scheme to user program
area. Then, Section 5 explains how to implement LASER scheme.
Section 6 presents our experiment setup and measurement meth-
ods. Along with the performance comparison between LASER boot

2 Also known as STR (Suspend-To-RAM or Suspend).
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scheme and legacy boot method, we examine the boot latency and
build a linear model for booting with NVRAM. Finally, Section 7
concludes the paper.

3. Backgrounds
3.1. Booting a device

There are a number of steps in booting embedded systems,
which include power on, executing boot loader, initializing periph-
erals, and loading kernel image, user program, etc. In general, boot-
ing process can be divided into three parts: firmware, kernel, and
user space [17]. Embedded systems may have a variety of system
settings according to the system’s purpose. Note that the time of
each boot step is subject to change depending on the number of
peripherals attached to the device. For a detailed analysis of boot-
ing process, we break down the booting process into six steps:
FSBL, Boot loader, Kernel load, Kernel boot, Init RC Script, and User
App. Fig. 1 illustrates the detail step of the boot process.

Once the system’s power is turned on in FSBL (First Step Boot
Loader) step, the processor starts firmware code stored in internal
ROM whose main purpose is a initialization to execute boot loader.
The role of firmware is to setup the processor itself (e.g., CPU clock,
interrupt mode) and minimal peripherals (e.g., NAND, DRAM).
After the internal ROM code is executed, boot loader code is loaded
in Boot Loader step. Boot loader initializes only the minimal periph-
erals (e.g., main memory, storage, and UART) that are necessary for
starting the kernel. The boot loader can load various operating sys-
tems to support its own particular boot process. Since embedded
systems do not have standardized BIOS interface, as desktop PCs
do, the system uses the boot loader to detect external memory
and to setup peripherals.®> Upon completion of the basic hardware
setup, the boot loader loads kernel image from the storage to main
memory. A compressed kernel image has to be decompressed and
relocated to the main memory to invoke the kernel start code.

In Kernel Boot step, the kernel is started which is a set of heavy
operations with many tasks including initialization of kernel mod-
ules and system utilities. start_kernel () initializes scheduler
and memory allocator, and creates kernel data structures. Kernel
mounts root filesystem and creates the first process named init
process. Finally, this process switches to user space with the
launch of the first user space program. Init RC step executes init.rc
script, which includes initializing code for daemon, configuring
network, and initializing additional device drivers. After complet-
ing init.rc script, the system can serve specific user applications.
Finally, User App step launches a group of user program packages
according to the system’s purpose.

This study discusses early boot stages including the step of
loading boot loader and kernel. We describe the background of
early boot stages in more detail. Fig. 2 shows an example of booting
embedded Linux system on S5PC100 [23]. The system uses NAND
flash memory as a storage device and SDRAM as a main memory. It
uses U-Boot [24] as the boot loader which is one of the popular
loaders used in embedded systems. It loads OS image to main
memory, setups hardware, and copies necessary components, such
as root filesystem, from NAND flash to DRAM. When the power is
turned on, the processor executes initialization code stored in
internal ROM which is called BLO* [23]. This On-chip microcode
(BLO) detects multiple types of storage and memory devices (e.g.,
SD, NAND, NOR, and EEPROM) and supports running a code on a

3 Firmware in desktop PC is known as Basic Input/Output System (BIOS) [21]. BIOS
executes POST (Power-On-Self-Test [22]), setups necessary devices, and obtains a
boot code from storage.

4 It is called RBL (ROM Boot Loader) or FSBL(First Step Boot loader) depending on
the chip manufacturer.

particular device. If NAND flash is detected, On-chip microcode
(BLO) copies micro boot loader (BL1, 16 KB in size) image from
NAND flash to internal SRAM and invokes it. U-Boot image is com-
posed of micro boot loader (BL1) and main boot loader (BL2) because
the boot loader cannot load all programs (224 KB) into internal
SRAM (96 KB). When the micro boot loader (BL1) starts in SRAM, it
initializes essential components including DRAM. The micro boot
loader copies main boot loader (BL2) from NAND flash to DRAM
and invokes it. Then, the main boot loader is executed from the
DRAM. The main boot loader loads kernel image and user program
image from storage to main memory. In the final stage, the main
boot loader calls the startup code of kernel to launch kernel services.

3.2. Structure of OS kernel image

Creating a kernel executable image needs multiple processes.
Fig. 3 illustrates the process of packaging kernel image. Once ker-
nel source files are compiled, an ‘object’ file is created from each
source. Linker combines object files created by the compiler into
vmlinux in ELF format [25]. ELF format contains multiple sections
including program code, symbol identifiers for debugging, and
meta information on sections for relocation to memory.

Image file is created by stripping debugging symbols and meta-
data from vmlinux using objcopy utility [26]. objcopy is a utility
that can selectively extract components from ELF format. head.s,
which is a startup code for initialization, is added to stripped ker-
nel binary Image. The startup code resets the interrupt vectors and
allocates memory for stack and heap to execute the main kernel
program.

In order to reduce the storage space, we can compress the cre-
ated kernel image Image to form zImage, which is composed of
kernel binary (piggy.o), decompression module (misc.o), and ini-
tialization code (head.s). Since a pure compressed kernel binary
does not have ELF object header, an object format header is placed
in the beginning of the compressed kernel binary which forms
piggy.o. Then, decompression module (misc.o) and head.S are
appended to the end of piggy.o. head.S is a startup code to exe-
cute misc.o to decompress piggy.o.

Once booting starts, head.S in zImage initializes CPU and runs
misc.o to decompress piggy.o. Since kernel binary is a statically
built image, it has to be placed in a designated address in memory
in order to execute the kernel code. Decompress kernel image
needs to be placed in a reserved area, then statically relocated to
predefined memory address to prevent the uncompressed kernel
from overwriting the predefined memory area.

There is a trade-off between using compressed kernel and
uncompressed kernel image. Using a compressed kernel reduces
the storage size by about 50% [27], compared to uncompressed
kernel, but it takes time to decompress the zImage. The decom-
pression time may differ depending on the computational power
and bandwidth of installed memory. For systems with fast CPU
and enough memory, using uncompressed kernel is more
beneficial.

3.3. Non-volatile RAM

Recent advancement in byte-addressable non-volatile RAM
(NVRAM) has opened a new avenue in improving the performance
[28] and reliability [29] of storage devices. Byte-addressable
NVRAM can harbor data in a persistent manner while providing
access latency comparable to that of DRAM [6,30]. Table 1 com-
pares conventional storage and memory to NVRAMs such as
PCRAM, RRAM, and MRAM. NVRAM devices differ from conven-
tional devices (e.g., Disk and NAND) not only in read and write
latency but also in terms of energy consumption.
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Fig. 1. Details of booting: an Embedded Linux Device Case.

Application Processor SDRAM NAND Flash

/0-- ~| U-Boot_BL1
Internal ROM Internal RAM T
U-Boot_BL2

-

BLO ' U-Boot BL1 |4
Vool Kernel

=1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
AY
N\

(a). Execute BLO in Internal ROM, Copying U-Boot_BL1 from NAND to Internal RAM

Application Processor SDRAM NAND Flash
T UBooi B |
Internal ROM Internal RAM i U-Boot BL2
BLO | [| | U-BootBL1

(b). Execute U-Boot_BL1 in Internal RAM ,Copying U-Boot_BL2 from NAND to SDRAM

Application Processor SDRAM NAND Flash
| UBoot BL2 | || | U-Boot BL1 |
Internal ROM Internal RAM e \
{ __Kemel ;
BLO ||| | UBootBL1 |
[ omer

(c). Execute U-Boot_BL2in SDRAM, Copying Kernel from NAND to SDRAM

Fig. 2. Loading of boot loader and kernel image on S5PC100 processor [23].

vmlinux
Symbol Table
(.debug_*)
.bss \\
.data Image
zImage
.text bi
pbjcop Stripped gzip
ppe Compressed
Kernel Binary » .
Kernel Binary
(piggy.o)
| head.otneaa.s) | | Decompression Module
T //' (arch/arm/kernel) i ° °
head.o (head.S)
ELF Header (arch/arm/boot/compressed)

Fig. 3. Structure of kernel image.



M. Kim et al./Journal of Systems Architecture 61 (2015) 361-373 365

The characteristics of NVRAM devices vary depending on their
cell architecture. For example, PRAM suffers from limited write
endurance [31]. PCM has long write latency and weak write endur-
ance [32].

4. Latency-Aware Segment Relocation (LASER)
4.1. Problem assessment

As user requirements are becoming more complex, the number
of programs that an embedded system have to initialize during the
booting process is also increasing. Note that about 72% of booting
time is spent on setting up the environment and initializings the
services for user programs to run on Android based devices [34].
It is not the boot of the kernel that takes most of the boot time,
but it is software platform that is initialized after the kernel boot
process. For example, boot image for a Smart TV [35] and
Smartphone [36] is about 850 MByte and 424 MByte, respectively,
where most of image is occupied by software packages. As the user
expectation and functionality increases, we believe the size of the
boot image and the number of programs that are executed on boot
time are going to be increased.

We exploit NVRAM device, which is byte-addressable, fast, and
non-volatile, to have control over increasing boot image size and
boot time constraints. We adopt NVRAM to reduce boot time of
system as well as user program, and measure the effect of exploit-
ing NVRAM over different constraints such as the size of the device
and bandwidth of the device. The object of this work is to reduce
the time to launch a program via persistently maintaining a certain
fraction of binary image at NVRAM. The binary image can be oper-
ating system image or user program image. In this work, starting
an operating system corresponds to booting. As we increase the
fraction of binary image that resides at the NVRAM, we can further
reduce the launch latency. The framework developed in this work
can be used in capacity planning as well as latency projection. For a
given NVRAM latency characteristic and launch latency require-
ment, we can determine the size of binary image that needs to
be relocated to NVRAM and a minimum size of NVRAM that needs
to be loaded in the system. On the other hand, for a given NVRAM
latency characteristic and the size of available NVRAM, we can pro-
ject the program launch latency (or boot latency).

In this paper, we develop Latency-Aware Segment Relocation
(LASER) scheme which determines the subset of segments of a pro-
gram to be maintained in NVRAM based on the system’s booting
time requirement and latency characteristics of NVRAM. The entire
process consists of three steps. First, we model the system booting
time as a function of the binary size of a program and the NVRAM
latency characteristics. Second, we develop a mechanism to relo-
cate a subset of a user program to NVRAM. Unlike kernel image
whose virtual address is statically bound to the physical address,
the physical address of a user program may change when it is
loaded into memory. We propose a section relocation method
which assigns a fixed address to user program by packaging user
program image with kernel image. Finally, we elicit a linear model
between boot-up time and the size of the program image stored in
NVRAM. Based on the model, we can predict the size of the pro-
gram to store in NVRAM to achieve a certain level of boot-up time.

4.2. Boot latency analysis

We physically examine the boot latency of embedded systems.
We use two different systems: Samsung S5PC100 and Xilinx
Zynq7020. Table 2 describes the details of the systems. We parti-
tion the system time into six phases: FSBL, Boot loader, Kernel load,
Kernel boot, Init RC Script, and User App as shown in Fig. 1. FSBL

Table 2
Specifications of evaluation boards.

Processor Samsung S5PC100 [37]

CORE ARM Cortex-A8
(Freq. 667 MHz)
DDR2 SDRAM 512 MB

Xilinx Zynq7020 [38]

ARM Dual Cortex-A9
(Freq. 866 MHz)
DDR3-SDRAM 1 GB,
Emulated NVRAM 512 MB

Main memory

Storage NAND 128 MB (SLC Type) SD Card
Linux kernel version 2.6.29 3.10.0
U-boot version 134 2013-4

initializes the processor and loads the boot loader. Boot loader
phase runs a boot loader firmware to prepare for starting the OS.
In Kernel load phase, the kernel binary image is loaded to main
memory before running the kernel. Kernel boot phase starts run-
ning the kernel’s main function. After the kernel is initialized, it
starts user level initialization program in Init RC script phase.
init.rc scripts are run to start initialization daemon and user
level processes. Finally, user programs are loaded during the final
User App step of the boot process. We include “loading the user
program” phase, i.e., User App, in the boot latency because embed-
ded devices, e.g., TVs and smartphones, become available only after
the kernel initializes all hardware components and all essential
user libraries are loaded into memory. The size of libraries varies
widely subject the system. In this experiment, we create a 32 MB
file as a user binary.

Fig. 4(a) and (b) shows the time spent on each boot step and the
ratio of time spent on each step. The total boot latency of Zynq7020
system is less than half of that of SSPC100. Time spent on boot loa-
der on Zynq7020 board is about twice longer than that on S5PC100.
It is because the boot loader on Zynq7020 board includes a setup
routine for FPGA. Kernel load times on S5PC100 and Zynq7020
board are 1480 ms and 939 ms, respectively, which represent
about 9% and 13% of the total boot-up time on each board, respec-
tively. Note that user program loading time takes about 57% and
27% of the total boot-up time on S5PC100 and Zynq7020 board,
respectively. In order to reduce the boot-up time and to hand over
the system control to the user as soon as possible, time to load user
program must be reduced as well.

4.3. Latency-Aware Segment Relocation

LASER maintains a portion of program image that does not
change in NVRAM and loads the rest to the memory at boot-up.
LASER takes account of the fact that ELF format has already defined
the volatility properties of each segment of a program. In LASER
scheme, we relocate read-only sections in program image to
NVRAM. During the boot, read-only sections are not loaded to
the memory but read directly from NVRAM. Read-write sections
in a program have to be reinitialized because the data has been
changed during the previous program execution. Thus, we load
explicitly read-write sections for every boot. LASER uses a kernel
image merged with user program image. The merged user program
is recognized as one of the sections in the kernel image.

4.4. Relocating kernel

Fig. 5 compares how legacy boot and LASER boot load the kernel
image. Booting kernel in legacy boot needs copying compressed
kernel image, decompression, and relocation. In LASER boot,
read-only sections are stored in NVRAM and only read-write sec-
tions are loaded to the memory. LASER boot skips loading of
read-only sections in kernel image. Note that about 90% of the total
kernel image size is read-only sections [19] which means LASER
boot eliminates the need to load most of the kernel image, reduc-
ing the overall boot time.
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Fig. 5. Comparison between LASER boot and legacy boot in kernel loading.

After relocating kernel image, kernel booting procedures are the
same as legacy boot. Fig. 6(b) shows that LASER boot needs only
one step to boot the kernel. We name it “explicit relocation” which
is copying a fresh copy of read-write kernel sections because they
get altered during boot-up sequence. Once the read-write kernel
section is explicitly relocated to the memory, kernel can be booted
from the memory without having to copy the image or decompress
and relocate the image. S5SPC100 board has organized NAND flash
and DRAM memory subsystems, but it does not have NVRAM
attached to the system. To emulate NVRAM device on S5PC100,
we supply power to the DRAM while rebooting the system using
soft-reset button. Since the data on DRAM is preserved after a
reboot by soft-reset, the read-only sections in DRAM can be used
in loading the kernel image.

4.5. Relocating user program

From user’s point of view, booting process does not end when
the kernel image is booted; it ends when the user program is ini-
tialized. Only after the initialization of the user program, the user
can use the system. Therefore, we expand LASER boot scheme for
kernel image to include loading of the user program.

In LASER boot, we need to reuse the sections that exist on the
static address in memory. Kernel image is loaded at a static address
in memory. On the other hand, user program image may be loaded
to different addresses at each boot time. Kernel memory allocator
dynamically allocates and frees the memory space for user pro-
gram depending on system resource conditions.

This makes it difficult to analyze the location of user program
section and to implement LASER boot. As a quick fix for the prob-
lem, we statically merge the user program into Rootf's before it is
called by the program loader. We package the kernel and user
program as one Kernel image by compressing user program as
initramfs (initial RAM filesystem) image. initramfs was
originally designed as a temporary RAM filesystem to access setup
files needed in kernel boot. We add user program to initramfs
root filesystem image which can be merged with the kernel. The
user program is merged with kernel image in the form of a section.
Merging two images makes it possible to reuse user program sec-
tions in a static location. By merging user program with kernel
image, we can apply LASER boot not only to the kernel but also
to user program.

Fig. 6 compares user program loading process in LASER boot and
legacy boot. In legacy boot, as shown in Fig. 6(a), booting kernel
has the same steps as described in Section 4.4. It includes copying
compressed kernel image, decompression, and relocation of the
kernel. After the kernel completes booting, root filesystem
(Squashfs)is mounted. In step 4, “Program Execution”, the loader
loads user program objects (e.g., foo.o) to user memory area
which is assigned by the kernel.

Fig. 6(b) shows boot steps in LASER scheme which include user
program loading. In LASER scheme, user program and kernel image
are merged using initramfs. User program files can be com-
pressed into cpio format and are added to a kernel image as a sec-
tion. The kernel decompresses cpio file when initramfs is
mounted and places it in a kernel cache. The decompressed user
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Fig. 6. Comparison between LASER Boot and legacy boot in user program loading.

program can be called directly from the kernel cache without going
through Linux VFS (Virtual File System) and Block I/O layers.

4.6. Boot time budget

We use boot time budget to address boot time constraints
of an embedded system. Different embedded systems may have
different boot time constraints but most ideal systems need to be
on almost instantly. There are two parameters in meeting the boot
time budget. One is the size of kernel and user program, and the
other is performance of the embedded system. One can meet the
requirement either by reducing the program size or increasing
system performance (i.e., CPU and memory subsystem). By
introducing NVRAM to the embedded system, we have to
consider the cost of NVRAM and its performance along with the
size of the application and the system performance. Suppose a
specific time is given as a boot time budget for a system. To meet
the budget, one can either change the memory size or change the
size of boot image. After the system specification and the image
size are decided, we need to select the subset of kernel sections
and the user programs to be relocated to NVRAM. This problem
is equivalent to knapsack [39] and computationally intractable.
We use greedy algorithm in selecting the sections and the user
programs.

4.7. Modeling the launch latency

Modeling boot time of a system is not an easy task because
there are many factors that need to be considered. Designing a gen-
eralized model for boot time is usually considered NP-hard prob-
lem [40] because the boot time is dependent on system
performance, system configuration, and the type of user applica-
tion. In this work, we take the initiative to model the boot time that
is specifically related to loading program image to the memory in
LASER boot method. Boot time of an embedded system, T, can be
measured by adding U-Boot time, T;, kernel image loading time,
Tx, kernel image booting time, Ty, executing boot script time,
Ts, and executing user program time, Ty. Boot latency can be writ-
ten as in Eq. (1).

T=Tg+Tx+Tg+Ts+Ty (1)

Since we relocate a fraction of kernel image to NVRAM in LASER,
the time to load the kernel from NAND flash, T;, will decrease. If
we relocate all read-only sections to NVRAM, only the sections
with read-write permission will be maintained in the NVRAM stor-
age and will be loaded to memory in boot phase. The time to load
the kernel in LASER can be written as Eq. (2).

T =2 @)

Since we relocate a subset of kernel image and a subset of user
program (or user library) to NVRAM in LASER, Ty will decrease sig-
nificantly. To reduce the boot latency, we preload the user binaries
(or a fraction of user binaries) to NVRAM. Let T; denote the time to
load user programs from NVRAM in LASER. Then, the total time to
launch user program can be expressed as in Eq. (3).

S
TU:T;+TE:T—;’*+TE (3)

Combining all these, we can now establish the relationship
between the latency requirement (Boot time budget, ) and the
NVRAM performance (bandwidth of NVRAM, Tr*) and the size of
binaries to be relocated to NVRAM as in Eq. (4).

SKRW + SU
Tr
Up to now, we developed the modeling to understand the

behavior of the proposed LASER scheme. Based on this model, we

now build a model to capture the essence of the boot time latency.

We have heuristically found that the boot time in linear relation-

ship with the total size of the sections to load in boot process.

Eq. (4) can be approximated as a linear function between boot time

and user program size, which is shown in Eq. (5). Where T stands

for the boot time, and Sprgram is the total size of kernel, Sk, and user
program image Sy.

T=0aS+p (5)

T= +TB+TKB+TS+TE<5 (4)

Actual values for o and f is acquired through experiments con-
ducted in Section 6. As the Syogram iS the factor that decides the boot
time, we can use the equation to estimate the boot time when the
size of sections to relocate changes. After finding the coefficient o
and the constant g for the Eq. (5), we can estimate the boot time
and determine the size for the boot budget. Table 3 illustrates
the variables used in deriving the model for the launch latency.
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Table 3
Variables and parameters for user program launching time.
Variable Meaning
T Total Boot Time in LASER Boot
Tg U-Boot Load Time
na Kernel Load Time
Tks Kernel Boot Time
Ts RC Script Time
Ty User Program Time
T; Kernel Load Time
Te User Program Execution Time in LASER Boot
Sk Kernel Image Size
Syrw Kernel Read-write Section Size
Su User Program Size
Tr* Bandwidth of NVRAM, (MB/Sec)
or Booting Time Budget

5. Implementation
5.1. Analysis on Kernel Image Sections

objdump is a tool that displays information on object files in
ELF format [41]. We use objdump to find out which sections are
the candidates for LASER boot. Table 4 lists the sections in a kernel
image and their attributes for legacy and LASER boot. Most of sec-
tions are read-only sections such as “.init.rodata” and “.text”
section. There are a number of sections in kernel image and only a
few of them are both readable and writable: .bss, .init, and
.data. .bss (Block Started by Symbol) section holds information
on uninitialized global variables, which is initialized to zero by
/arch/arm/kernel/head-common.S. .init section contains
the code and the data that have no use after the system boot-up
is complete. The memory allocated to .init is returned to the sys-
tem once the initialization process is completed. .data stores ini-
tialized global variables. The total size of compressed kernel binary
image is 3420KB on S5PC100 with Kernel v2.6. The size of
read-write sections is 357 KB. If we relocate the entire read-only
sections into NVRAM, using LASER, we only load 10.4% of the total
binary image from storage.

5.2. Packaging user programs with kernel image

We exploit the initramfs feature of the existing Linux kernel
[42] to package user programs and kernel binaries together for
NVRAM. In creating the compressed kernel image in Linux, we
can package an archive of essential executables, such as
Busybox’, 1ibe, and package the archive with kernel binary image.

After the booting completes in legacy boot, the Linux kernel
releases memory region occupied by .init sections where
initramfs resides. In LASER, the initramfs resides in NVRAM
in a persistent manner and should be statically located and
accessed every reboot. We modified vmlinux.1ds.S to add custom
read-only section and direct the Linux kernel not to release
the memory region occupied by the archive. In Table 4, the two col-
umns on the right show the kernel sections after adding customized
.LASER_initramfs section (marked as gray shaded text).

5.3. Booting with explicit relocation

.init and .data sections are modified every boot, and they
have to be replaced by a fresh copy. To implement the explicit relo-
cation which overwrites a fresh copy of read-write sections, we use
objcopy toextract .init and .data sections, and make a separate
binary file. The size and location of these sections can be acquired

5 http://www.busybox.net

through objdump, as shown in Table 4. The extracted read-write
section files are stored in a location within a reserved storage area
for explicit relocation.

Table 5 compares the detailed steps in legacy and LASER boot.
Note that user program and kernel’s read-only sections are readily
available on NVRAM in LASER boot; therefore, LASER boot does not
require decompressing the kernel image or relocating it. LASER
boots has an explicit relocation in Copy Kernel step.

6. Experiment

We evaluate the performance of LASER booting scheme on two
embedded platforms. Assuming that the size of user program var-
ies depending on the purpose of the embedded Linux system, we
compare the effect of changes in the size of user program on legacy
and LASER boot schemes; the measured result is used as correla-
tion coefficient for the size of user program in the linear model
described in Section 4.7. Two platforms that can emulate various
NVRAM speeds are used to understand the effect of different
NVRAM speed and the size of program on meeting the target boot
time constraints.

6.1. Experiment setup

We use two evaluation platforms to examine the LASER boot
time. We use S5PC100 board [37] to evaluate LASER boot on kernel
and user program image. S5PC100 is equipped with 667 MHz ARM
Cortex-A8 CPU, NAND flash 512 MB, and SDRAM 128 MB. The
board has conventional embedded memory subsystem which con-
sists of DRAM for main memory and NAND flash for storage. We
also use Zynq7020 board [43]. Zynq7020 board can emulate
NVRAM (called NV-DRAM), depicting the NVRAM with DRAM.
Zynq7020 board is equipped with 1 GB on-board DRAM and uses
512 MB DRAM for NV-DRAM. The architecture of Zynq7020 board
is shown in Fig. 7; it has 866 MHz ARM Cortex-A9 CPU with FPGA.
The NV-DRAM controller is implemented using FPGA. NV-DRAM
bus latency can be adjusted manually. There is a DIP switch on
the board to configure the bus latency for NV-DRAM. The bus
latency can be set from 10 to 500 cycle for both read and write
cycle latency as shown in Table 6. Memory mapped LED Ports
are used to monitor the booting time of Zynq7020 processor.

We add a function to control DRAM’s access latency and a func-
tion to supply additional power to DRAM separately. By adding
these two functions, we emulated NVRAM’s data persistency with
DRAM.

Since NV-DRAM has a separate DRAM zone with additional
power supply, it can preserve data even when the main power sup-
ply is off. We measure the time to copy an image from storage to
main memory on Zynq7020 board. Table 6 shows the transfer rate
of binary using the copy command in U-Boot.

There are many different NVRAMSs that are still under develop-
ment. In emulating NVRAM using NV-DRAM, we follow STT-MRAM
described in Wang et al. [44]. We adjust the transfer rate of
NV-DRAM to range STT-MRAM which has similar read perfor-
mance as DRAM but 55-85% of DRAM'’s write performance.
Table shows the latency parameters we used to emulate
NV-DRAM and measured copying speeds on Zynq7020 board.

In order to measure the performance of LASER boot, we set up
an environment to load user program. The size of user program
in embedded systems varies widely [36,35]. We examine the effect
program size on boot time within the range of boot time budget.

Thus, in determining user programs to be copied from storage
to the memory, we use synthetic workloads with different sizes,
instead of using specific applications. We choose the workloads
based on two assumptions. First, since previous researches show
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Table 4
Sections in legacy linux kernel and LASER enabled kernel.

Section Attributes Legacy LASER

Address Size Address Size

(Hex) (KB) (Hex) (KB)
.text.head READONLY, CODE c0008000 1 c00800 1
.init CODE c00083e0 167 c00083e0 179
.text READONLY, CODE 0032000 5008.2 c0034000 5695
.text.init READONLY, CODE c05160e4 0.2 c05a252¢ 0.2
.LASER_initramfs READONLY, CODE N/A N/A c05a25fc 15735
_ksymtab READONLY, DATA c0517000 19.8 c14a4000 20
_ksymtab_gpl READONLY, DATA c051bf40 7.9 c14a8fa0 9
_ksymtab_strings READONLY, DATA c051dea8 60 cl4abla8 63
_param READONLY, DATA c052ce80 44 c14ba870 6
.data DATA c052e000 164.1 c14bc000 185
.init.rodata READONLY, CODE c0557040 0.3 c14e92a0 0.3
.bss ALLOC c0557140 248.2 c14e93a0 248.2

Table 5
Comparison between legacy boot and LASER boot.
Steps Legacy boot LASER boot
Boot loader Copy BL1 Copy BL1 from NAND to Internal SRAM
Copy BL2 Copy BL2 from NAND to External DRAM(NVRAM)
Copy Kernel Copy all section Copy read-write section

Kernel booting Decompress kernel
Kernel booting

Mount rootfs

User program Load user program

Run user program

[¢] X

Initramfs
Load in kernel cache (NVRAM)

Squashfs
Load from NAND to DRAM

pram (168) | | spcard
| I
1 |
Memory Common
Interface Peripherals
| I
Cortex-A9 | | | LED
ARM MPCore (Time Measurement)

¢ | AXI4 Interconnect Bus >

FPGA(Programmable Logic)

NV-DRAM DIP Switch
Controller (Latency Control)
I
Zynq-7020
NV-DRAM
P I
rogrammable SoC (512MB)

Fig. 7. The configuration of Zynq NV-DRAM board.

that workloads observed during the booting and executing an
application are I/O bound tasks [45,46], we used I/O bound work-
loads to be copied from the storage the memory. Second, ideal
CE embedded devices have boot time of less than 2 s and practical
limit for the boot time is less than 10 s [47]. We set the size of user
program so that the boot time falls within a tolerable range in our
evaluation boards. We altered the size of user program from 1 MB
to 32 MB in multiples of two.

For the kernel image, On S5PC100 board we use a compressed
kernel (zImage) which size is 3,159 KB, and Zynq7020 use a
uncompressed kernel image (Image) which size is 3,025 KB. For
the root filesystem, we use Squash¥Fs [48] for legacy boot and
initramfs for LASER boot. When booting the user program, com-
plier optimization or cached data may cause unintended speed
improvement which should not be included. We disable speed

Table 6

Copying speed of emulated NVRAM (NV-DRAM) on Zynq7020 board.
Memory type SDRAM  NV-1 NV-2 NV-3  NV-4
Additional latency (cycles) - 10 330 400 500
Bandwidth (MB/Sec) 134 11.2 10.1 8.9 7.46
Performance as a % of DRAM 100 83.9 75.9 66.4 55.6

optimization option in the compiler to prohibit optimizations in
our experiment because the code in user program just copies ran-
domly generated data from RAM to RAM. The user program is
allowed to use its data only once to avoid cache effects.

6.2. Measurement technique

Basic method of measuring time from a target evaluation board
(i.e., SSPC100 or Zynq7020) is to exploit available GPIO ports by
connecting them to an oscilloscope (Fig. 8). When reset switch trig-
gers signal to GPIO port that is monitored on the oscilloscope, we
use the signal to capture the time when the power of the processor
is on. We add codes to trigger the GPIO port at the start and end of
specific program routines. Their elapsed time can be measured by
the trigger signals using the oscilloscope. The power-on time of
processor can be recognized by monitoring the reset port dedi-
cated to default initial state. Another way to measure the time of
a system is to exploit the processor’s idle timer. As soon as
U-Boot starts, the idle timer starts measuring the time and finishes
when U-Boot is able to print debug messages on a serial port. We
modified minicom[49] to print out the time on the host PC when it
receives debug messages from the target evaluation board.® At the
start of user space program after the kernel boot, we use time [50]
command, instead of kernel level function such as printk, to cap-
ture the runtime of loading user program.

% You can use ‘grabserial’ utility on http://elinux.org/Grabserial.
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Fig. 8. Measurement of booting time in target board.

6.3. Boot latency

We examine the boot latency of the legacy boot scheme and
LASER scheme on two embedded boards: S5PC100 and
Zynq7020. Since the size of user program in real world varies
depending on the application, we vary the size of the user program
in our experiment and observe its effect on booting time. Note that
NV-DRAM module, which emulates NVRAM, is available on
Zynq7020 board. We use the NV-DRAM module to formulate a
model between booting time and NVRAM performance with speed
and size constraints.

Fig. 9(a) and (b) shows the boot time for S5PC100 board and
Zynq7020 board, respectively. When 32 MB user programs are
relocated to NVRAM, the time to load and to launch the user pro-
grams is less than 327 ms and 88 ms on S5PC100 and Zynq7020,
respectively. On S5PC100 and Zynq7020 boards, via using LASER,
we can decrease the boot latency by as much as 45% and 61%,
respectively.

Let us analyze the latency for loading the kernel images in more
detail. Fig. 10 compares the kernel boot time in legacy boot and
LASER boot methods on S5PC100 board. The time is measured from
power-on to the end of the kernel boot (as defined in Fig. 1). Using
LASER scheme, the boot time decreases by 54% compared to legacy
boot. Kernel image loading time decreases from 1459 ms in legacy
boot to 175 ms with LASER. The improvement comes from two
sources. LASER eliminates the overhead of loading the kernel bin-
ary image from NAND flash to memory and the overhead of
decompressing the kernel. With legacy booting, the system needs
to copy the entire kernel image, which is 3164 KB. With LASER,
however, only read-write segments, such as .data and .init, have
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Fig. 10. Kernel boot time in legacy boot and LASER boot (Target: SSPC100 board).

to be copied to the memory, and the size of these segments is only
339 KB which means LASER boot decreases the amount of data the
system needs to copy by 89% compared to the legacy boot.

In this experiment, we examine the effect of user program size
on the entire boot latency. We vary the size of user program from
1 MB to 32 MB. Fig. 9(a) and (b) shows the result of legacy boot and
LASER boot on S5PC100 board and Zynq7020, respectively. In
legacy boot, user program copying overhead is linearly propor-
tional to its size. LASER boot eliminates the time to load the user
programs from NAND flash to memory.

There is an important observation. For low-performance sys-
tem, the advantage of employing LASER becomes more significant.
In S5PC100, LASER brings as much as 61% reduction in boot
latency. In Zynq7020, the advantage of using LASER is less
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Fig. 9. Boot latency: legacy vs. LASER.
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Fig. 12. Boot times at various NVRAM speeds.

significant with 45% reduction. This is because S5PC100, with its
slower CPU and memory bandwidth, spends relatively larger frac-
tion of the boot time on loading the binary images from NAND
flash storage. The LASER provides a great opportunity to reduce
boot time in low performance embedded devices with lower CPU
and memory clock speed.

6.4. Selecting segments for relocation

In order to determine the size of the segments to be relocated in
the boot process, we use Eq. (5) described in Section 4.7. Through
experiments of simple boot and LASER boot scheme on S5PC100
and Zynq7020 boards, we determined the values for o and g in
Eq. (5). We increased Sprogram from 1 MByte to 32 MByte in multi-
ples of two, and observed the resulting boot time, T. As a result,
boot latency model of S5PC100 and Zynq7020 boads with LASER
boot scheme is configured as in Egs. (6) and 7, respectively.

C100:
zZynq :

We adjust the bandwidth of NV-DRAM to range between 55%
and 84% of that of SDRAM, as in Table 6, and compare the boot
times under different NV-DRAM bandwidths. The result is shown
in Fig. 11. The result shows that the larger the user program size
and the slower the NV-DRAM bandwidth, the longer it takes to
boot the device.

If we set the bandwidth of NVRAM to be 55% of that of DRAM,
LASER boot can load 22 MB of user program in 8 s (Fig. 11(b)). To
achieve the same 8s result as legacy boot, the bandwidth of
NVRAM needs to be set to 84% of that of DRAM (Fig. 11(a)).

Tiasek = 72.7 - Sprogram + 4983.6 (6)
Tiaser = 17.0 - Sprogram + 7618.8 (7)

Fig. 12 shows possible boot times for given NVRAM bandwidth
and user program size. LASER scheme can boot the system in
shorter time than the legacy boot. LASER boot can also load larger
user program than the legacy method in the same amount of time.

A noteworthy observation on Fig. 12 is that changes in NVRAM
speed have almost no effect on boot time when we apply LASER
boot scheme. NVRAM manufacturers strive to meet the target per-
formance while minimizing the cost of production. Improving the
performance of NVRAM to DRAM’s level results in high manufac-
turing costs. On the other hand, producing low performance
NVRAM may reduce the costs but customers may not want such
devices. We believe that LASER provides a remedy to such dilemma
in performance design of NVRAM. The proposed scheme relieves
the burden of improving NVRAM latency because it minimizes
the effect of NVRAM speed on the overall boot time.

7. Conclusion

In this work, we exploit NVRAM to improve the device start-up
latency. We develop a new system startup mechanism, called
Latency-Aware Segment Relocation (LASER). After analyzing the
kernel image of legacy booting model, we find that most of the sec-
tions in kernel image have read-only attribute which means they
do not have to be read from storage every time the system boots.
By storing these read-only sections in NVRAM, we can reduce the
time to load the sections. We can further exploit LASER boot by
merging user program into the kernel image using initramfs.

We implement LASER boot on two embedded boards (S5PC100
and Zynq7020). Zynq7020 board emulates NVRAM by inserting an
additional latency cycle for NVRAM'’s speed variation. When load-
ing 32 MB user program, legacy boot model takes 16.1s on
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S5PC100 and 7.3 s on Zynq7020, and LASER boot takes 7.3 s on
S5PC100 and 4.5 s on Zynq7020 board. The LASER boot times rep-
resent 45% and 61% of legacy boot times on S5PC100 and
Zynq7020, respectively. We also introduce boot time budget which
represents target the boot time for given boot time requirements.
We derive the linear boot model that predicts required NVRAM
performance and user program size to achieve the target boot time.
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