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Extract and Infer Quickly: Obtaining Sector
Geometry of Modern Hard Disk Drives

JONGMIN GIM and YOUJIP WON
Hanyang University

The modern hard disk drive is a complex and complicated device. It consists of 2–4 heads, thousands
of sectors per track, several hundred thousands of tracks, and tens of zones. The beginnings of
adjacent tracks are placed with a certain angular offset. Sectors are placed on the tracks and
accessed in some order. Angular offset and sector placement order vary widely subject to vendors
and models. The success of an efficient file and storage subsystem design relies on the proper
understanding of the underlying storage device characteristics. The characterization of hard disk
drives has been a subject of intense research for more than a decade. The scale and complexity
of state-of-the-art hard disk drive technology calls for a new way of extracting and analyzing
the characteristics of the hard disk drive. In this work, we develop a novel disk characterization
suite, DIG (Disk Geometry Analyzer), which allows us to rapidly extract and characterize the key
performance metrics of the modern hard disk drive. Development of this tool is accompanied by
thorough examination of four off-the-shelf hard disk drives. DIG consists of three key ingredients:
O(1) a track boundary detection algorithm; O(log n) a zone boundary detection algorithm; and
hybrid sampling based seek time profiling. We particularly focus on addressing the scalability
aspect of disk characterization. With DIG, we are able to extract key metrics of hard disk drives,
for example, track sizes, zone information, sector geometry and so on, within 3–20 minutes. DIG
allows us to determine the sector layout mechanism of the underlying hard disk drive, for example,
hybrid serpentine, cylinder serpentine, and surface serpentine, and to a build complete sector map
from LBN to the three dimensional space of (Cylinder, Head, Sector). Examining the hard disk
drives with DIG, we made a number of important observations. In modern hard disk drives, head
switch overhead is far greater than track switch overhead. It seems that hard disk drive vendors
put greater emphasis on reducing the number of head switches for data access. Most disk vendors
use surface serpentine, cylinder serpentine, or hybrid serpentine schemes in laying sectors on the
platters. The legacy seek time model, which takes the form of a+b

√
d leaves much to be desired for

use in modern hard disk drives especially for short seeks (less than 5000 tracks). We compare the
performance of the DIG against the existing state-of-the-art disk profiling algorithm. Compared
to the existing state-of-the-art disk characterization algorithm, the DIG algorithm significantly
decreases the time to extract comprehensive sector geometry information from 1920 minutes to
7 minutes and 1927 minutes to 180 minutes in best and worst case scenarios, respectively.
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1. INTRODUCTION

1.1 Motivation

The hard disk drive is the storage device in most modern computing systems,
ranging from personalized video recorders to peta-scale storage for enterprise
servers. Despite the recent rapid proliferation of solid-state disks, it is unlikely
that they will be phased out in the for-seeable future [Matrixstore 2008]. The
hard disk drive is a complex and complicated device consisting of mechanical
parts (arm, step motor, servo and so on), electrical circuits (head, controller
circuit) and software (firmware, software). A great amount of effort has been
put into boosting the performance of the hard disk drive. These efforts include
improvements in the speed of revolution (RPM), arm movement speed (seek
time), track density of the hard disk platter (Tracks per Inch, TPI), scheduling
algorithm of the hard disk head movement, and increasing the cache size of
the hard disk controller [Lumb et al. 2000]. Mechanical engineers, electrical
engineers, and software engineers investigate ways to exploit the device in their
respective areas of expertise. Thanks to these efforts, the hard disk drive has
experienced phenomenal improvement in capacity as well as in performance
[Matrixstore 2008].

Traditionally, the total time for reading or writing the data block to and
from the disk drive is partitioned into a number of phases: the time to move
the arm to the target track (seek), the time to place the desired sectors under
the disk head (rotational latency), and the time to perform actual data I/O (data
transfer). Seek time is further partitioned into the time needed to accelerate
the disk arm (accelerate), the time to move the disk arm to the target neighbor-
hood (coast), and the time to accurately position the head at the target track
(settle) [Ruemmler and Wilkes 1994]. Among these, the time other than data
transfer is called disk overhead. Numerous state-of-the-art technologies have
been employed to reduce the disk overhead. Each of these times constitutes
a fraction of the entire disk overhead. Also, each of these overhead compo-
nents is experiencing advances at different rates. Rotational delay and disk
seek time have been increasing at the annual rate of 30% and 15%, respec-
tively [Schindler et al. 2002]. As rotational delay takes up a relatively larger
fraction of the entire disk overhead, hard disk vendors have adopted more
aggressive techniques to hide the rotational latency, such as look-ahead read
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[Macon Jr et al. 1997], track buffering [Cho et al. 1998] and so on. Track switch-
ing and head switching times, on the other hand, have been increasing at slower
rates than rotational delay and disk seek time [Jacobson et al. 1991; Huang and
Chiueh 2000]. However, a number of recent works propose a technique to re-
duce the burden of track and head switch [Schindler et al. 2002; Schlosser et al.
2005].

There are a number of key performance features of the hard disk drive:
seek time, rotational latency, track switch time, head switch time, zone size,
sector layout, and track skew. They must be completely understood in order
to fully exploit the performance of this device. With this information, we can
determine the disk scheduling, file system layout scheme, index placement, and
other disk features. The importance of obtaining hard disk parameters cannot
be stressed enough. Extracting these performance parameters has been the
subject of intense study for more than a decade [Shin et al. 2007; Worthington
et al. 1995; Mesut and Lambert 2002]. However, the rapid increase in the scale
of the modern hard disk drive introduces another dimension of complexity in
hard disk profiling. The existing methods leave much to be desired in delivering
the required information in a reasonable amount of time. There are 1.5 terabyte
disks already available on the market. We are expecting multi tera-byte scale
hard disk drives in the imminent future. Modern hard disk drives contain 2–4
heads, a thousand or more sectors/track, approximately 500,000 tracks, and
20 zones. Also, modern hard disk drives employ complex sector layout schemes
that optimize the mechanical characteristics of the hard disk model. Extracting
performance parameters from the existing hard disk drive can easily take more
than 24 hours.

In this work, we focus our effort on developing a novel disk parameter pro-
filing framework, DIG (Disk Geometry Analyzer). This article consists of two
parts. First, we develop a state-of-the-art-disk profiling suite DIG (Disk Geom-
etry Analyzer). DIG consists of three key technical ingredients: O(1) a track
boundary detection algorithm, O(log n) zone boundary detection algorithm, and
a hybrid sampling technique to determine the sector layout scheme. Second,
we study the disk geometry characteristics of modern hard disk drives. It is
found that modern hard disk drives put greater emphasis on reducing the head
switch time involved in I/O operation. This is achieved via new way of laying
out sectors on a set of cylinders.

1.2 Related Work

Developing a performance model for hard disk drives has been the subject of
intense research for more than a decade. Ruemmler and Wilkes [1994] proposed
a seek time model as a function of cylindrical distance. Worthington et al. [1995]
analyzed performance characteristics of various disk scheduling algorithms.
Bairavasundaram et al. [2008] performed extensive analysis on latent disk
errors. They analyzed the factors that affect latent sector errors and its design
implication [Bairavasundaram et al. 2007].

There are a number of factors that contributed to I/O latency: seek time,
rotational latency, and track switch time. Currently, track and head switch
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comprise a greater fraction of the hard disk overhead since advances in these
two areas have lagged behind those made in the areas of seek time and ro-
tational latency [Triantafillou et al. 2002]. Schindler et al. [2002] proposed
inserting a file system layer so that track size is aligned with file system block
size to reduce the number of track switches involved in servicing an I/O request.
Due to high TPI (tracks per inch), and subsequent settle-time, when accessing
neighboring tracks, seek times remain approximately the same regardless of
cylindrical distance. Gim et al. [2008] proposed to align track size subject to
workload.

The importance of obtaining an accurate hard disk profile cannot be stressed
enough. A hard disk profile in our context includes track size [McKusick et al.
1984], zone geometry [Park and Shin 2003], track skew [Aboutabl et al. 1998],
and sector layout [Di Marco 2007]. The hard disk profile can be used to establish
I/O prefetch strategy [Ding et al. 2007], to reduce the track switch overhead
in the RAID system [Schindler et al. 2004], to the layout index on the disk
platter [Schlosser et al. 2005], to reduce fragmentation [Davy 1998], and to
determine the file system I/O size [Schindler et al. 2002]. Huang and Shin
[2007] characterize the position of the bad sectors in the hard disk drive and
exploit this information in replicating important file system metadata.

We categorize the disk profile in two parts, performance profile and geomet-
ric profile. Performance profiles include the profiles related to time metrics, for
example, track switch time, cylinder switch time, seek time curve, and so on.
Geometric profiles include zone information, track size and boundary informa-
tion, the way sectors are laid out on the disk platter, and so on. Despite their
importance, modern hard disk drives export little of this information to the
outside, nor do vendors disclose this information. There have been a number
of attempts to extract this information in an efficient manner. MTBRC (min-
imum time between request completions) [Worthington et al. 1995] is widely
used as a basis to extract performance profiles. MTBRC issues two consecutive
I/O requests and measures the request completion times of the two requests.
The interval between the two request completions is used to extract track/head
switch time, track size, track boundary, and so on. Reading successive sectors
[Aboutabl et al. 1998], Microbenchmarks SKIPPY [Nisha et al. 1999], and slope
of angular distance [Mesut and Lambert 2002] use MTBRC to extract the track
boundary.

Our work is aligned with the work proposed by Nisha et al. [1999] in the
sense that we aim at obtaining comprehensive profiles of the hard disk drive.
They proposed a suite of three microbenchmarks, each of which is designed to
extract performance profile (SKIPPY), zone information (ZONED), and seek
time profile (SEEKER), respectively. SKIPPY repeats seek and write and mea-
sures response time for each iteration. The key ingredient of their algorithm is
that they linearly increase the seek distance in each iteration to extract var-
ious disk parameters and to minimize the time to extract parameters. Their
benchmark suite has a number of limitations for categorizing the modern hard
disk drive. In finding zone information, they assume that the disk drive uses a
cylinder serpentine layout, where the tracks in a cylinder have the same size.
Cylinder serpentine is hardly used in modern hard disk drives and tracks in
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one cylinder may have different sizes. Also, the size of the modern hard disk
drive makes the linear increment approach of SKIPPY not practically feasible.

Time complexity of reading successive sectors [Aboutabl et al. 1998],
Microbenchmark [Cho et al. 1998], and slope of angular distance [Nisha et al.
1999] correspond to O(n), O(log n), and O(log n) respectively. The capacity of
the hard disk drive has doubled annually [Schlosser et al. 2005]. The preceding
algorithms leave much to be desired due to the time complexity for extracting
whole disks’ track boundaries.

A zone is a set of adjacent tracks on the platter that have the same number
of sectors. It is important to identify the start and the end of individual zones.
A number of techniques have been proposed to determine the zone information
of a disk drive [Di Marco 2007; Nisha et al. 1999]. These techniques, however,
cannot be used on modern hard disk drives since modern hard disk drives
have complicated sector layout schemes, for example, hybrid serpentine and
surface serpentine, where logically adjacent tracks can be far apart in physical
location. Gim et al. [2008] proposed an efficient mechanism to characterize
the hard disk, for example, seek time profile and track size distribution. Their
algorithm improves the time to extract key performance features from a hard
disk by an order of magnitude. However, their disk characterization method
does not properly capture the sector geometry under various modern sector
layout schemes, for example cylinder serpentine, surface serpentine, and hybrid
serpentine.

Unlike IDE disk [Allen 2004], SCSI disk exports “send diagnostic” and
“receive diagnostic” to retrieve sector geometry information [Elliot 2005;
Lohmeyer 2005]. It sends the command with LBN, and gets CHS informa-
tion by “receive diagnostic.” But the information received in this manner can
be inaccurate when there are some defective sectors in the track. Schlosser
et al. [2005] exploit the fact that in short seek, seek time remains constant
in modern hard disk drives. They assume a surface serpentine scheme in the
sector layout. This modeling approach cannot be applied to a hard disk drive
that adopts cylinder serpentine or hybrid serpentine layout schemes.

Our benchmark suite, DIG (Disk Geometry Analyzer), distinguishes itself
from prior works in a number of aspects. First, we develop an efficient algorithm
where we significantly reduce the time complexity to extract track boundaries
(O(1)). Second, we develop an MIMD (Multiplicative Increase Multiplicative
Decrease) algorithm (O(log n)) to extract the zone information of the hard disk
drive. Zone, in a legacy sense, is a set of adjacent tracks with the same size. In
modern sector layout designs, even though the tracks are physically adjacent,
they may not be adjacent from a logical perspective. We develop a concept of
logical and physical zones and develop an elaborate method to effectively iden-
tify not only the logical zone but also physical zone. With O(1) track boundary
detection and the O(log n) MIMD zone detection algorithm, DIG reduces the
time to extract this information from 1920 minutes to 7 minutes for disk drives
used in our experiments. Third, we develop an elaborate method to infer the
sector geometry of the hard disk drive by combining seek time profile, zone in-
formation, and track size information. Modern hard disk drives adopt complex
sector layout mechanisms, for example, surface serpentine, hybrid serpentine,
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Table I. Comparison: SKIPPY vs. DIG

Function SKIPPY DIG
Track Boundary Detection O(log n) O(1)
Zone Information O(n) O(log n)
Identifying Serpentine Structure N/A Yes

Table II. Specifications of Four Disks

Vendor Model RPM Number of Heads Interface Size
Samsung Spinpoint M 5400 4 PATA 2.5in
WD WD Caviar SE 7200 4 PATA 3.5in
Seagate Barracuda 7200 4 SATA 3.5in
Hitachi Deskstar T7K500 7200 4 SATA 3.5in

and so on. It is very important to properly understand the sector layout, yet it is
not possible to figure this out with existing schemes. Table I is a brief summary
of the differences between SKIPPY and our work.

The rest of the article is organized as follows. Section 2 explains hard disk
performance models from seek time, track skew, and firmware points of view.
Section 3 explains the methods for extracting disk information and the char-
acteristics of a modern disk drive, and especially, we redefine zone to properly
incorporate the complex sector layout scheme of the modern hard disk drive.
In Section 4, we examine the seek time, track boundary, zone information, and
serpentine schemes for four hard disk drives from different vendors. Section 5
concludes the article.

2. HARD DISK PERFORMANCE MODEL

In this section, we explain important concepts involved in HDD performance:
seek time, rotational delay, track skew, sector mapping, and the factors con-
tributing to firmware overhead [Denehy et al. 2002]. Throughout this work, we
use four off-the-shelf hard disk drives in our physical experiments. Table II
summarizes the HDD models used in this study.

2.1 Cylindrical Distance

Obtaining an accurate performance model for hard disk drives is a difficult
and challenging task from an analytical as well as a simulation point of view.
As hard disk drives adopt more and more sophisticated techniques to increase
capacity, to increase performance, to reduce the rate variability and so on, ob-
taining an accurate performance model becomes more and more challenging.
Internal details of the hard disk drive, for example, sector layout, track geom-
etry, and internal mechanics, are hardly available to public. From a system
performance point of view, it is important to effectively exploit the performance
of the underlying hard disk drive. The data layout, data indexing, disk schedul-
ing algorithms are all devised to properly exploit the hard disk performance
characteristics.

One of the essential components of I/O latency is seek and rotational over-
head. Despite its importance to performance, it is very difficult to build a
practically meaningful model due to its complexity. We examine the details
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of the existing performance model, its limitations, and possible improvement.
The most widely used model for seek time is the one proposed by Ruemmler
and Wilkes [1994]. It suggests that when seek distance is less than a certain
threshold value, seek time is proportional to the square root of the seek dis-
tance. When seek distance is greater than the threshold, seek time is linearly
proportional to the seek distance. Equation (1) illustrates this. This equation
only holds when the distance d denotes cylindrical distance. From a host’s
point of view, only sector distance is available. Obtaining cylindrical distance
between two sectors specified by LBA requires in-depth understanding of the
respective hard disk internals.

fseek(d) =
{

p + q
√

d if (d < m)

r + sd if (d ≥ m).
(1)

Equation (1) is devised to explain that empirical data can indeed have a
rigorous explanation. Seek movement consists of acceleration phase and coast
phases [Ruemmler and Wilkes 1994]. Disk head movement yields uniformly
accelerated motion until it reaches coasting speed. Then, it coasts with con-
stant velocity. Let d, v, a, and t denote distance, velocity, acceleration, and
time. From simple physics we have that, the seek distance and seek time are
related by d = 1

2 * (at2): t = O(
√

d). On the other hand, when acceleration is
0, the seek time, t, is linearly proportional to the seek distance, d. Therefore,
seek time t corresponds to O(

√
d) and O(d), in acceleration and coast phases,

respectively.
Distance between two sectors can be defined in three different ways: cylindri-

cal distance, track distance, and sector distance. Cylindrical distance denotes
the distance between two cylinders. It only includes seek time. Track distance
denotes the distance from the first sector of the source track to the first sec-
tor of the destination track. Time for a certain track distance is governed by
the sector layout scheme and track skew. The track skew and sector layout
scheme of a hard disk drive are determined to properly exploit the mechanical
characteristics of the drive. The seek time model in Equation (1) is based upon
the cylindrical distance. Unfortunately, it is difficult to obtain cylindrical dis-
tance between two sectors. We need to have a complete sector map to obtain
cylindrical distance between two sectors.

2.2 Seek Time Model with Track Skew

A track is a concentric circle of sectors that can be accessed with a fixed arm
position. Changing to the next logical track entails a certain amount of delay
regardless of whether the next track is in the same cylinder or in a different
cylinder. If it is in the same cylinder, the track switch is most likely the delay
in the electrical circuit switch (head switch). If it is in a different cylinder,
it involves mostly mechanical head movement. Let us assume that disk head
accesses the last sector of a track and the first sector of the next track. Due to
the delay in switching the track, by the time the disk head reaches the new
track, it will miss the first sector of the new track. The disk head needs to
wait one revolution time to reach the first sector of the new track. Here, we
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Fig. 1. Track skew angles for four disks.

Table III. Track Skew Angles for Four Disks

Model Track Switch Time Skew Angle
Samsung 1.57ms 1/7(2π )(51◦)
WD 0.86ms 1/10(2π )(36◦)
Seagate 1.28ms 1/6.5(2π )(55◦)
Hitachi 1.56ms 1/5.5(2π )(65◦)

do not consider zero-delay read, where the disk head reads the sectors as soon
as it reaches the target track. To avoid this loss, the hard disk has a certain
angular offset between the last sector of a track and the first sector of the next
track. This offset is called track skew. The objective of using track skew is to
compensate for the track switch delay. Track skew varies subject to hard disk
vendors and hard disk models.

We examine the track skew of four disk drives. We obtain track skew as fol-
lows. We measure the time to reach the first sector of individual tracks from the
first sector of the outermost track. Then, we identify a period in the sequence of
access times. Track skew is obtained by dividing 2π by length of a period. This
method was introduced by Aboutabl et al. [1998]. Figure 1 illustrates the re-
sults of our experiments. The x and y axes denote the track number and access
time respectively. We can observe that each of the graphs has a period. Access
time gradually increases with track number and then drops significantly after
a certain number of tracks. The length of a period is directly related to the
track skew. If a period is n tracks, then track skew corresponds to an angle
of 2π/n. Table III illustrates the track skew of each drive. It also illustrates
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Fig. 2. Access time from Analytic Model(Equation (2)).

the measured track switch time. Table III shows that the Hitachi disk has
larger skew than the Samsung disk. However, the Hitachi disk has a smaller
track switch time. This phenomenon stems from the difference between their
revolution speeds. The Seagate disk exhibited an interesting behavior in that
its period is not constant. Its period lengths alternates between six and seven
tracks. In this case, the skew angle of the drive is 2π/6.5. The WD disk has
the largest period at 10 tracks and it has the smallest skew angle. This again
implies the smallest track switch time. Our experimental results confirm that
WD disk has the smallest track switch time. We develop seek time models
which properly incorporate the track skew. Head movement overhead consists
of seek time for cylindrical distance and rotational delay. Existing performance
models only consider cylindrical distance in obtaining head movement over-
head. However, as we can see in Figure 1, head movement overhead can vary
by a factor of 10 between consecutive tracks. More importantly, accessing some
sectors in a further track can actually take less time than accessing a sector in
a closer track. The times required to access the first sector in track 100 and in
track 101 from the outermost track are 10 msec and 2 msec, respectively. This
is because the angular distance between the source and the first sector of track
100 is much larger than the angular distance between the source and the first
sector of track 101. Let d and taccess denote the cylindrical distance and time to
access the first sector tracks that are d cylinders apart. taccess can be formulated
as in Equation (2). TSKEW and TROT correspond to track switch time and latency
of one revolution, and fseek(d) can be obtained as shown in Equation (1).

taccess(d) = fseek(d) + frotation(d)

frotation(d) = {TSKEW ∗ d − fseek(d)} mod TROT.
(2)

We build an access time model for the Samsung disk using the parameters
presented in Table III. For the Samsung disk, TSKEW is 1.56 ms, TROT is 11.11
ms, and fseek ranges from 2.0 ms to 2.3 ms. We model the seek time in short
range seek with a track distance less than 300. We use the p+q

√
d model, where

p and q are 2.38 and 0.015, respectively. Figure 2 illustrates the access time
for track distance d from our seek time model, Equation (1), which accurately
represents access the time behavior of the original disk (Samsung disk) shown
in Figure 1.

ACM Transactions on Storage, Vol. 6, No. 2, Article 6, Publication date: July 2010.



6:10 • J. Gim and Y. Won

Fig. 3. Sector mapping layout.

2.3 Sector Layout

From the host’s point of view, the storage subsystem is a linear array of
blocks. The device driver accesses the individual location of the storage using
Logical Block Address (LBA). Firmware of the hard disk drive is responsible for
mapping LBA to its physical block address, which can be specified by cylinder
number, head number, and sector number (C/H/S). Most existing device drivers
assume that when a track is full, the disk switches heads with fixed arm posi-
tion. This is referred to as a traditional sector layout scheme. Few modern disk
drives use this scheme in laying out sectors. Instead, modern disk drives prefer
switching to the next track on the same platter when a track is full. There
are a wide variety of schemes for laying out sectors on a set of platters. Cylin-
der serpentine and surface serpentine are well explained in Schlosser et al.
[2005]. Sector layout schemes can be categorized into four types: traditional
(TR), cylinder serpentine (CS), surface serpentine (SS), and hybrid serpentine
(HS) (Figure 3). The advantage of the cylinder serpentine scheme compared to
the traditional method is the number of head switches. The cylinder serpentine
scheme switches heads in every other cylinder switch. When the disk accesses
the same number of tracks, the number of head switches in the cylinder serpen-
tine shceme is half of the number of head switches in the traditional scheme.
Due to the advances in magnetic recording technology and signal processing
technology of the hard disk head, it is now possible to pack more tracks on the
disk platter. There exist a number of side effects caused by the increase on TPI
(tracks per inch). It becomes more difficult to place the head on the desired
track because the gaps between adjacent tracks are smaller. Also, switching
the head requires realigning the head position to precisely place the head in
the desired track. Head switch overhead becomes more significant as a result
of TPI increase [Schindler et al. 2002]. Surface serpentine and hybrid serpen-
tine schemes are an effort to reduce the number of head switches. Most of
the modern hard disk drives adopt surface serpentine and hybrid serpentine
schemes in laying out sectors. Figure 3 schematically illustrates four sector
layout schemes. We will examine detailed seek time characteristics of different
sector layout schemes and propose a method to reverse engineer the sector
layout scheme.

2.4 Firmware Overhead

Processing time of firmware includes command decoding time, logical to phys-
ical address mapping time, and so on. This overhead is an order of magnitude
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smaller than seek and rotational delay, and has not received much attention. In
fact, collaboration between the host device driver and device firmware plays an
important role in performance optimization. ATA-7 command allocates 8 bits
to specify the contiguous number of sectors to read [Masiewicz 2004; Anderson
et al. 2003]. A single ATA-7 command can read up to 255 sectors. However, file
system I/O is aligned with file system block size or page size of virtual memory.
I/O queue of the Linux operating system merges the I/O requests to consecutive
data blocks into one. Maximum I/O size per request is 128 KByte, which is 256
sectors. Due to this discrepancy, I/O commands for 256 sectors are split into
two I/O commands, each of which is 248 and 8 sectors large, respectively. It is
reported that the request merge algorithm in the I/O device queue(ll rw blk)
and maximum I/O size of ATA interface can result in inadvertent command
split and can lead to performance degradation [Won et al. 2006].

3. EXTRACTING TRACK GEOMETRY

3.1 Angular to Linear Distance Ratio (ALD): Finding the Track Boundary

Extracting disk geometry requires the determination of the following four pa-
rameters: (1) track size, (2) zone information, (3) track skew, and (4) sector
layout scheme. The largest commercially available hard disk drive is 1TB and
2 ∼ 3 Terabyte hard disk drives should come on the market in the near future.
It is imperative to have an efficient hard disk feature extraction tool in order to
get disk parameters in an acceptable time bound. High-end disks, for example,
SCSI and Fiber Channel interfaces provide a command (or a set of commands)
to export hard disk geometry [Worthington et al. 1995; Seagate 1999]. Low-end
hard disk drives do not have this luxury.

We developed a novel algorithm, Angular to Linear Distance Ratio (ALD)
scheme, which allows us to determine the track boundary in a very efficient
manner. With this algorithm, we are able to obtain the boundaries of all tracks
in 7 minutes for Samsung, WD, Seagate, and Hitachi hard disk drives. The
ALD scheme consists of two phases: angular prediction and validation. In the
prediction phase, ALD predicts the boundary of a track based upon the angular
to linear distance ratio. We issue two read commands to LBA, k and LBA k+ 1
in back to back fashion. Then we measure the interval between completion
of the two commands. If target sectors of the two read commands are on the
same track, the interval corresponds to the sum of the time for one revolu-
tion and the time to read one sector. Otherwise, the interval corresponds to
track switch time. This method, Reading Successive Sectors [Aboutabl et al.
1998], examines all consecutive sector pairs to find the track boundary. This
method requires n revolutions, θ (n), with n being the number of sectors per
track. Consider an average track size of 700 KByte (1400 sectors) in a 320 GB
7200 RPM hard disk. With a brute-force track boundary detection algorithm,
it takes more than 10 seconds to find the boundary of a single track. There
are approximately 5 ∗ 105 tracks. Even though we can determine the track
boundary within 10 revolutions, the total time to obtain the boundaries of all
tracks would be ≈ 115 hours (500,000*10*8.3 msec) for a 7200 RPM, 320 GByte
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Fig. 4. Angular prediction to find track size.

HDD. This corresponds to five days. Therefore, given the size of modern disk
drives, the Reading Successive Sectors method is practically infeasible. Mesut
and Lambert [2002] proposed the O(log n) algorithm to detect track boundary.
Assuming 1500 sectors per track, the method proposed by Mesut and Lambert
[2002] requires 10–11 revolutions to determine the boundary of a single track.
This algorithm is not scalable to modern hard disk drives.

The angular-to-Linear Distance Ratio (ALD) scheme works in O(1) time
complexity. We obtain the track boundary using the ratio of angular distance to
sector distance between two sectors. Determining the track boundary consists
of obtaining the first LBA and the last LBA of a track. On the other hand,
obtaining track size involves determining the number of sectors in a track.
Obtaining the track boundary requires track size information, as well as the
beginning of the track. Let tm be the moment when the I/O for sector m is
completed. We issue consecutive read commands to sector m and sector m+ c
and measure the interval, t(c), between the completion of the two I/Os. If sector
m and sector m+ 1 are on the same track, track size C can be computed as in
Equation (3).

C = c · TROT

t(c)
· (512Byte). (3)

TROT corresponds to the time for one revolution. The distance between two
sectors, c, should satisfy two constraints. It is better to make it smaller to min-
imize the probability that two sectors are on different tracks and to minimize
the measurement interval. On the other hand, these two sectors need to be
sufficiently apart so that the second sector has not already passed the disk
head, which is attempting to read it. For example, if the two sectors are next
to each other on a track, two revolutions are required to access the two sectors.
To minimize the time to determine track boundaries, it is very important to
use the appropriate sector distance, c. If it is too large, the two sectors are in
different tracks and if it is too small we waste one revolution to determine the
size of a track. In both cases, we lose one revolution. Loosing one revolution
for each track means that total number of revolutions involved in finding track
boundaries is doubled.

In the validation phase, the ALD algorithm verifies the accuracy of the
track boundary prediction. We perform a number of experiments to test the
accuracy of this method by predicting for each of the four disk models. Table IV
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Table IV. Accuracy of Angular Linear Prediction Algorithm (sectors), S: Track Size, S̃:
Predicted Track Size, Ñ: # of Mispredicted Tracks, N: # of Tracks, Avg(offset): Average

Prediction Error, Max(offset): Max. Prediction Error

Model Avg S Avg S̃ Ñ N Avg(offset) Max(offset) σ 2(offset)
Samsung 1042 1043.2 1035 288332 1.23 3 0.846
WD 1392 1392.6 22378 516055 4.4 4 1.299
Seagate 1540 1542.5 9019 503305 2.53 5 1.249
Hitachi 1488 1490.3 4116 524578 2.27 4 1.062

summarizes the results. The average prediction error (Avg(offset)) ranges from
1.23 sectors to 4 sectors, where prediction error = (predicted size − actual
size). In the worst case (Max(offset)), the prediction is off by 5 sectors. σ 2(offset)
denotes variance of misprediction. These errors are caused by spare sectors in a
track, which make the actual track size smaller than the physical one. The hard
disk drive has spare sectors to remap defective sectors. There are a number of
different ways to allocate spare sectors. Some disk drives allocate spare areas
to inner tracks to increase the bandwidth of the outer tracks, and some disk
drives set aside several sectors in each track to remap defective sectors in the
same track. Let e denote the size of the prediction error in terms of the number
of sectors. Then we can formulate the time for detecting the track boundary, tp,
as E(tp) = TROT (1 + e · Avg(offset)).

3.2 Multiplicative Increase Multiplicative Decrease (MIMD): Finding Groups of
Tracks with the Same Size

After determining the size of a track, we need to find a set of logically adjacent
tracks with the same track size. We call this a track group. We develop the
MIMD (Multiplicative Increase Multiplicative Decrease) algorithm to perform
this task. The MIMD algorithm works in O(log n), with n being the number of
tracks. First, the MIMD algorithm determines the size of the first track using
the Angular Linear Prediction (ALD) algorithm. Let l and C be the start LBA
of the first track and its size. Initially, l is 0. The initial value of C is the size
of the outermost track, which starts at sector 0. The MIMD algorithm checks
if l + c is the start of a new track. If it is, then update l ← l + c, and checks if
l + 2C is the start of a new track. If the algorithm succeeds in finding a new
track boundary, it updates the anchor sector l to the newly found beginning of
the track and doubles the number of tracks to skip. If l + 2iC is found to be the
beginning of a new track, then l ← l + 2iC and the MIMD algorithm checks if
l +2i+1C is the beginning of the track. Since the algorithm doubles the number
of tracks to skip after each success, we call this phase multiplicative increase.
If l + 2iC is not a track boundary, our algorithm examines neighboring sectors
of l + 2iC for a track boundary. In our experiment, we examine the preceding
five sectors and the following five sectors. If a track boundary is found, the
algorithm continues in the MI phase.

When it cannot find a track boundary in neighboring sectors, we assume
that a track that has an l + 2iC address has a different size than C. When
the MI phase fails to find track a boundary, the MIMD algorithm enters the
multiplicative decrease (MD) phase. The MD phase decreases the step size by
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Algorithm 1 MIMD Algorithm
1: procedure MIMD
2: m ← 1 � m: jump distance
3: l ← 1 � l: a current LBA position, initally LBA 1
4: c ← ALD(l) � ALD: Angular Linear Distance
5: l ← c � c: a track size
6: next ← l � next: an estimated LBA position of next track boundary
7: while entire disk do
8: if off ← (Verify(next) > 0) then � If next is verified as a track boundary
9: l ← next − (off − 4) � off means exact track boundary LBA from next

10: m ← m∗ 2 � increase the estimated point of track boundary
11: next ← l + c ∗ m � set estimated track boundary
12: print(LBA and current track size)
13: else
14: l ← next
15: while Verify(next) < 0 do � If next is not track boundary,
16: m ← m/2 � reduce jump distance
17: next ← l − c ∗ m � set next point
18: l ← next
19: end while
20: c ← ALD(l) � reset a track size
21: l ← c + l
22: next ← l
23: m ← 1
24: print(LBA and current track size)
25: end if
26: end while
27: end procedure
28: procedure VERIFY(LBA) � confirms an estimated LBA is a track boundary
29: i ← 10 � checks ± 5 sectors based on input parameter LBA
30: while i > 0 do
31: if Reading Successive Two Sectors(LBA − ((i − 4) − −)) then return i + 1
32: end if � If track boundary is found, return the offset
33: end while
34: return 0
35: end procedure

half. In this case, the MD phase examines sector l + 2i−1C for a track boundary.
For notational simplicity, let m = 2i. In the MD phase, each time it fails, the
algorithm reduces m by half, (m← m

2 ). If it keeps failing, m eventually becomes
zero. If m becomes zero, the ALD algorithm is triggered to find the size of the
next track. Algorithm (1) shows the pseudo code for the MIMD algorithm.

With the O(1) track boundary detection algorithm and the O(log n) MIMD
algorithm, we reduce the time to analyze the hard disk geometry by several
orders of magnitude. We compare the performance of the proposed algorithm
(ALD and MIMD) with the Binary Search Method proposed by Mesut and
Lambert [2002]. In the case of the Hitachi disk drive (Figure 12), we reduce
the time to extract disk sector geometry from 1920 minutes to 7 minutes. The
Western Digital HDD yields the longest time in extracting sector geometry.
Still, we improve the time to extract sector geometry from 1935 minutes to
180 minutes. The degree of improvement varies widely subject to the mispre-
diction rate. Misprediction of a track boundary triggers a vicinity search, which
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Fig. 5. MIMD algorithm.

Fig. 6. Sector mapping layout: surface serpentine.

entails significant overhead. Each disk model has a different scheme in allocat-
ing spare sectors and spare tracks and therefore the misprediction rate varies
widely subject to disk model and vendor.

3.3 Extracting the Zone Geometry of a Disk Drive

Once we obtain the size of all tracks and identify track groups, we obtain zone
information. Traditionally, a zone is defined as a collection of physically con-
secutive tracks with the same number of sectors. Zone information is used
to estimate various aspects of hard disk performance, for example, maximum
transfer rate, minimum transfer rate, maximum number of real-time playback
sessions, and so on [Won et al. 2006]. The notion of zones requires more so-
phisticated treatment with modern sector placement techniques, for example,
hybrid serpentine and surface serpentine. The existing methods for finding
zone boundaries [Aboutabl et al. 1998] do not work when the sectors are placed
using surface serpentine and hybrid serpentine.

In surface serpentine (Figure 6), sectors are numbered from outer to inner
tracks for a certain number of tracks, say d tracks on the same platter. Then,
head switches and sectors are numbered from inner to outer tracks for d tracks.
This step is repeated until the last platter. Here, we call d the serpentine
width. When sector placement completes for the first serpentine, the first head
becomes active and the sector placement for the second serpentine begins.
There are two important properties in this sector layout mechanism. First,
though the tracks are in the same serpentine, the size of the tracks can vary
subject to head. This is due to the manufacturing process of modern hard disk
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Fig. 7. Zone geometry in a modern disk drive: surface serpentine.

drives. Heads in the same hard disk assembly do not yield exactly same signal
processing capability. In the hard disk manufacturing process, the track size
is determined by the signal processing capability of the respective disk head.
Second, tracks in different serpentines can have the same size. Let dij denote
the set of tracks in head i and serpentine j.

We define zone as a set of physically consecutive tracks that have the same
size. In modern hard disk drives, even though tracks are physically adjacent
and have the same size, they may not be logically consecutive due to their
serpentine based layout method. This definition has significant implications for
hard disk characterization. The host always addresses sectors using the “logical
block address.” If the sizes of adjacent tracks are different, it is determined as
a zone boundary. Under modern sector placement scheme, even though the
tracks are not logically consecutive, they can be physically placed next to each
other and can have the same size. Huang and Shin [2007] properly incorporate
the fact that logically adjacent tracks may be physically apart. However, they
do not determine LBA to the <C,H,S> mapping scheme.

Let us explain the zone geometry in Figure 7. There are four heads and
two platters. Sectors are placed using surface serpentine. There exist six ser-
pentines. A track group is a set of logically adjacent tracks with the same
size. In Figure 7, Each serpentine S0 and serpentine S1 consists of four track
groups (Z0 ∼ Z3), respectively. S2 consists of three track groups. S2 spans four
heads. Among the tracks in S2, tracks that belong to head (1) and head (2) have
the same size and therefore they form a single track group. This phenomenon
appears in S3, as well. In S4, the size of the tracks is the same across four
heads. Therefore, it consists of a single track group. In Figure 7, there exist fif-
teen track groups: {d00}, {d10}, {d20}, {d30}, {d01}, {d11}, {d21}, {d31}, {d02}, {d12, d22},
{d32}, {d03}, {d13, d23}, {d33}, {d04 ∼ d35}. Meanwhile, the disk in Figure 7 consists
of eight zones Z0 = {d00, d01}, Z1 = {d10, d11}, Z2 = {d20, d21}, Z3 = {d30, d31}, Z4 =
{d02, d03}, Z5 = {d12, d22, d13, d23}, Z6 = {d32, d33}, Z7 = {d04 ∼ d35}. It is important to
note that d00 and d01 belong to different track groups because they are not logi-
cally consecutive, but belong to the same zone because they are physically adja-
cent. However, tracks in the same track group always belong to the same zone.

3.4 Mapping Tracks to Head

Once we identify all track groups, we can figure out how tracks are placed
on a set of platters. For that, there are three important factors: (1) placement
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Fig. 8. The relation sector layout and seek time curve.

direction, (2) head switch point, and (3) cylindrical position of a track when
the head switches. Let T = {ti|ti = 0−, 1, . . . n} be a set of tracks. ti,i+1 , . . . ti+k

can be placed either from the outer to inner direction or from the inner to
outer direction on a platter. ti is called a head switch point if ti−1 and ti belong
to different heads. We determine these attributes by comparing track group
information and seek time curve. We obtain seek time from track 0 to track i, i
= 1, 2, . . . M. If seek time increases with track number, then tracks are placed
from the outer to inner direction. If seek time decreases with track number,
then tracks are placed from inner to outer direction (Figure 8(a)). In Figure 8(a),
we find that the head switches at track i. From track number i, seek time starts
to decease with respect to track distance. In Figure 8(b), seek time gradually
increases from track 0 to track i. Then, seek time sharply drops and starts to
increase with the increase in track number. In this case, the head switches at
track i. Then, the next track is placed at the same cylinder with track 0.

Let us go back to the previous figure momentarily. In Figure 7, tracks in Z7

will be categorized as a single track group since they are adjacent and have
the same track size. However, the seek time curve from the first track in this
track group to each of the tracks in the group will be quad-modal (Figure 9). By
combining track group information, seek time curve, and the number of heads,
we can obtain a complete map of the track layout.

4. EXPERIMENT

4.1 Synopsis

The main objective of this study is to determine how sectors are laid out on the
set of platters. This is equivalent to finding a mapping mechanism from one di-
mensional space of LBA to three dimensional spaces of <Head, Track, Sector>.
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Fig. 9. Surface serpentine: Z7 in Figure 7.

One thing to note is that the traditional notion of <Cylinder, Head, Sector> is
not appropriate for modern hard disk drives due to the complex sector layout
mechanism. Understanding the mapping mechanism consists of two phases: (1)
LBA to track number mapping and (2) track to head mapping. Our experiment
consists of two phases. First, we examine the accuracy and performance of our
disk geometry analyzer. Second, we examine sector layout mechanisms of four
modern hard disk drives. The basic specifications of hard disk drives used in
this experiment were presented in Table. II. Our experiments consist of three
constituents: (1) extracting track size, (2) seek time profiling, and (3) obtaining
a complete sector layout map.

4.2 Extracting Track Sizes

With track size and seek time profile information, we can reverse engineer
the sector layout mechanism of the hard disk drive. Figure 10 illustrates the
track size of the four hard disk drives used in this study. The graphs show that
track size decreases asymptotically as the track number increases. However,
if we take a detailed look, this is not necessarily true (Figure 11). There are
two main reasons for this. First, a higher numbered track is not necessarily in
the inner diameter of the platter. In some disks, tracks are numbered from the
inner to outer diameter and from outer to inner diameter in alternating fashion
(Figures 8(a) and 9). Second, with a fixed arm position, track size varies with
head. In the hard disk manufacturing process, track size is determined by the
performance characteristics of each head. Since the hard disk head processes
analog signals, there exist minor variances in hard disk head performance. In
Figure 11, we can observe a cycle. The cycle length is governed by the number
of heads in the hard disk drive.

With the binary search algorithm [Mesut and Lambert 2002], it takes 34
hours to extract track size information for WD disk. With DIG, it takes ap-
proximately 3 hours (Figure 12), which is a significant improvement over the
existing approach. In the other hard disk drives used in our experiments, it
takes as seven to twenty four minutes to obtain track size information.
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Fig. 10. Track maps of four hard disk drives: large scale (entire disk).

4.3 Obtaining the Seek Profile

For relatively long seeks, there is not much seek time difference in access-
ing adjacent tracks. However, for short seeks, track switch and head switch
constitute a significant fraction of the access time. Therefore, it is important
to understand the comprehensive behavior of short and long seek. We define
seek overhead of l tracks as the time interval between accessing the first sec-
tor of track 0 and accessing the first sector of track l. Measuring seek time
for all track distances l = 1, 2, . . . is impractical and not necessary. A Hitachi
disk drive, for example, has 600,000 tracks. Based on Equation (1), obtaining
a complete seek time profile will consume more than a day. We use a hybrid
sampling technique to obtain the seek time profile while minimizing loss of
accuracy. We measure the seek time for each track in the first M tracks and
thereafter we use N:1 sampling. In this study, M and N are set to 5000 and
20, respectively. Figure 13 illustrates the seek time profile in large scale. The
X axis denotes the track number and the Y axis denotes the seek time from
track 0 to the respective track. To reduce the time needed to obtain seek time
profiles, we use a hybrid sampling technique. Graphs in Figure 13 confirm that
a hybrid sampling technique properly characterizes the seek time behavior. In
large scale, the seek time profile asymptotically follows Equation (1). Figure 14
illustrates the seek time for track distances less than 5000. Short seek profiles
yield different patterns with respect to the sector layout scheme adopted by an
individual hard disk drive.
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Fig. 11. Track maps of four hard disk drives: small scale (under 60000 tracks).

Fig. 12. Performance comparison: DIG vs. binary search.

4.4 Extracting Zone Information

Table V shows how the zone of a Samsung disk is composed. The Samsung
disk has four heads, and zone Z0 uses only head 0. Z0 has 1 serpentine, which
has 3501 tracks, and its SPT is 990 tracks. There is only one serpentine in
a zone, and this means that the serpentine width is equal to the zone size.
Table VI illustrates the zone configuration of the first 60,000 tracks of a WD
disk. Z0 consists of 99 serpentines. Each serpentine is 110 tracks wide. Z1 has
the same configuration as Z0. There exist 99 serpentines in Z2. Each serpen-
tine in Z2 spans two heads (head 2 and head 3). The serpentine width is 107
tracks. The serpentine width of the Samsung disk drive and WD disk drive are
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Fig. 13. Seek profiles of four disks: large scale (entire disk).

approximately 3500 tracks and 110 tracks, respectively (Table V and Table VI).
The difference in serpentine widths arises from the physical characteristics
of hybrid and surface serpentines. Hybrid serpentine (Samsung disk) needs
to minimize the number of head switches to compensate for the overhead of
repositioning the head after head switch. According to our experiments, track
switch time (0.8 ∼ 1.8 ms , Table III) is smaller than head switch time (ap-
proximately 3 ms in 7200 RPM disk drives). Hybrid serpentine tries to reduce
head switches and increase track switches by adopting a wider serpentine. Z0

of the WD disk has 99 serpentines. The width of each serpentine is 110, and
each track in the serpentine has 1392 sectors.

4.5 Sector Layout Scheme

We identify the track layout scheme by examining the track size distribution
and seek time profile. In small scale, the seek time profile varies widely de-
pending on its sector layout scheme. In Figure 15, we illustrate the seek time
profile and track size in the same figure by superimposing the seek time profile
over the track size graph, so we can more clearly visualize the relationship
between track size and seek time variation.

Let us examine Figure 15(a). It illustrates the track size and seek time profile
from track 0 to track 5000. The Samsung disk has four heads. From track 0,
seek time gradually increases until a track distance of 3500 tracks. After track
3500, seek time sharply drops and gradually increases with the track number
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Fig. 14. Seek profiles of four disks: small scale (under 5000 tracks).

Table V. Samsung Disk: From Z0 to Z3 (SPT: Sectors Per Track)

Zone Serpentine Width Num. of Serpentines SPT Head
Z0 3501tracks 1 990 0
Z1 3299tracks 1 932 1
Z2 3862tracks 1 986 2
Z3 3862tracks 1 932 3

Table VI. WD Disk: From Z0 to Z2

Zone Serpentine Width Num. of Serpentines SPT Head
Z0 110tracks 99 1392 0
Z1 110tracks 99 1440 1
Z2 107tracks 99 1626 2 ∼ 3

again. From this seek time profile, we can deduce that tracks from 0 to 3500 are
placed from the outermost track inward. Then, the head rewinds, head switch
occurs, and then tracks are placed inward from the outermost track. We can
infer that the disk in Figure 15(a) uses a hybrid serpentine. In this disk, the
serpentine width is 3500 tracks. Let us pay attention to track size now. Tracks
from track 0 to track 3500 have the same track size, and from track 3501 have
the same track size. This is the hybrid serpentine scheme.

Let us examine the track layout of a Western Digital disk (Figure 15(b)).
This disk has four heads. The seek time profile for short seek is repetition of
a bimodal pattern whose length is approximately 400 tracks. This pattern can
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Fig. 15. Sector Layout for four disks.

be explained as follows. From track 0, the track number increases in the in-
ner diameter direction for approximately 100 tracks. In this region, seek time
increases with track distance. Then the head switches and the track number
increases in the reverse direction for 100 tracks. In this region, seek time de-
creases as track distance increases. Let us look a the track sizes of the first
four hundred tracks starting from track 0. We can partition these tracks into
four groups with respect to the head. In Figure 15(c), we can see that tracks
in head 3 and head 4 have the same track size for the four groups of tracks.
Without examining the seek time profile, we cannot associate tracks to a par-
ticular head. Figure 15(d) has the similar characteristics to Figure 15(c). In
Figure 15(d) (Hitachi disk), it can be seen more clearly that seek time is a repe-
tition of a bimodal pattern. In the Hitachi disk, track sizes in a cylinder remain
the same across the heads. There exist common seek time characteristics in the
surface serpentine disk. In short seeks (500 - 3000 tracks), seek time does not
vary widely subject to seek distance. Rather, it can be viewed as approximately
constant.

Table VII summarizes track size, zone, and serpentine information obtained
via DIG. Serpentine width of the hybrid serpentine disk is 3500 tracks. Ser-
pentine widths of the surface serpentine disks (105 ∼ 158 tracks) are an order
of magnitude smaller than that of the hybrid serpentine disk. In the hybrid
serpentine disk, each head switch is followed by seek, which we call rewind. It
is important to minimize this rewind overhead. Hybrid serpentine uses a wider
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Table VII. Specifications of Disks for Experiments

Serpentine num. of
Model Layout Track Size(Sectors) Zones Width(Tracks) Tracks
Samsung hybrid serpentine 571–1071 24 3500 288332
WD surface serpentine 660–1626 20 105 516055
Seagate surface serpentine 792–1562 14 170 503305
Hitachi surface serpentine 720–1488 22 158 524578

serpentine so that it can minimize the number of serpentines and subsequently
it can reduce the overhead in rewinding the head.

5. CONCLUSION

In this work, we develop a novel disk geometry analyzer, DIG, which extracts
key information from the hard disk drive such as track size, track skew infor-
mation, zone information and the sector layout scheme. Extracting this infor-
mation is hindered by the scalability issue. With the binary search method, it
takes 24–30 hours to extract comprehensive information for disk drives used
in our experiments. Our disk geometry analyzer, DIG, efficiently extracts this
information and reduces the information collection latency by an order of mag-
nitude. DIG consists of three key ingredients: an angular distance-based track
boundary detection algorithm (O(1)), MIMD (Multiplicative Increase and Mul-
tiplicative Decrease) zone boundary detection algorithm (O(log n)), and hybrid
sampling-based seek time profiling. DIG, on the other hand, can extract this
comprehensive information within tens of minutes on average. With DIG, we
can examine the internals of modern hard disk drives. We find that in modern
hard disk drive design, disk vendors put significant effort in reducing the head
switch overhead by adopting various sector layout schemes (surface serpentine,
hybrid serpentine, and cylinder serpentine). We find that each of these sector
layout schemes yields different seek time behavior and subsequently hard disk
performance characteristics critically rely on effectively exploiting the sector
layout mechanism.
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