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Abstract In this work, we propose a novel hard disk
technique, “AV Disk”, for modern multimedia applica-
tions. Modern hard disk drives adopt complex sector layout
mechanisms to reduce track and head switch overhead.
While these complex sector layout mechanism can reduce
average overhead involved in the track and head switch,
they bring larger variability in the overhead. From a
multimedia application’s point of view, it is important to
minimize the worst case I/O latency rather than to improve
the average 10 latency. We focus our effort to minimize
track switch overhead as well as the variability in track
switch overhead involved in disk I/O. We propose that
track of the hard disk drive is aligned with a certain 10O size.
In this work, we develop an elaborate performance model
with which we can compute the optimal IO unit size for
multimedia applications. We propose that hard disk con-
troller is responsible for positioning data blocks in the hard
disk platter in such a manner that I/O units are not placed
across the track boundaries, where a single I/O unit has size
of 32-128 KByte. Optimal IO unit size is used in aligning
the tracks in hard disk drives. We develop Skewed Sector
Sparing technique in aligning a track with a given IO size.
However, when the I/O unit for alignment is increased to
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128 KByte, 17% of the disk space becomes unusable.
Despite the decreased storage area, track aligning tech-
nique increases the overall performance of the hard disk.
According to our simulation-based experiment, overall disk
performance increases about 5-25%. Given that capacity of
hard disk increases 100% every year, we cautiously regard
it as reasonable tradeoff to increase the I/O latency of the
disk.

Keyword Hard disk drive - Multimedia - Track align -
Track switch - Sector geometry - Audio and video

1 Introduction
1.1 Motivation

With the rapid increase in the hard disk capacity (Fig. 1a),
and the price reduction of hard disk drives (Fig. 1b), sig-
nificant fraction of information appliances are now equip-
ped with hard disk drive. This enables the user to enjoy
multimedia applications in a more versatile manner.
Multimedia devices include personalized video recorder,
Set-Top Box, Portable Multimedia Player (PMP), Home
Multimedia Server, and so on. These devices are dedicated
to handle multimedia data (playback and recording). These
devices carry minimal set of hardware to support a given
performance requirement due to their stringent price
requirement. Since these devices have dedicated usage, it is
possible to tailor their hardware and software to fulfill the
needs of the application.

During the past several decades, hard disk drives have
been the storage device for a variety of information sys-
tems ranging from Peta-byte scale high-end computing
platforms to mobile multimedia players, which fit into
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people’s pockets. Hard disk drives have experienced
spectacular advancement from the capacity as well as
performance point of view. Capacity of the storage has
been increasing 100% every year [18]. RPM, Seek Time,
and head/track switch time have been increasing 3 x, 2.5x,
and 20-40% from 1992 to 2000, respectively [24]. Fig-
ure la illustrates the capacity improvement trend of hard
disk drives. Capacity is the most rapidly improving com-
ponent whereas the track/head switch is the slowest
improving component of modern hard disk drive. Looking
into details of hard disk drive technology, these two
components are tightly coupled with each other and it is
difficult to improve one without sacrificing the other. To
increase capacity, hard disk drives harbor more tracks for a
given area, i.e. track per inch (TPI) increases. As a result,
they require finer control to locate the target track, and
subsequently, it takes more time to switch track.

For this reason, modern hard disk drives adopt sophis-
ticated sector layout scheme to reduce the number of head
switches [25]. They include surface serpentine, cylinder
serpentine, and so on [10]. While these techniques suc-
cessfully reduce the number of head switches, they can
aggravate the performance from a multimedia applications
point of view. For multimedia applications, it is important
to guarantee a certain I/O bandwidth and also provide a
worst-case performance bound. However, in aforemen-
tioned sector layout schemes, track switch can occasionally
be very large and can accompany a seek, which happens
when the head moves to the next serpentine.

In this work, we focus our effort on developing a hard
disk drive for real-time video and audio applications. We
identify head and track switch overhead as one of the
crucial factors in supporting real-time multimedia appli-
cations. We propose a novel hard disk drive technology,
AV Disk, where the size of a track is aligned with a given
I/0O size. This work is inspired by track-aligned extent [24],
where a file system maintains sector geometry information
of a hard disk drive and manipulates file block sector
mapping so that file block is not placed across the track
boundary. While we share the idea to minimize track

@ Springer

switch involved in 10 operations with Schindler et al. [24],
we take the opposite approach and provide an effective
method to realize our approach. Due to complex sector
geometry of modern hard disk drives, details of sector
geometry information are not available outside hard disk
drives. It is a very time-consuming process to extract sector
geometry information from the hard disk drive. It is not a
trivial issue to maintain sector geometry at the file system
layer. In AV Disk proposed in this work, the hard disk
controller and controller firmware are responsible for
aligning a track with a given 10 unit size.

The contribution of our work is in twofold. First, we
developed an elaborate performance model for multimedia
applications. This model enables us to find the right I/O
size properly incorporating track and head switch overhead
of the modern hard disk drive. Second, we developed
skewed sector sparing to align a track with a given I/O size.
There are a number of ways to align the track with a given
size. Performance of the AV Disk varies widely based upon
the method of aligning the track. In this work, we analyze
pros and cons of different sector layout schemes methods
to implement track aligning and propose skewed sector
sparing to align tracks. Since AV Disk aligns a track with a
certain I/O unit size, e.g. 128 KByte, a certain fraction of a
track remains unused. Given 100% CAGR of hard disk
storage capacity, we carefully argue that performance
improvement offsets the decrease in storage space utiliza-
tion in aligning a track with large I/O unit.

1.2 Related works

Satisfying soft real-time guarantee is of prime concern for
multimedia disk scheduling. This issue has been dealt with
in detail during the past couple of decades and has now
reached sufficient maturity [15, 20, 21]. SCAN-EDF [21]
policy combines SCAN algorithm and EDF algorithm.
Shin et al. [28] suggested adequate I/O scheduling based
on VOD cycle to determine optimal cycle length through
considering start-up latency and buffer size. Geist and
Daniel [9] suggested combining SSTF and SCAN to
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improve disk performance and to maintain timing guaran-
tee. Jacobson and Wilkes [13] and Seltzer et al. [26] con-
sidered the rotational position of the disk head. Lund and
Goebel [17] used an extended token bucket algorithm to
support real-time QoS under varying disk bandwidth usage.

Multimedia file systems need to provide efficient block
management and reduce fragmentation. 1 or 1.8 in. hard
disk drives are widely used for embedded devices, i.e.
camcorders, cameras, PMP, and so on. Small disk drives
can have a bandwidth problem in the inner diameter when
the devices perform playback multimedia contents. Cy-
bercapture [29] records data in an alternating fashion from
outer to inner or from inner to outer diameter so that it can
improve minimum bandwidth. HERMES [32] adopts an
elaborate file structure and journaling scheme to support
multimedia applications. HERMES uses a variable-size
block referred to as “extent”. Tiger Shark [12] and MMFS
[19] also use variable block size. In a certain circumstance,
single hard disk drive supports soft real time I/O as well as
legacy best-effort I/O request. Shenoy et al. [27] suggest
file system for multimedia servers.

File system can behave more efficiently by effectively
exploiting the sector geometry of hard disk drives.
Schlosser et al. [25] proposed to maintain sector geometry
of hard disk drives at the host. The file system exploits this
information to allocate extents at the disk so that an extent
does not cross the track boundary.

Modern hard disk drives adopt complex sector layout
methods to reduce track and head switch overhead. Sector
geometry information can be effectively exploited in
designing file system and disk scheduling. Di Marco [6]
suggests the method to extract track size, track skew, head
switch, and so on. Schindler et al. [24] proposed to exploit
sector geometry characteristics in designing index structure
of database table. A number of works proposed the meth-
ods to extract sector geometry information [10, 23]. Par-
ticularly, Gim and Won [10] improve the time to extract
sector geometry by orders of magnitude.

A number of firmware algorithm have been proposed to
improve the performance of hard disk drive. Look-ahead
[22] transfers not only requested sectors but also adjacent
sectors at the same track. Native command Queueing [5]
reorders I/O requests based upon physical distance from the
current head position, rotational delay, and so on.
Re-writing [8] method points out a problem where a I/O
unit that is smaller than a single track size is placed on two
tracks and solves it by shifting the location of the I/O unit
to another track. Ding et al. [7] suggests /O pre-fetch
management to reduce I/O overhead. Zero latency access
[24] transfers entire track to on-board buffer after seek,
regardless of the knowledge on target sector.

The rest of the paper is organized as follows. In Sects. 2
and 3, we analyze disk overhead and characteristics of

multimedia workload. Based on the analysis on disk
overhead and workload, we introduce the scheduling model
for multimedia workload and also draw minimum buffer
requirement for optimal I/O unit size. In Sect. 4, we
introduce the concept of track alignment, which is impor-
tant in deciding optimal I/O unit size. Section 5 explains
and compares three sector layout methods that aligns tracks
to the optimal I/O unit. Three sector layout models are
Down Sampling, Sector Sparing, and Skewed Sector
Sparing. These are key notions in understanding the AV
Disk. In Sect. 6, we design fragmentation model which
captures the essence of changes in data allocation in hard
disk. In Sect. 7, we analyze the performance of AV Disk.
Section 8 concludes the paper.

2 Overhead of hard disk operation
2.1 Sector layout schemes

Retrieving and storing information from and to hard disk
drive consist of a number of phases, which includes com-
mand decoding, mechanical arm movement, rotation of
platter, and data transfer. Excluding software overhead in
the host side, I/O latency can be partitioned into data
transfer time and the overheads like seek, rotational delay,
head switch, track switch, and command processing time.
The data transfer time consists of media data transfer time
and interface data transfer time. The media data transfer
time is time to transfer data from the media to disk buffer.
The interface data transfer time is time to transfer data
from disk buffer to host. Figure 2 illustrates the timing
diagram to retrieve the data from a hard disk drive. Track
switches, head switches or even a seek can occur when
requested data blocks are placed across the multiple tracks.
Information density in a small region increased because of
advanced signal processing techniques and magnetic
recording technology. As a side effect to this technology
advancement, head switch overhead becomes a significant
issue. To minimize the burden of head switch, most mod-
ern hard disk drives adopt surface serpentine, cylinder
serpentine, and hybrid serpentine strategy in laying out
sectors on a disk platter [25]. In these sector layout
mechanisms, logically adjacent tracks does not mean that
they are physically adjacent tracks, but it can be multiple
tracks apart from each other. This distance can range from
100 to 3,000 tracks [10]. In modern hard disk drives, track
switch can be as large as 20% of a single revolution.
According to our experiment, it ranges from 0.9 to 1.6 ms.

There is an important difference between Fig. 2a and b.
Figure 2a illustrates the case where the requested data
blocks reside on a single track. On the other hand, Fig. 2b
illustrates the case where the requested data blocks reside
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across multiple tracks. In Fig. 2b, one track switch (or head
switch) occurs in the data transfer phase.

To properly exploit the bandwidth capacity of the
underlying disk, it is mandatory that disk scheduler properly
incorporates the sector layout strategy of the underlying
disk. We develop an elaborate model that incorporates
complex sector layout scheme of modern hard disk drive.
We categorize the switches in data transfer into two types:
track switch and head switch. Track switch refers to hard
disk switching tracks on the same surface. Head switch
refers to the hard disk switching active head and reading a
track from a different surface or a platter (Fig. 4).

Due to the complex sector layout schemes modern hard
disk drives, switching a track may accompany a significant
amount of seek operation. Figure 3 illustrates four sector
layout schemes used in modern hard disk drives: Tradi-
tional Layout, Cylinder Serpentine, Surface Serpentine,
and Hybrid Serpentine. Serpentine width for surface ser-
pentine and hybrid serpentine is 100-150 tracks and 3,000

Traditional (TR) Cylinder serpentine (CS)

Spindle Spindle

»
m 7 0 Vol
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Fig. 3 Hard disk layouts

@ Springer

tracks, respectively [10]. As we can see, switching ser-
pentine can cause relatively larger seek compared to
switching to an adjacent track.

Figure 4 illustrates the characteristics of the Surface
Serpentine. Figure 4a schematically illustrates the rela-
tionship between logical track distance and the seek time.
In Fig. 4a, serpentine width is i. X- and Y-axis of the graph
denotes the logical track number and the seek time to reach
respective track from track O, respectively. Since track 0
and track 2i are on the same cylindrical region with each
other, the seek time to reach track 2i from track 0 is very
small. Same reasoning applies to track 4i. Track i and
3i are on the same cylindrical region. Track i and 3i are
physically i tracks away from track 0. Due to this physical
characteristics, seek time shows sinusoidal behavior as
illustrated in Fig. 4a. Result of physical experiment is
illustrated in Fig. 4b, which shows graph of seek time
curve and track switch overhead. X-axis denotes logical
track number from track O to track 2000. For seek time, it
denotes the seek time from track O to the respective logical
track. As can be seen, seek time curve shows sinusoidal
behavior. In Fig. 4b, Y-axis on the right hand side denotes
track switch time for the respective tracks. Most track
switches take 1 ms. Track switch from i to i + 1, from
2i to 2i + 1, from 3i to 3i 4+ 1 accompanies head switch
along with a track switch. This causes larger overhead than
normal track switch due to overhead of electrically
switching the active disk head and calibrating the head
position for the new surface. In this experiment, head
switch takes 2.8 ms. For track switch from 4i to 4i + 1, it
causes a seek with 7 cylinders (serpentine width) and a head
switch. Therefore, the track switch from 4i to 4i + 1
causes larger overhead. In our case (WD Caviar SE),
overhead takes approximately 4.5 ms. Figure 4c is another
manifestation of surface serpentine. It illustrates the track
size for each surface. WD Caviar SE disk has two platter
and four heads. One serpentine consists of four surfaces.
Modern hard disk drive applies zoning for each surface
individually. The size of the track in a zone is determined
based upon the signal processing capability of individual
disk head. The tracks in the same serpentine may have

Surface serpentine (SS) Hybrid Serpentine (HS)

Spindle

Spindle
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Fig. 4 Sector layout and head switch overhead. a Sector layout:
surface serpentine. b WD Caviar SE 320GB: head switch time and
seek time (It isobtained by the response time between the last LBA of
track i andthe first LBA of track i + 1. Graph shows that real track
switchtimes are 0.86 ms, and head switch time caused by sector

different size if they are different surface, which is shown
in Fig. 4c. Let us number the surfaces from surface O to
surface 3. Track sizes in surface 0, 1, 2, and 3 correspond to
1,400, 1,450, 1,650 and 1,650 sectors, respectively. Track
size in surface 2 and surface 3 are the same. Complex
sector geometry in modern hard disk drives introduces
significant issues in track switch overheads. Originally, the
reason to use a complex sector layout is to reduce the
number of head switches and improve disk performance.
However, these complex sector layout mechanisms bring
larger variability on track switch time. In soft real-time
applications, e.g. multimedia applications, it is of the most
importance to minimize worst-case delay. Complex sector
layout mechanisms can negatively affect overall perfor-
mance from a multimedia application’s point of view.

2.2 10 latency

We physically measure the I/O latency under varying I/O
size. We increase the I/O size in the steps of 4 KByte.
Figure 5 illustrates the result. X-axis and Y-axis denote I/O
size and I/O latency, respectively. Track size ranges from

layoutare ranged from 1 to 2 ms. Seek time means that seek time from
LBA 0 to first sector of every track). ¢ WD Caviar SE 320GB: head
switch time and track map [head O and 1 have different track size
(head 0:1,392, head 1:1,440), and head 3 and 4 have same track size
(1,626 sectors)]

330 to 810 KByte. In Fig. 5a, I/O latency increases linearly
with I/O size in most cases. For a certain 1/O size range, 10
latency increases in step-wise manner. We take the differ-
ence of Y-axis value in Fig. 5a to make magnitude of
increments visible. In Fig. 5b, there are small impulses of
approximately 1.2 ms at regular intervals. Regular intervals
corresponds to track switches. Size of a track can be mea-
sured by examining the distance between adjacent track
switches shown in Fig. 5b. Large impulses of 8.3 ms
duration in Fig. 5b corresponds to a revolution time. The
large increment in I/O latency is caused by the default I/O
parameter settings of Linux 2.6.24. Linux 2.6.24 limits the
number of sectors which a single I/O command can carry. It
is specified by blk_queue _max_sectors and default value is
1,024 sectors (512 KByte). When file system requests lar-
ger data than this limit, I/O subsystem splits the request into
multiple I/O commands. One revolution is wasted between
consecutive I/O requests. Therefore, even though requested
I/O size increases by one sector and if this increase causes
command split, the latency may increase by one revolution
time. Figure 5b shows that large impulses caused by com-
mand split occurs in every 512 KByte.
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2.3 Track skew

We measure the track skews for four disk drives in Table 1.
The WD Caviar SE disk has the smallest track switch time.
From this, we can infer that WD Caviar SE has the smallest
track switch time. As can be seen in all disks, track switch
corresponds to 10-15% of a full revolution time. With
track size denoted as N sectors and I/O size denoted as
n sectors, the probability that track switch occurs during
I/O corresponds to % Therefore, expected transfer time
will correspond to Trey + "N;' T (track switch time). In
modern hard disk drives, the overhead of switching track,
head, and serpentine becomes more significant. It is
important to properly handle these overheads.

3 Scheduling model for multimedia workload

Various types of home information appliances, e.g., TV,
Set-Top Box, personalized video recorder, and so on, are
equipped with hard disks and harbor multimedia data.
These devices are usually required to support minimum
four HD quality (19.2 Mbps) video sessions concurrently.
Two of the four sessions are for playbacks and the other
two are for recording. Most current TV sets have Picture-
In-Picture mode, Trick Mode, and Background Recording
features. In Picture-In-Picture Mode, a user can open up a
small window in a TV screen so that the user can browse
two channels simultaneously: one in the main screen and

the other in the small window. In trick mode playback,
users are allowed to introduce an arbitrary time interval
between the time when video content is arrived at the tuner
and the time it is displayed on the screen. The incoming
video signal is temporarily stored in virtual memory or at
the storage device for a certain amount of time until it is
played back. Background recording enables users to watch
other TV programs while designated TV program is being
recorded in the background. To support these three
features, Picture-In-Picture, Trick-Mode playback, and
Background recording, the multimedia home appliance is
required to support two playbacks and two recording ses-
sions concurrently.

Assuming a track size is 700 KByte, 2 GByte multi-
media content will take up 2,996 tracks. If we assume
legacy sector placement scheme with four heads, this file
takes up 749 cylinders. If a hard disk drive is required to
service multiple sessions concurrently, the scheduler needs
to read (or write) a certain amount of data from (or to) each
file in a periodic manner. Seek distance across the file
corresponds to 749 tracks.

We formally model the performance requirement for
multimedia I/O. In soft real-time application, data blocks
are required to be retrieved or stored in an isochronous
manner conformant to a certain playback rate or recoding
rate. Table 2 summarizes the bandwidth requirement of
various multimedia contents [16, 30]. 110 min HD-quality
Multimedia contents (ATSC standard, 19.2 MBits/s) takes
about 15.8 GByte storage space. MP3 files require play-
back rate of 128 kbits/s. A 5 min long MP3 music file takes

Table 1 Specifications for four

disk Disk model SaI.nsur.lg WD. Seagate Hitachi
Spinpoint M Caviar SE Barracuda 7200 Deskstar

Capacity (GB) 120 320 320 320
RPM 5,400 7,200 7,200 7,200
Number of heads 4 4 4 4
Track switch time (ms) 1.57 0.86 1.28 1.56
1 Revolution time (ms) 11.11 8.33 8.33 8.33
Track switch/Rev. (%) 14.13 10.32 15.36 18.72
Track size (sectors) 1,071-571 1,626-660 1,562-792 1,488-720
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Table 2 Bandwidth of multimedia workloads

Type  Compression method Bandwidth

Voice CD-quality stereo: 10-20 HZ 256 kbit/s
Broadcast quality (G.722): 50-7 Hz 64/56/48 kbit/s
POTS (PCM, G.711): 0.2-3.4 kHz 64 kbit/s
Low-bit-rate POTS (G.723.1) 6.4/5.3 kbit/s

Video Video on demand, MPEG2 <4-6 Mb/s
Video on demand, MPEGI 1-2 Mb/s

64 kbit/s—2 Mb/s
<28.8 kbit/s

ISDN px 64 videoconferencing (H.261)

Low-rate videoconferencing (H.263)

HDTV (H.264) <19.2 Mb/s
Table 3 Description of symbols
Symbol Contents
n; Number of blocks read in a round for session i
b File system block size
7 Playback rate of session i
n Number of sessions
T(n) Length of a round for n sessions
ts Track size
O(n) Seek and rotational delay overheads
1 Track switch overhead
qi Number of track switches for session i, ([1’%})
Bnax Maximum bandwidth

about 4.8 MByte of storage space. Blu-Ray requires
bandwidth of 36 Mbits/s [1] (Table 3).

Disk scheduling for real time multimedia applications
has been under intense research for more than a decade and
has reached sufficient maturity. Due to its intensive band-
width demand, retrieving and storing multimedia contents
efficiently are still key technical issues in developing
competent multimedia systems. Figure 6 illustrates the
situation where data blocks are retrieved from a disk in
continuous fashion satisfying a certain playback rate.
Playback is a synchronous operation; However, a disk
device is an asynchronous device where each I/O operation
accompanies seek and rotational delay. To resolve this
discrepancy, i.e. synchronous playback and asynchronous
1/0, a certain amount of buffer needs to be allocated.

Fig. 6 Multimedia I/O: from
multi session’s point of view I

I/0O scheduler needs to determine the amount of data
block retrieved at a time for each session and the interval
between consecutive I/O bursts. We can establish equations
for this constraint. Let b, n;, r;, n, and T(n) denote the file
system block size, the number of blocks read in a round for
session i, playback rate of session i, the number of sessions,
and the length of a round for n sessions, respectively. To
avoid starvation, each session should satisfy Eq. 1.

b-n>rT(n), i=1,..,n (1)

From the disk’s point of view, it should be able to
retrieve all blocks required in a round within a limited
amount of time. We can represent this constraint as in
Eq. 2.

T(n) > i:f(bni) o) @)

fibn;) denotes the time to read bn; amount of data and
O(n) denotes the aggregate overhead in retrieving data
blocks for n sessions. Let us assume that the disk does not
use zoning, and sequential read performance is Bpax
(MByte/s). Then, the time to read n; blocks (b - n; byte),

f(b-n;), can be represented as f (b - n;) = =2, Later in this

bn;
Bonax
paper, we will delve into details of a more elaborate
definition for f(b - n;). Combining Eq. 1 and Eq. 2, we can

establish Eq. 3 which states the buffer requirement.

n n
Z n; Z - O(}’l) ZIZInrl (3)
i=1 B (Bmax — D i1 7i)

From Eqs. 1 and 3, we can see that the buffer
requirement and the length of a round critically relies on
aggregate disk overhead, O(n), time to retrieve data blocks
for one session, f(b n;), and the number of sessions, 7.

4 Aligning track to multimedia IO size
4.1 Concept

Multimedia applications issue I/O in much larger units than
legacy OLTP applications or file system operations do.
This is to maximize the disk utilization while satisfying the
bandwidth requirement. As I/O size increases, it is more

Clients Retrieval Disk
HEEB A
. T
n % a é a Q <= | puyffer ‘E‘l ‘%‘I :%I <=

S I
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likely that requested data crosses a track boundary and
track switch (or head switch) occurs. The objective of our
work is to vertically integrate the application behavior and
hard disk design. Specifically, we aim at aligning the hard
disk track to the application I/O size so that we can mini-
mize track switch (or head switch) overhead that may occur
during an I/O operation. We call this type of disk AV disk.

Figure 7 schematically illustrates the disk with an I/O-
aligned track. Application issues an I/O request of
128 KByte to hard disk. Block device layer translates the
logical address into physical block number. In this case,
requested PBN is 123. Let us look at the details of AV Disk
drive in the right hand side of Fig. 7. Size of a track is 640
sectors (320 KByte). This AV Disk is aligned with
128 KByte IO unit size. Small rectangle hard disk drive
denotes 32 KByte. IO unit size of 128 KByte corresponds
to four rectangles. As in the figure, single track physically
contains ten rectangles. However, only eight of them is
used. The objective of AV Disk is to reduce the track/head
switch which may occur during large I/O request. This
approach manifests itself in embedded system environ-
ments where the system has a dedicated purpose and
workload characteristics are well defined. AV Disk consists
of two technical ingredients: first, we need to determine
appropriate I/O size based upon which track is aligned;
second, we need to devise an efficient way of implement-
ing I/O-aligned track disk. Each of these issues will be
dealt with in depth in subsequent sections.

4.2 Scheduling model for I/O-aligned disk

Developing hard disks for A/V applications consists of
three technical ingredients. First, we need to determine the
amount of data read in a round. The amount of data which
needs to be retrieved in a round is governed by the number
of sessions, playback rate of a session, and disk profile. For
multimedia device, the maximum number of concurrent
sessions and session playback rate are design parameters,
and are fixed at the device design stage. Let us call the data
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blocks which needs to be retrieved in a round as “optimal
IO unit”. We need to establish an elaborate scheduling
model for optimal 1O unit size. Second, we need to develop
a mechanism to align tracks in the hard disk drive with
respect to optimal IO unit size. In hard disk manufacturing
process, individual tracks are set to harbor as many sectors
as possible. To align the size of each track, we need to
make some of the sectors as spare sectors (or unusable).
There are a number of ways to align tracks with respect to
optimal IO unit size and we examine pros and cons of
individual approaches. Third, we need to verify whether a
given disk actually brings performance improvement.

We first establish a performance model which properly
incorporates the track switch overhead. The objective of
this modeling is to support a given set of sessions by
determining the optimal IO unit size. We develop an ana-
lytical model which properly incorporates the track switch
overhead. It is a refined version of Eq. 3. By,,x denotes the
bandwidth of a given zone where data blocks are located.
The equation can be easily generalized to the multiple zone
case. Probability that b - n; data lies across the tracks cor-
responds to b - n;/t;, where f, denotes track size. We can
establish the transfer time f(b-n;) as in Eq. 4. 0 corre-
sponds to track switch time.

Flon) =24 [blw x (4)

Bmax tS

In Eq. 4, [btiw corresponds to the number of track switches

(or head switches) involved in reading b -n; amount of
data. If I/O size is aligned with track boundary, [24] equals

th—i“J When I/O size decreases advantage of aligning
optimal IO unit to track size increases significantly. On the
other hand, if a single I/O request is large and spans
multiple tracks, aligning optimal IO unit to track size saves
one track switch, which means that its advantage becomes
less significant. Given that track size ranges from 500 to
700 KByte in modern hard disk drives [10], it is very
unlikely that a single I/O request is larger than a a couple of
tracks. Let us denote the number of track switches as g;.
We can establish continuity requirement as in Eq. 5.

T(n)>0(n) + ; (5qi 4 Dm > (5)

Bmax

Equation 5 establishes the minimum length of a
scheduling period for a given set of sessions which
incorporates the track switch overhead. To simplify the
calculation, we convert domain from scalar to vector space.
In vector space, optimal T*(n) (smallest T(n)) can be
represented as Eq. 6.

bn

T (n) = O(n) + 6q +

(6)
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Applying the relation shown in Eq. 6 to Eq. 1 the
equation becomes
bn
. 7
e )

bn = (O(n) +0q+
Then, we rearrange Eq. 7 with respect to n.
_ (O(n)I + oq)r

n_ﬁ (8)

Binax

Finally, convert the domain back to scalar space (Eq. 9).

(0(”) +X ‘Ii) T
. S ri)

Brnax ( max —

We schematically compare the advantage of aligning
track with respect to optimal IO unit size. We assume
Bnax = 25MByte/s, r; = 19.2Mbits/s, and track switch
time 7, = 2ms. There are number of metrics to examine
the efficiency of I/O operations. They include minimum
buffer size, minimum length of a round, or the maximum
number of concurrent sessions which the multimedia
system supports. Here, we examine the minimum amount
of buffer to support a given number of playbacks. Figure 8
illustrates the total buffer size requirement to support a
given number of sessions. We consider two disk drives
with different RPMs: 5,400 and 7,200 RPM. The graph
plots the buffer size requirement with a legacy hard disk
drive and with the disk where tracks are aligned with
optimal IO unit size. The advantage of aligning tracks with
optimal IO unit size becomes more significant as the
number of sessions increases. “Legacy Disk” and “AV

[l >

©)

Disk” numbers are obtained based upon g; = [2] and
qi = Llﬂj of Eq. 9, respectively. 5,400 and 7,200 in the

1
legend denote RPM of the disk.

Legacy 5,400 RPM drive can support up to five con-
current sessions. When aligning tracks with optimal IO unit
size, we can support up to six concurrent sessions. From
the device’s point of view, pushing the limit upward carries

important implications. Figure 8 is provided to this
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Fig. 8 Minimum buffer requirements

situation. Legacy 5,400 RPM drive can support upto five
HDTYV session. AV Disk with 5,400 RPM drive can sup-
port six HDTV sessions. If minimum performance
requirement for multimedia appliance is concurrent play-
back of six HDTV sessions, we can replace legacy 7,200
RPM drive with AV Disk 5,400 RPM drive. Replacing
legacy 7,200 RPM drive with AV Disk 5,400 RPM drive
brings significant improvements in terms of cost, energy
consumption, noise, heat dissipation, and so on.

4.3 Determining the I/O size

With Eq. 9, we determine the optimal IO unit size with
which track size is aligned. We compute the optimal IO unit
size for Samsung, WD, Seagate, and Hitachi disk. Sum-
maries of disk specifications are in Table 1. We use four
playback rates: HDTV (2.4 MByte/s), H.264 (1 MByte/s),
DVD (0.6 MByte/s), and MPEG-4 (0.12 MByte/s). First,
we need to identify seek overhead as a function of seek
distance. There are a number of models for seek distance. It
is known that with a given seek distance x, seek time is
either proportional to the square root of seek distance when
seek distance is less than a certain threshold value ¢ or
linearly proportional when greater than threshold value
c. This relationship can be formally represented as in
Eq. 10. Be reminded that x in Eq. 10 denotes the number of
physical tracks through which the disk head travels.

0(x) = {al + b1y/x,

as + byx,

ifx<c

otherwise (10)

This is not an accurate model, but it provides sufficient
information in estimating the seek time overhead. Through
physical experiment, we obtain the values of constant
coefficients in Eq. 10 as in Table 4. Under elevator
scheduling algorithm, aggregate seek overhead shows
worst performance when requested I/O blocks are evenly
distributed over the disk surface [31]. Let us assume that
there are N number of cylinders and n sessions. Then, seek
overhead becomes worst when seek distance between
consecutive I/O is % Using this property, we obtain
overhead O(n) for disk scheduling and compute minimum
I/O unit size. Figure 9 illustrates the number of multimedia
sessions and the respective optimal IO unit size. We use
four multimedia applications: HDTV (19.2 Mbits/s), H.264
(8 Mbits/s), DVD (4.96 Mbits/s) and MPEG4 (1 Mbits/s).
For these applications, we compute optimal 10 size (IO unit
size) under varying number of sessions. Figure 9a illustrates
IO unit size for HDTV sessions. If Samsung, WD, Seagate,
and Hitachi disk are to support two sessions, their IO unit
size has to be 168 KByte (84 KByte per session),
132 KByte (68 KByte per session), 140 KByte (72 KByte
per session), and 112 KByte (56 KByte per session),
respectively. To support five of HDTV sessions, IO unit
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Table 4 Seek time model for four disks

ap b, as b, c
Samsung 2.13 0.027 6.79 0.000049 33,000
WD 2.46 0.018 7.32 0.000020 30,000
Seagate 3.43 0.019 6.91 0.000022 15,000
Hitachi 2.38 0.015 5.93 0.000018 20,000

size for Samsung, WD, Seagate, and Hitachi disks has to
have 740 KByte (148 KByte per session), 364 KByte
(76 KByte per session), 408 KByte (84 KByte per session),
and 456 KByte (92 KByte per session), respectively.
Samsung disk, a 5,400 RPM drive, requires the largest
IO unit size whereas the other three disks are 7,200 RPM
drives Hitachi disk requires the second largest IO unit size.
We can find the reason for large IO unit size required by
Hitachi disk from Table 1. Hitachi disk has the smallest
track among the three 7,200 RPM drives. Track size of
Hitachi Deskstar ranges from 1,488 to 1,720 sectors; in
contrast, track size of WD Caviar and Seagate Barracuda
ranges from 1,626 to 1,660 and from 1,562 to 1,792,
respectively. When track size is small, we need to access
more number of tracks to read same amount of data;
therefore disk I/O efficiency decreases. Subsequently, we
need to read larger amount of data in each round to
compensate for more frequent track switch. As the number
of sessions increases, sensitivity of IO unit size to disk

performance increases. When bandwidth of application is
relatively small as in Fig. 9d (MPEG4, 1 Mbits/s), I/O unit
size for individual disks do not vary much.

In consumer electronics arena, target performance
requirement, 'target spec.’, is provided at the initial stage
of the development, e.g. four ATSC HDTV sessions where
two of sessions are for recording and rest are for playback.
We aim at obtaining optimal IO unit size defined by per-
formance requirement and use it as a design parameter for
AV Disk. We devise a concept of 10 aligned disk to
examine if we can satisfy a given performance requirement
with less expensive disk, e.g. 5,400 RPM drive instead of
7,200 RPM drive. We assume that file system block size is
same as IO unit size of AV Disk. The optimal 10 size of
AV Disk is determined to satisfy the target performance
spec. If there are fewer number of sessions than target
performance requirement, than the AV Disk can success-
fully service a given set of workload and hence serves the

purpose.

5 Realization of 10-aligned track

We need to make a certain amount of sectors unusable or
invisible from the host, so that the track size is a multiple of
a given IO size. We devise three methods to align tracks
with a given IO unit size and discuss pros and cons of each
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method. The first method is “Down Sampling”. The key
idea of Down Sampling is to mark the sector more sparsely
so that track size is aligned with a given value. Since Down
Sampling adjusts linear bit density, it decreases sequential
10 performance. Decrease in 10 bandwidth may offset the
performance gain which can be achieved by 10-aligned
track. Figure 10 illustrates the three methods for aligning
tracks. Figure 10a illustrates the original sector layout
without track aligning. There are five hundred sectors in a
track. The outer track and inner track contains sectors from
1 to 500 and sectors from 501 to 1000, respectively. The
starting position of the inner track is skewed by a single
sector in a counter-clockwise direction (track skew). 10
unit size is 200 sectors and we like to align the original
track with 200 IO unit size. Figure 10b illustrates Down
Sampling. Sectors are more sparsely marked. Linear bit
density as well as sequential IO performance decreases, as
each sector takes up a larger area in a track.

The second method, Sector Sparing, allocates the
appropriate number of sectors as “spare” so that the total
number of data sectors is aligned with a given size.
Figure 10c illustrates “Sector Sparing”. In Sector Sparing,
linear bit density remains same as in the original track. The
disadvantage of Sector Sparing is the distance between the
last sector of a track and the first sector of the next track.
Since spare sectors are located at the end of a track,
introducing more spare sectors entails a significant increase

Fig. 10 Methods for aligning
track to I/0: down sampling,
sector sparing and skewed
sector sparing: a original disk,
b down sampling, ¢ sector
sparing, and d skewed sector
sparing

1/0 size : 200 sectors L
track size : 500 sectors

in the angular distance between the last sector of a track
and the first sector of the next track. Under Sector Sparing,
the angular offset between the last sector of a track and the
first sector of the next track becomes larger. In Sector
Sparing, track switch becomes larger than in legacy hard
disk drive. Let L and L' be the original and aligned track
size, respectively. Then, in Down Sampling, bandwidth
decreases to % When L = 990 and L' = 718 sectors, /O
bandwidth decreases approximately 23%. In Sector Spar-
ing, linear bit density remains same as the original track,
and also I/0 bandwidth remains the same. However, track
switch time significantly increases due to increased angular
offset between the last sector of a track and the first sector
of the next track. According to our experiment, Sector
Sparing makes the track switch prohibitively large.
According to our experiment result, Down Sampling and
Sector Sparing schemes are practically infeasible.

Third, we address the technical problems in Down
Sampling and Sector Sparing and propose “Skewed Sector
Sparing”. The idea is straightforward. We apply Sector
Sparing to align the track size to the I/O unit size, and the
beginning of a track is adjusted so that the angular offset
between the adjacent tracks remains unchanged from the
original disk. Figure 10d illustrates the Skew Sector
Sparing Scheme. From the manufacturer’s point of view,
Skewed Sector Sparing makes the hard disk manufacturing
process more complicated.

[] sector

[ spare sector

100 Spare Sectors
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6 Modeling the degree of file fragmentation
6.1 Random fragmentation

After a certain period of storage usage, a file can be
fragmented. In a hard disk-based file system, file system
performance decreases significantly when files are frag-
mented. The file fragmentation phenomenon is highly
subject to the file system and usage of the file system. A
number of works examine the performance of the file
system under file fragmentation [4, 8]. Few works
developed a model to represent the “degree of file sys-
tem fragmentation”. To determine the efficiency of our
A/V disk design, it is mandatory to examine how the
disk behaves under various file system fragmentation
situation. To understand the effect of the fragmentation,
we develop an objective metric to represent File System
fragmentation.

We develop two fragmentation models: a random frag-
mentation model and a preallocation-aware fragmentation
model. Both of these models are represented by fragmen-
tation degree, P¢, which denotes the probability that a given
LBA is already in use. To fragment a file, we generate
“fragmentor block” on the disk. Before we place a file,
each block in the file system is marked as “fragmentor
block” with probability P This is called ‘Random Frag-
mentation Model’. In the random fragmentation model, any
block can be a fragmentor.

6.2 Chunk-based fragmentation model

Modern file systems adopt various sophisticated tech-
niques to avoid file fragmentation. Block group and block
preallocation are typical techniques. Modern file systems,
e.g. EXT3, preallocate physically consecutive blocks even
for a single block write. This is to reserve a space so that
subsequent write operations can be performed on con-
secutive region on the disk. At the beginning, EXT3 file
system allocates eight blocks for a single write request.
Subsequent write requests are directed to these preallo-
cated blocks. If the preallocated eight blocks are all used
up, it doubles the number of preallocated blocks for the
subsequent write requests. Preallocation size increases
upto Nyax blocks. Ny 1s the maximum number of blocks
for preallocation, which is defined by file system. In case
of EXT3, Npax corresponds to 1,024. Considering the
preallocation strategy of the file system, it is reasonable to
assume that files can be fragmented only at the preallo-
cation boundary.

Figure 11 illustrates the process where kernel allocates
file system blocks for the newly created file. Before a file
is created, a set of consecutive blocks, C,, are already in
use. When a file is opened for writing, file system finds
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Fig. 11 Mapping sequence between single file and blocks

1,024 contiguous unused blocks (C; in Fig. 11). When C,
is not enough to store all the data, file system searches
another consecutive blocks of 1,024 blocks. In Fig. 11,
there is another chunk of 1,024 blocks and rest of the data
parts remaining from C; is allocated to C,. In EXT3,
when file system fails to find a 1,024 block chunk, it
allocates the first chunk in the same block group, whose
size is a multiple of 8 blocks. This process repeats until
there is no more block available in the block group. If the
file is not closed, file system finds unused blocks in next
block group, and these processes are repeated until the file
is closed. Finally, mapping sequence of the file to blocks
in a single block group follows C; — C; — C3 — C4 in
Fig. 11.

We define a chunk as a collection of consecutive
blocks, and a file as a set of chunks. We define “frag-
mented chunk” as a chunk which is smaller than N,
blocks. Chunk C; is represented by its start position, s;,
and the size in terms of the number of blocks, n;. Chunk
C; consists of (s;, n;), where s; means the start block
number of chunks, and n; means the number of blocks for
a chunk. We define Chunk-aware Fragmentation Degree,
P, as in Eq. 11.

) n;
antanax % 1007
D iy M (11)
where k = number of chunks for a file

Py =

An array of 1,024 contiguous empty blocks is most
desirable in EXT3, when a File System searches empty
blocks to allocate a file. If a block group does not have an
array of 1,024 free contiguous blocks, file system searches
for an array larger than eight blocks. This is fragmented
chunk. The size of a fragmented chunk is uniformly
distributed between minimum, N,,;,, and maximum, N,,.
The average size of a fragmented chunk, Ng,, is
(Nmin + Nmax — 1)/2. The expected number of fragmented
chunks corresponds to E[N] = ((P.f/100) Zf;l C;)/Nrrag,
where k is a number of chunks for a file. Therefore, the
fragmentation degree, Py, where fragmentation occurs at the
preallocation boundary corresponds to E[N]/M, where
M corresponds to the number of preallocation boundary
points, and it is the same as the number of chunks in a file. In
the case of a 4 KByte block, fragmented chunk size ranges
from 32 (8 blocks) to 4,092 KByte (1,023 blocks).
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7 Performance evaluation
7.1 Experiment setup

Performance of a legacy hard disk drive and AV disk is
compared with a simulation-based experiment. We use
Disksim in our experiments [3]. We use Samsung Spin-
point M 120 GByte disk for our experiment. When a track
is full, traditional sector layout causes a head switch and
starts next LBA. Few modern hard disks still use this sector
layout strategy. Most of the modern hard disk drives adopt
surface serpentine and hybrid serpentine. Correctness of
the simulation based experiment critically relies on accu-
racy of the simulation model. Spinpoint M adopts a Hybrid
Serpentine sector placement scheme. We develop Hybrid
Serpentine layout model for Disksim. It is made publicly
available at [14]. Parameters in Disksim is well over
hundreds. For accurate simulation, it is mandatory that
each of these parameters are set effectively to represent the
physical disk. Most of these parameters are either unknown
to the public and/or their values can only be obtained via
physical measurement. It is a time-consuming process to
find the right value for each of these parameters.

We verify the correctness of the simulation model via
comparing IO latency of actual hard disk drive and simu-
lation model. IO latency data is obtained as follows. We
create four files. Files are not fragmented and four files are
evenly distributed in the file system partition. We issue
read requests to four files in round-robin fashion and
extract I/O trace using Blktrace [2]. We measure the I/O
latency of this workload in the physical disk and the
Disksim model for the respective disk. We compare the
CDF of I/O latency in the real disk and the simulation
model. Figure 12 illustrates the result. The physical model
and the simulation model exhibit very similar behavior in
CDF (Cumulative Distribution Function) of response time.
The difference between the two is 0.47%. Average 1/O
latency for the physical model and the simulation model is
27.61 and 27.74 ms, respectively, and variance of I/O is
4,653 and 3,900, respectively.
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Fig. 12 Comparison of response time of DiskSim and Disk1

We measure the response time for varying playback
bandwidth: HDTV, H.264, DVD, and MPEG4. We vary
the I/O unit size to effectively support a certain number of
sessions. Table 5 illustrates I/O unit size for each work-
loads. There are four 1 GByte video contents. The files are
evenly distributed on the disk. One of them is placed in the
outermost region of the disk. Another is placed at the
innermost region of the disk. The rest are placed at
approximately 1/3 and 2/3 position of the file system par-
tition, so that four files are equally paced. Application reads
512 KByte data from each of these files in a round-robin
manner. For AV Disk, we align the track with 128 KByte
optimal IO unit. Table 6 illustrates the workload and disk
characteristics for legacy disk and 10-aligned disk. File
system block size is 4 and 128 KByte for legacy disk and
AV Disk, respectively. 10-aligned disks have tracks
aligned to 128 KByte I0. When we align the track with
larger unit, it is inevitable that fraction of storage is unused.
Storage capacity of 10-aligned disk is 83% of the legacy
disk. 10-aligned disk has 217 M sectors while legacy disk
has 262 M sectors. Sector size is 512 Byte.

7.2 Performance comparison: down sampling, sector
sparing and skewed sector sparing

We examine the performance of three methods to realize
track aligning: Down Sampling, Sector Sparing, and
Skewed Sector Sparing. Four files are evenly distributed in
the file system partition, and files are fragmented by the
fragmentation degree. Py is set to 15%. We measure the

Table 5 Optimal 1O unit size for 4 contents

Workload Number of sessions I/O unit size (KByte)
HDTV 4 128
H.264 10 64
DVD 22 64
MPEG4 47 12

Table 6 Workload characteristics

Legacy disk I/O aligned

track
Bandwidth HDTV (19.2 Mbps) HDTV
Sessions 4 4
10 size (KB) 256/512/1,024 256/512/1,024
File system block size (KByte) 4 128
File size (GByte) 1 1
Unit of alignment (KByte) N/A 128
Total no. of sectors 261,934,392 216,879,104
Capacity (%) 100 83

@ Springer



J. Gim, Y. Won

time to read these files. Application read these files in a
certain I/O size in round-robin fashion. We use two I/O
sizes, 512 and 1,024 KByte. Figure 13 illustrates perfor-
mance improvement in three track aligning methods
against the legacy disk: Down Sampling, Sector Sparing,
and Skewed Sector Sparing, respectively. The value of
each bar in Fig. 13 represents the response time and per-
formance gain, respectively. The response time of Legacy
Disk are 334.2 (512 KB I/O size) and 235.5 s (1,024 KB I/
O size). Down Sampling, Sector Sparing, and Skewed
Sector Sparing shows performance improvement over
legacy disk by 9, 11, and 21% in 512 KByte /O size,
respectively, and improved performance of 2, 4, 17%
in 1,024 KByte 1/O size, respectively. Performance
improvement is larger when I/O unit size is smaller. This is
because when IO size is small, track switch overhead
constitutes the dominant fraction of the entire I/O latency;
therefore the advantage of removing track switch becomes
rather significant. Among the three track aligning schemes,
Skewed Sector Sparing yields the best improvement.

7.3 Effect of file fragmentation

We examine the IO performance under varying degrees of
file fragmentation. We create four 1 GByte files. These four
files are evenly distributed in the file system partition. Prior
to creating files, we create dummy blocks with fragmentation
degrees of 10, 15, and 20%, respectively. We read these files
in a round-robin manner with 512 KByte unit and examine
the performance. Figure 14 illustrates the results. This graph
shows the number of IO requests and the relative perfor-
mance improvement under varying fragmentation degree. In
the case of the legacy disk, the number of IO requests
increases as fragmentation degree of files increases. For 10,
15, and 20% file fragmentation degrees, the number of 10
commands corresponds to 11,656, 13,173, and 14,699,
respectively. For AV Disk with Skewed Sector Sparing, the
number of IO commands is not affected by the degree of file

fragmentation and remains 8192 under different
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Fig. 13 Performance of down sampling, sector sparing and skewed
sector sparing
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fragmentation degrees. For fragmentation degrees of 10, 15,
and 20%, AV Disk exhibits 16, 21, and 25% performance
improvement, respectively.

AV Disk manifests itself when file fragmentation
becomes severe, there exists more file fragmentation. This
result indicates that the advantage of using AV Disk
becomes more significant as a hard disk drive gets older
and it is used for prolonged period of time. The perfor-
mance improvement of AV Disk mainly comes from two
sources. First comes from reduced number of track
switches. We use 512 KByte 10 size. This corresponds to
one or two tracks depending upon the cylindrical position
of the track. Tracks in the outer diameter are larger than the
tracks in the inner diameter. In the case of Samsung Spin
Point M, one revolution takes 11.1 ms and track switch
takes 1.6 ms. By avoiding track switch, we can expect up
to 14% performance improvement.

The second source is fragmentation itself. Fragmented
blocks can split an I/O command into two or more I/O
commands. To generalize fragmentation patterns, we sug-
gest chunk-based fragmentation model based on EXTS3.
The legacy disk can be fragmented by the unit of 4 KByte
file system block. In AV Disk, we format the file system
with 128 KByte file system block. Therefore, a file can be
fragmented at 128 KByte unit. When the fragmentation
degrees are same for the legacy disk and AV Disk, the
legacy disk tends to have more fragmentation.

When we use AV Disk instead of legacy disk, the
number of I/O commands decreases about 3,400-6,500. In
the worst case, each I/O command can entail disk seek,
rotational delay, command parsing, decoding, and on-board
cache replacement. I/O response time decreases by 25%
when we use AV Disk instead of legacy disk. Theoreti-
cally, removing the track switch can bring up to only 14%
decrease in I/O response time. We carefully conjecture the
rest of the performance improvement (11% decrease in I/O
response) is from reduced number of I/O commands.

—
o
Q
o
5]
<
9
wn
=~

25 150%
125%
100%
75%

50%

1 25%

Number of total I0 Requests (X1000)
Performance Gain (%)

0%

Chunk-aware Fragmentation Degree (%)

Fig. 14 Relation of performance and number of 10 requests



Relieving the burden of track switch in modern hard disk drives

7.4 Details of IO latency

We examine the response time in further detail. In this
experiment, files are not fragmented. We create four files
and distributed evenly in the file system partition. IO size is
512 KByte. AV Disk improves 10 latency by 5%. The
advantage of using AV Disk becomes much clear when we
look at the variance of latency. Worst case latencies of AV
disk and legacy disk are 47.9 and 59.5 ms, respectively.
This latency variation is mainly caused by variation in
transfer time.

In Fig. 15, average transfer times for the legacy disk and
AV Disk is 22.7 and 21.7 ms, respectively. The difference
is only 4.3%; however, worst case latency of transfer time
in the legacy disk and AV Disk are 37.3 and 24.2 ms,
respectively. The legacy disk exhibits significantly larger
worst case transfer time. Spinpoint M model uses a hybrid
serpentine sector layout mechanism. In the legacy disk, it is
possible that request data block is laid out across serpen-
tine. Hybrid serpentine used in Spinpoint M has serpentine
width of 3,500 tracks. Therefore, without proper manage-
ment, retrieving data block may accompany abnormally
large track switch time. For more precise comparison, we
include the numeric values for Fig. 15 in Table 7.
Figure 16 is the different manifestation of the same data.
We examine the frequency of IO latency. As can be seen,
AV Disk exhibits less variability in IO latency. Most of the
requests are approximately 39 ms. For the legacy disk, 10
latency distribution is more even. They range from 32 to
47 ms.

7.5 Effect of 10 unit size

We examine the effect of IO unit size. We use different IO
unit sizes (256, 512, and 1,024 KByte) and examine the
performance under different fragmentation degrees (5, 10,
15, and 20%). Figure 17 illustrates the relative perfor-
mance gain of AV Disk against the legacy disk, and
Table 8 illustrates the response time of Fig. 17. As in the
previous case of Fig. 14, advantage of AV Disk becomes

70

1 Average time of AV Disk

1 Maximum time
I Standard deviation

Time (ms)

Bl

Inter- Seek time Rotational Transfer
arrival time latency time

a5

Positioning
time

Fig. 15 Dissection of response time

Table 7 Dissection of Response Time

Types of disk Avg. (ms) Max. (ms) Dev
Response AV disk 38.18 47.82 4.39
Time Legacy disk 39.92 59.48 6.20
Inter-arrival AV disk 53.33 53.33 0.49
Time Legacy disk 53.33 59.47 0.50
Seek AV disk 14.45 21.71 4.25
Time Legacy disk 14.45 21.73 4.23
Rotational AV disk 0.88 8.25 1.72
Delay Legacy disk 1.86 11.06 2.62
Transfer AV disk 21.74 24.23 3.28
Time Legacy disk 22.72 37.32 6.06
Positioning AV disk 15.33 29.95 4.86
Time Legacy disk 16.32 32.76 4.98

significant as the fragmentation of files become severe.
With 256 KByte IO unit size, performance improvement
ranges from 11 to 19%. With 512 KByte IO unit size,
performance improvement of AV Disk is significantly
larger, ranging from 11 to 25%. When 10 unit size is
128 KByte, there is not many track switches in the legacy
disk. When IO unit size is 512 KByte, requested data block
is more likely to be located across track boundaries.
Therefore, there are significant amount of benefit in
aligning a track to a given I/O unit size; it reduces number
of track switches in data retrieval. Interestingly, the situa-
tion is different in 1,024 KByte 1O unit size. For Spinpoint
M drive, all tracks are <1,024 KByte. In both legacy disk
and AV Disk, most of the IO requests entail track switch,
and performance improvement of AV Disk is less signifi-
cant in IO size of 1,024 KByte.

7.6 Performance under varying bandwidth requirement

We examine the performance of the AV Disk and legacy
disk under different bandwidth requirements. We use three
contents: MPEG4 (1 MBits/s), DVD (5 Mbits/s), and
H.264 (8 Mbits/s). Tracks are aligned with appropriate 10
size for each application. IO unit sizes are 12, 64, and
64 KByte for MPEG-4, DVD and, H.264, respectively.
Figure 18 illustrates the response time under varying
fragmentation degrees: 5, 10, 15, and 20%. In lower
bandwidth applications, e.g., MPEG-4 and DVD, perfor-
mance of AV Disk is either similar to the performance of
legacy disk or is worse than the performance of legacy
disk. When bandwidth requirement is small, application
issues I/O in smaller unit and it is less likely that track
switch occurs in data transfer phase. Since the sizes of
individual tracks are smaller in AV Disk, the same file
takes up more tracks in AV Disk than legacy disk; there-
fore it takes more time to access a file in AV Disk. H.264
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Table 8 The response time of skewed sector sparing against legacy 8 Conclusion

disk (s)

Disk type Legacy disk Skewed sector sparing In this work, we propose a novel hard disk drive technique,
AV Disk, for Audio and Video applications. The overhead
of switching tracks and heads has been the most slowly
P; (5%) (s) 4729 308.8 2218 4276 2779 2015 improving component in the modern hard disk drives.
Py (10%) (s) 485 321.1 2281 4272 2765 201.6 Complicated sector layout methods, such as Surface Ser-
P (15%) (s) 4958 3342 2355 4283 277.1 2018  pentine, Hybrid Serpentine, and Cylinder Serpentine of
P;(20%) (s) 508.7 3466 2423 428.1 277 202.4 modern hard disk drive bring larger variability in track and
head switch time. The objective of this work is to minimize
head and track switch overhead so that the hard disk drive
supports a greater number of concurrent multimedia ses-
requires 8 Mbits/s playback bandwidth. AV Disk exhibits  sions in an efficient manner. We propose to align track size
6% performance improvement in H.264 application with  to a certain IO unit so that IO requests do not cross track

10 size (KB) 256 512 1,024 256 512 1,024

15% fragmentation degree. boundaries. To properly address this objective, we develop
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Fig. 18 Effect of bandwidth requirement. a MPEG4: 1 Mbits/s (12 KByte), b DVD: 4.96 Mbits/s (64 KByte), and ¢ H.264: 8 Mbits/s
(64 KByte)
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Relieving the burden of track switch in modern hard disk drives

an elaborate performance model of modern hard disk drive.
This model enables us to obtain right 1O size. We propose
Skewed Sector Sparing to align track size of hard disk
drives with a given IO unit size. We can achieve 10-25%
performance improvement via track aligning. Since we
align the tracks with a given optimal IO unit size, we
cannot avoid loss of disk space. In our case, available disk
space reduced from 120 to 99.6 GBytes, about 17% of
storage area. We carefully argue that given the fact that
storage capacity of hard disk drives has doubled every year,
a 17% reduction in available disk space can be acceptable.
Track aligning proposed in this work manifests itself in an
environment with dedicated usage with higher bandwidth-
demanding applications. Typical examples of Multimedia
home appliances are personalized video recorder, Set-Top
Box, and PMP. AV Disk Technology proposed in this work
enables us to enjoy real-time multimedia service in a more
resource-efficient manner.
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