
Intelligent Storage: Cross-Layer Optimization
for Soft Real-Time Workload

YOUJIP WON, HYUNGKYU CHANG, and JAEMIN RYU

Hanyang University

YONGDAI KIM

Seoul National University

and

JUNSEOK SHIM

Samsung Electronics

In this work, we develop an intelligent storage system framework for soft real-time applications.

Modern software systems consist of a collection of layers and information exchange across the

layers is performed via well-defined interfaces. Due to the strictness and inflexibility of interface

definition, it is not possible to pass the information specific to one layer to other layers. In practice,

the exploitation of this information across the layers can greatly enhance the performance, relia-

bility, and manageability of the system. We address the limitation of legacy interface definition via

enabling intelligence in the storage system. The objective is to enable the lower-layer entity, for

example, a physical or block device, to conjecture the semantic and contextual information of that

application behavior which cannot be passed via the legacy interface. Based upon the knowledge

obtained by the intelligence module, the system can perform a number of actions to improve the

performance, reliability, security, and manageability of the system. Our intelligence storage system

focuses on optimizing the I/O subsystem performance for a soft real-time application. Our intel-

ligence framework consists of three components: the workload monitor, workload analyzer, and

system optimizer. The workload monitor maintains a window of recent I/O requests and extracts

feature vectors in regular intervals. The workload analyzer is trained to determine the class of the

incoming workload by using the feature vector. The system optimizer performs various actions to

tune the storage system for a given workload. We use confidence rate boosting to train the work-

load analyzer. This sophisticated learner achieves a higher than 97% accuracy of workload class

prediction. We develop a prototype intelligence storage system on the legacy operating system plat-

form. The system optimizer performs; (1) dynamic adjustment of the file-system-level read-ahead

size; (2) dynamic adjustment of I/O request size; and (3) filtering of I/O requests. We examine the

effect of this autonomic optimization via experimentation. We find that the storage level pro-active

optimization greatly enhances the efficiency of the underlying storage system. The sophisticated
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intelligence module developed in this work does not restrict its usage for performance optimization.

It can be effectively used as classification engine for generic autonomic computing environment,

i.e. management, diagnosis, security and etc.

Categories and Subject Descriptors: D.4.2 [Operating Systems]: Storage Management—Sec-
ondary storage; D.4.3 [Operating Systems]: File Systems Management—Access methods; G.3

[Mathematics of Computing]: Probability and Statistics—Statistical computing; I.2.6 [Artifi-
cial Intelligence]: Learning—Knowledge acquisition

General Terms: Algorithms, Design, Performance

Additional Key Words and Phrases: Intelligence, storage, file system, autonomic computing, ma-

chine learning, boosting, cross layer optimization, multimedia

1. INTRODUCTION

The modern software system is comprised of a collection of layers. These layers
consist of the application program, operating system, file system, device driver,
and the device itself. The information exchange between adjacent layers is per-
formed via a well-defined set of interfaces. The objective of this layered organi-
zation is to insulate each layer from changes in the other layers and eventually
to facilitate the technological advancement in each layer, without any depen-
dency on the other layers. However, due to this design philosophy, the storage
subsystem becomes a victim of its own growth. There is a large amount of infor-
mation in each layer which can be effectively exploited if available to the other
layers. In current narrow interface design, the ability to pass valuable infor-
mation freely across the layers leaves much to be desired [Ganger 2001]. The
interfaces for individual software layers, for example, the system call interface
(POSIX), I/O interface (IDE, SCSI), block device interface (Virtual File System),
are very well-defined and have not been changed significantly during the past
20 years. Application writers, operating system writers, and storage system
vendors want their products to work flawlessly in any platform or combination
of hardware and software platforms. Firm and strict interface definition has
been very successful at effectively resolving these compatibility and portability
issues. However, due to these very issues, the interface definition has not been
able to evolve as quickly as the internals of individual layers. Current interface
definition is not able to carry the information specific to one layer to the other
layers. In practice, exploiting this information across the layers can greatly en-
hance the performance, reliability, and management efficiency of the system.
There have been a number of efforts to address this issue. These efforts can
be classified into two categories. The efforts in the first category mainly focus
on extending and enhancing the existing interface definitions. Enhancing the
storage interface with QoS specification capability is a typical example [ANSI
2002; Lu et al. 2005]. Efforts in the second category are concerned with en-
abling some intelligence in a layer so that it can conjecture the information
that is, specific to other layers. The main advantage of this approach is that
it does not require any changes to the existing interface design. The system
which can intelligently perform various actions based upon preobtained knowl-
edge is often termed an autonomic system. The works in this category usually
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Fig. 1. Information exchange across I/O layers.

involve workload classification and subsequent management, optimization, and
security-related action.

One of the most challenging issues here is to develop an intelligence mod-
ule which can accurately classify the workload upon its characteristics. The
workload characteristics, in most cases, cannot be clearly defined. Therefore,
machine-learning-based techniques are being used to train the intelligence
module. Machine learning has been widely used in data-oriented application
domains, for example, voice recognition, computer vision, image processing, etc.
To use machine learning techniques for an autonomic system, the learning and
prediction need to be reliable and accurate, since there is much less opportunity
for human intervention in an autonomic system than in data-oriented appli-
cation domains. Machine learning and artificial intelligence techniques have
matured enough to be used for autonomic computing systems, thus, reducing
human-centered management and configuration overheads. Advancements in
computer architecture and system-on-a-chip design make it possible to embed
the high-speed CPU and large-size volatile and nonvolatile memory in a stor-
age system. Equipped with a high-speed processor and large memory, storage
system (or devices) can now become more intelligent. It becomes possible to off-
load the tasks which had been handled by operating and file systems to storage
subsystems [Acharya et al. 1998; Riedel et al. 1998; Wang et al. 1999].

Our prime objective in this work is to develop an intelligent storage sys-
tem which can learn the characteristics of the workload and adapt its behavior
to the given workload by exploiting learned knowledge in order to carry out
self-recovery, self-management, self-protection, etc. This can only be achieved
via orchestrated advancements in the intelligence storage framework, effective
learning techniques, and the computing capability of the system. Hughes [2002]
commented that wise drive has great-potential in the future of storage industry.
One of the reasons is that changing the interface definition requires large-scale
industry agreement. As an initial effort towards the realization of an intelli-
gent storage system, we develop an intelligent storage device which can adapt
its behavior, subject to given workload characteristics. The use of an intelli-
gence module does not require the modification of existing interface definitions
and application software. Further, developing the right intelligent module has
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great application potentials, for example, self-maintenance, disaster recovery,
etc. The intelligence module consists of three entities: the workload monitor,
workload analyzer, and system optimizer. We develop an elaborate sophisti-
cated learner which learns the characteristics of workloads in a given class and
can classify the incoming workload based upon previously obtained knowledge.
We use confidence rate boosting to learn and to classify the I/O workload [Freud
and Schapire 1995].

Our work is particularly focused on an intelligent storage device for real-time
A/V (audio/video) application. Due to the commercial deployment of digital TV
broadcasting service, most information appliances will be equipped with a large
size hard disk drive. Also, the recent rapid increase in storage capacity and wire-
less network bandwidth has contributed to the development of portable mul-
timedia devices. The role of the storage device for audio and video application
has become more important than ever and is expected to grow. Therefore, it is
important that the storage subsystem can effectively exploit the characteristics
of the application workload in various respects.

The contribution of our work is threefold. First, in the proposed intelligent
storage system, the bottom-most layer can obtain application-level contextual
information. This feature clearly distinguishes our work from other efforts
in intelligent system design. The role of intelligence in preceding works
helps to widen the strict interface barriers between adjacent layers. For
example, Schinlder et al. [2002] incorporated the physical characteristics of
the device into the block device level. A number of works exploit physical
device characteristics in performing file system level activities [Weissel et al.
2002; Sivathanu et al. 2003; Iyer and Druschel 2001; Lumb et al. 2002;
Burnett et al. 2000]. In our work, data semantics and contextual information
available at the application level is exploited in the lower layer. This makes
various system optimization efforts more sophisticated. Second, we success-
fully develop an elaborate intelligence module which accurately determines
the class of the incoming workload. Third, via prototype implementation
and experimentation, we confirm the effectiveness of intelligent storage in
various respects. As an initial effort, the prototype intelligent storage system
adaptively adjusts operating system behaviors, such as read-ahead size,
command size, and request filtering, based upon the prediction result. We
found that storage system efficiency significantly improves as a result of this
optimization.

2. RELATED WORKS

Recently, a number of works have proposed various cross-layer optimization
efforts where one layer exploits the information specific to the other layers.
Burnett et al [2000] introduces a simple fingerprinting tool, Dust, which un-
covers the replacement policy of the operating system. Schindler et al. [2002]
utilized disk-specific knowledge in file system level data placement to match
access patterns to the strengths of modern disks. By allocating and access-
ing related data on disk track boundaries, a system can avoid most rotational
latency and track crossing overheads. Weissel et al. [2002] introduced a new
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operating system interface which can be exploited by energy-aware applica-
tions. The operating system tries to batch deferrable requests in order to cre-
ate long idle periods, during which switching to a low-power mode pays off.
Freeblock scheduling is a new approach for utilizing more of the disk’s poten-
tial media bandwidth. It consists of anticipating rotational latency delays and
filling them with media transfers for background tasks. Riedel et al. [2000] and
Lumb et al. [2002] described the design and implementation of an external free-
block scheduler running either as a user-level application atop Linux or inside
the FreeBSD kernel. Li et al. [2004] exploited the block access correlation at the
application level for various system optimization activities, for example, storage
caching policy, prefetching, data layout, and disk scheduling. They used a fre-
quent sequence mining technique to find the correlation information. Acharya
et al. [1998] evaluated active disk architecture, which integrates significant pro-
cessing power and memory into the disk and allows application-specific code to
be down-loaded and executed on the data that is being read from (or written to)
disk.

A fair amount of work has been dedicated to developing file system and stor-
age techniques to efficiently handle real-time multimedia workloads. Extent-
based allocation and B+-tree-like file organization has been used to exploit the
sequential access nature of the multimedia workload [Won et al. 2005; Wang
et al. 1999]. Dimitrijevic et al. [2003] proposed the use of larger size I/O to
improve the efficiency of I/O. Increasing the I/O size may also increase the
interrupt latency. To resolve this issue, they proposed that the IO request be di-
vided into small temporal units of disk commands. This results in pre-emptible
disk access through use of a detailed disk profiling tool [Aboutabl et al. 1998;
David 2004; Worthington et al. 1995].

There are a wide variety of workloads, such as, OLTP, OLAP, real-time multi-
media, etc. Each of these has its own access characteristics. Recently, a number
of studies have suggested that the system classifies the incoming workload
based upon unsupervised learning and performs various actions, for example,
tuning and management, based upon the classification result. Mesnier et al.
[2004] proposed a decision tree-based approach in classifying the incoming
workload. Machine learning and data mining techniques have been used in
various aspects of storage system activities, for example, management, secu-
rity, tuning, and recovery. Cohen et al. [2004] used a Baysian network to cor-
relate system-level metrics and high-level performance states. They used the
result of the correlation for performance diagnosis and performance manage-
ment. Wildstrom et al. [2005] proposed a technique to dynamically reconfigure
the distributed system subject to workload characteristics. Xu et al. [2004] pro-
posed a framework to efficiently learn the complex system log data. Karlsson
et al. [2005] developed a performance model for self-tuning system with auto-
matic feedback control.

A number of works successfully applies the intelligent storage to various
domain. Huston et al. [2004] developed distributed storage system where indi-
vidual disks have limited search image search capability. BitVault is P2P file
system with autonomic management capability [Zhang et al. 2004, 2005]. It is
designed to efficiently handle large volume of archival data.
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Fig. 2. Servicing I/O request.

3. LIMITATION OF LEGACY I/O SUBSYSTEM ARCHITECTURE

3.1 Organization of Traditional I/O Subsystem

The operating, file, and storage systems tightly collaborate with each other
to service I/O requests efficiently. To insulate a certain layer from changes in
other layers, each layer needs to communicate with the adjacent layer via an
unambiguously well-defined interface. Applications communicate with the op-
erating system via the system call interface, for example, the POSIX standard
interface. The file system communicates with the I/O device via I/O interfaces,
such as IDE, SCSI, Fibre-Channel, etc. Individual layers have their own ab-
straction and the information from other layers is cast into its own abstraction.
Figure 2 illustrates this situation. There are four abstraction layers: applica-
tion, file system, logical device, and the physical device itself. The application
issues a single read() system call and asks for 128KB of data. The underlying
file system receives this request and passes the command to the underlying
logical device. In the file system, the unit of data is 4KB. The file system is-
sues 32 read()’s commands to the underlying logical device. The logical device
again passes the commands to the device controller. The logical device issues
a command in the unit of sector (512B). The logical device layer does not have
the geometric information of the physical device. Geometric information in-
cludes the number of sectors per track, the number of tracks, track/sector skew,
etc. Once the device controller receives the request, it augments the request
with device-specific information, such as platter geometry, and services the
request.

3.2 Limitation of Legacy I/O Subsystem Organization

The problem with the current I/O organization is that each layer in the software
stack uses a different abstraction and very limited information is carried across
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Fig. 3. Abstraction vs. information loss.

the layers. There exist thick and opaque barriers between layers in the software
stack. Figure 3 illustrates this situation.

The application layer is aware of various semantic information of the data,
which includes data type, for example, text, video, music, etc., or real-time
requirements of the data, such as the playback rate. Most commodity file sys-
tems communicate with the application software only via file descriptor and
file offset pairs and the valuable semantic information is not properly deliv-
ered (Figure 3a). A few special purpose file systems for multimedia application
[Kim et al. 2005; Niranjan et al. 1997] implement the mechanism to deliver
application-level knowledge, for example, the playback rate, QoS requirement,
speed of playback, direction of playback, etc., to the file system layer. Except for
these examples, few file systems provide an interface to obtain the data seman-
tics available in an application. In practice, application-level data semantics
can provide a useful guideline to underlying operating systems in terms of I/O
scheduling, resource allocation, failure recovery, etc.

The file system maintains a number of different types of metadata: super
block, i-node, block bitmap, i-node bitmap, indirect pointer blocks, etc. Each
type of metadata exhibits different access characteristics. If the file system
level semantic information can be exported to the block device layer, the latter
can exploit this information in various ways, such as designing buffer cache
replacement policy, block replication policy, etc. However, in the block device
layer, the block is represented by < device number, block number >. It is not
possible to annotate the block with the file system level meaning. The disk
subsystem receives a series of block read and write requests, without being
given their contextual meaning (Figure 3). For example, bitmaps for tracking
free space, inodes, data blocks, directories, and indirect blocks are not exposed
[Sivathanu et al. 2003]. There are a number of characteristics in the physical
device which may be effectively exploited by the upper layer. These include the
seek time profile, geometry of the disk, etc. State-of-the-art disk drives have
power-saving features where the operation mode of the disk can be dynamically
adjusted. If the file system layer has knowledge about the characteristics of
the power consumption behavior, such as the length of the startup and finish
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Fig. 4. Level of abstraction for each layer.

Fig. 5. Feature vector of I/O trace.

phases, the energy consumption profile of each operation mode, etc., it is possible
to schedule the I/O operation so that it can minimize energy consumption [Choi
and Won 2002; Weissel et al. 2002]. However, the block device layer, which
exists on top of physical device layer, usually does not have access to physical
device characteristics. A few studies exploited head position and block-mapping
information in placing the data blocks and scheduling the disk [Lumb et al.
2002; Schindler et al. 2002].

4. ORGANIZATION OF INTELLIGENT STORAGE SYSTEM

Figure 6 illustrates the overall architecture of the intelligent storage system.
The intelligent module consists of a workload monitor, workload analyzer, and
system optimizer. Workload monitor is responsible for maintaining recent I/O
requests, for extracting the I/O characteristics. Workload monitor keeps most
recent T sec’s I/O request information in the data structure called trace queue.
T is called monitoring interval. I/O request is represented as < Operation, block
address, block size, request arrival time>. Operation is either Read or Write.
Request arrival time is recorded in clock tick’s granularity defined in operating
system (usually 1 or 10 msec [Bovet and Cesati 2005]). We define the notion
of Feature Vector to characterize the I/O workload. The feature vector consists
of six components: < number of READ, average interval between consecutive
I/O, standard deviation of I/O interval, median of I/O interval, the range of I/O
interval, the amount of data read> (Figure 5). The workload monitor passes
the feature vector to the workload analyzer. The workload analyzer harbors the
learning and classification module. We use a sophisticated generalized learn-
ing algorithm confidence rate boosting [Freud and Schapire 1995] to train the
workload analyzer. The classification of the workload is based upon trained
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Fig. 6. Structure of the intelligence module.

knowledge. The system optimizer performs various actions based upon deci-
sions from the workload analyzer.

We focus our effort on developing an intelligent storage system for soft real-
time workloads. There are a number of features which make soft real-time work-
load unique, as opposed to other types of workloads. These include sequential
access, real-time requirements, and resilience to the small data loss. When the
workload analyzer classifies the current workload as being soft real-time, the
operating and file systems can take various actions. Since a multimedia work-
load usually exhibits a sequential access pattern, the system can take more
aggressive read-ahead (in file system or device-level). We can assign higher
priority to the soft real-time I/O session. Since a multimedia application is
relatively insensitive to small data error, we can turn on/off the ECC (error cor-
recting code) module of the device based on the class of the incoming workload.

5. CHARACTERIZING THE SOFT REAL-TIME WORKLOAD

5.1 Extracting Invariant Characteristics

To perform workload-aware system optimization, it is mandatory that the in-
telligence module classifies the incoming workload quickly and accurately. One
of the challenging tasks is to find the invariant characteristics of real-time
multimedia I/O. For real-time multimedia applications, the application-level
I/O pattern looks vastly different, subject to a number of factors, such as the
playback rate, thread scheduling policy, and buffer management policy of the
application software, etc. While the real-time multimedia application issues I/O
requests in synchronous fashion, the I/O pattern observed at the lower layers,
for example, the block-device-level or device-level, may look dramatically differ-
ent and may not preserve the characteristics of the original workload. There are
a number of reasons why the I/O request pattern observed at the lower layer
looks quite different from the one generated by the application. The buffer
cache effect, file system read-ahead, scheduling policy of device driver bottom
half, disk scheduling algorithm, I/O queue management policy, the maximum
I/O size, etc. Figure 7 illustrates this situation.
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Fig. 7. Effect of operating system-level rescheduling and reorganization of the I/O command.

Table I. Contents and Bandwidth Summary

Content High Quality Low Quality

news 8.76 Mbits/sec 0.38 Mbits/sec

music video1 1.18 Mbits/sec 0.67 Mbits/sec

music video2 2.60 Mbits/sec 1.16 Mbits/sec

The modern operating system adopts various file system techniques to
reschedule and reorganize I/O requests to improve I/O efficiency, for exam-
ple, the request merge and separation of device driver bottom-half. When the
operating system inserts an I/O request to the queue, it first examines the ex-
isting I/O requests in the queue. The operating system merges the existing
command with the incoming one if the requested sectors in two commands are
consecutive. This request merge can reduce the CPU overhead for processing
the I/O command. Also, splitting of an I/O request can contribute to making
the lower-level I/O trace look different from the application-level I/O pattern.
An I/O request from the upper layer gets split into multiple commands when
the lower layer interface cannot handle the requested I/O size with a single
command.

We believe that workload of any real-time multimedia application should
have some common characteristics. The objective of the workload analyzer is
to extract the invariant characteristics of real-time multimedia I/O.

5.2 Examining the Empirical Data: Real-Time Multimedia I/O Traces

To determine the invariant characteristics of real-time multimedia I/O, we
collect I/O traces from a variety of different settings, such as different play-
ers, contents, and playback rates. We use three different multimedia players:
mpeg2dec(mpeg2dec), xine(xine), and mplayer(mplayer). There are three video
clips: news, music video1, and music video2. Each video clip is encoded using
two different rates. The playback rates of the contents are selected to examine
the I/O behavior for various environments, for example, multimedia streaming
in a mobile wireless environment and a DVD quality video presentation. The
encoding rate ranges from 380kbits/sec to 8.8Mbits/sec. Table I summarizes the
contents used in our experiment. The I/O trace is captured using the dtb trace
tool [Performance Evaluation Laboratory 2006].
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Fig. 8. I/O trace: mpeg2dec.

The illustrations in Figures 8, 9, and 10 illustrate I/O behavior under dif-
ferent combinations of players and contents. These figures plot the data size
of the I/O command along the temporal axis. Let us look at the I/O trace of
the highest rate content, news with 8.7Mbits/sec namely, (Figures 8a, 9a, and
10a). We see that mpeg2dec, xine, and mplayer have different I/O and thread
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Fig. 9. I/O trace: xine.

scheduling policies. However, as can be seen, the I/O traces observed by the
device driver exhibit rather similar behavior, independent of the players. We
can observe the similar behaviors in the other traces in Figure 8, Figure 9, and
Figure 10, as well. Despite the differences of the players, playback bandwidth,
and content, the I/O traces exhibit some common characteristics, even though
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Fig. 10. I/O trace: mplayer.

it is difficult to define them unambiguously. All traces from the real-time mul-
timedia application repeat a certain pattern periodically and the length of a
period is governed by the playback rate. We conclude that isochrony (or peri-
odicity) exists in the I/O trace in real-time multimedia workload. However, the
synchronous behavior observed at the device command level is quite different
from what is issued by the application.

In Figures 8, 9, and 10, we observe that I/O traces repeat alternating se-
quences of 248 sector and 8 sector requests. This phenomenon is observed in

ACM Transactions on Storage, Vol. 2, No. 3, August 2006.



268 • Y. Won et al.

all players and at all playback rates for each type of content. It is caused by
the harmony of the I/O size limit in the lower layer I/O interface (IDE) and the
request-merge feature of the operating system. In our platform, the operating
system merges the requests for consecutive data locations into a single request.
However, the size of the requested data cannot exceed its predefined limit. The
IDE interface allocates 8 bits to specify the number of sectors. The maximum
I/O size is 128KB. The block-device-layer of the operating system communicates
with the device in the page unit (4KB). Therefore, the 128KB data request is
split into two requests with 248 sectors and 8 sectors, respectively, when it
reaches the IDE interface. It is found that device-level I/O behavior is not as
sensitive as we have expected to the thread and I/O scheduling policy of the
soft real-time application. Rather, it is more sensitive to operating-system-level
scheduling and the I/O request management policy.

There are a number of other causes which affect, influence, alter, or change
the I/O request pattern issued by the application. One of them is the way in
which the bottom-half of the disk device driver is executed. For performance
reasons, the operating system splits the top-half and bottom-half of the device
driver. The bottom-half of the disk device driver is responsible for dispatching
the I/O command to the physical device. The actual I/O schedule is governed
by the behavior of the bottom-half of the device driver. The bottom-half of the
device driver is executed at regular intervals, minimizing its interference with
the foreground process. Therefore, the I/O request pattern issued to the device
can be different from the pattern generated by the application. There are a
number of I/O daemons which generate system-level I/O requests, for example,
the buffer cache flush, file meta data update, etc. These all contribute to make
the I/O pattern observed at the device level look quite different from the one
which is issued by the application.

5.3 Examining the Empirical Data: Nonreal-Time I/O Traces

We capture the I/O traces of the text editor, game software, and ftp-server.
Figure 11 illustrates the I/O traces obtained from the game, ftp, and text edit-
ing applications. As can be seen, I/O traces in the game and editor exhibit
rather different characteristics from the I/O traces of the real-time multimedia
application. The I/O trace from the ftp server, however, looks very similar to
real-time multimedia I/O. This is because the ftp server sequentially reads or
writes the entire file as fast as it can. The file system issues bursts of read/write
commands, which in turn make the I/O pattern look periodic. It is a very chal-
lenging issue to distinguish the real-time multimedia workload from ftp-like
best effort workloads which also exhibit some degree of synchrony.

6. INTELLIGENCE MODULE

6.1 Workload Classification

The key issue in workload classification is the ability to establish a criterion
which distinguishes soft real-time I/O from nonreal-time best effort I/O. It is
not trivial to unambiguously define the soft real-time I/O workload. We use
boosting [Freud and Schapire 1995] to train the intelligence module. The key
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Fig. 11. I/O trace of nonreal-time multimedia applications.

Fig. 12. Boosting-based workload classification.

idea of Boosting is to combine a number of rough prediction rules to make ac-
curate prediction. Finding multiple rough prediction rule is much easier than
finding single accurate prediction rule. Boosting elaborately combines the sim-
ple predictors to suppress the possibility of miss-classification and to maxi-
mize the prediction accuracy. Simple predictor can be decision tree, network
network or etc [Mitechelle 1997]. The basic setup of boosting is as follows.
Let (x1, y1), ..., (xn, yn) be n-many input/output pairs of data. Here, xi is a p-
dimensional vector denoted by xi = (xi1, ..., xip), and yi represents a class where
the input data belongs. Since we are interested in discriminating two classes
(multimedia workload and others), we assume that yi has a value of either
1 or -1. The objective is to find a relationship that predicts an output class
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Table II. Boosting Algorithm

1. Start with weights wi = 1/n, i = 1, . . . , n.

2. Repeat for m = 1, . . . , M
(a) Fit the classifier to obtain a class probability estimate pm(x) = P̂w( y = 1|x)

using weights wi on the data.

(b) Set fm(x) = 1
2

log pm(x)/(1 − pm(x)).

(c) Update wi = wi exp(− yi fm(xi)), i = 1, . . . , n and renormalize so that
∑

i wi = 1.

3. Output the classifier H(x) = sign(
∑M

m=1 fm(x)). For a new input x, assign it to group 1

if H(x) > 0 and to group −1 otherwise.

Table III. Average Error Rate of the Boosting

Algorithm

False Positive False Negative Total

0.0180 0.0218 0.0207

based on an input instant. That is, we want to construct an optimal function
H : R p → {−1, 1}. Then, if a new input vector x is given, this instant is assigned
to H(x) class.

The basic idea of boosting is to construct a strong learner by combining many
weak learners. Boosting constructs weak learners sequentially by updating the
weights of instances at every iteration such that more weight is given to in-
stances that are not easily correctly classified. The final decision is made by
simply combining the weak learners. Since Freud et al. [1995] introduced the
first practically usable boosting algorithm, various modifications of boosting al-
gorithms have been proposed. In this work, we use the confidence rate boosting
algorithm of Shapire et al. [1999]. The algorithm of confidence rate boosting is
given in Table II.

For boosting, we should choose a learning method for estimating the class
probability pm(x) in advance. For this, decision trees are widely used. However,
the construction of decision trees for boosting is different from the standard
method of constructing a decision tree. The typical procedure for constructing a
decision tree consists of three steps: growing, pruning, and selection. This proce-
dure is used in CART [Quinlan 1993] and C4.5 [Breiman et al. 1984]. However,
the standard procedure is not suited for boosting, due to computational cost.
Even though constructing an optimal decision tree with the standard three-step
procedure is not computationally demanding, constructing the many such de-
cision trees that are necessary for boosting is practically infeasible. Also, since
the idea of boosting is to combine weak learners, each decision tree does not
have to be an optimal tree. For boosting, Friedman [2001] proposed a best-first
method. For the best-first method, we first choose the size of trees (i.e., the
number of terminal nodes). Then, starting from the root node, the best-first
method grows a tree by repeatedly splitting the node which most reduces the
given impurity measure (e.g., entropy for C4.5 and Gini index for CART) among
the current remaining terminal nodes. The growing stops when the tree be-
comes the predefined size. Finally, all tress in boosting are set to be of the same
size.

A key ingredient in the best-first method, which significantly affects the over-
all performance of boosting, is the size of the trees. In most boosting literature,

ACM Transactions on Storage, Vol. 2, No. 3, August 2006.



Intelligent Storage: Cross-Layer Optimization for Soft Real-Time Workload • 271

Table IV. Disk Specification

Attribute Value

Rotation 7200 RPM

Single cylinder seek time 0.8 ms

Full stroke seek time 16.9 ms

Number of cylinders 88777

Number of sectors 7848921 (37.4GB)

Number of platters 7

Number of spare tracks per platter 48

Total number of spare tracks 336

skew for track switch 1/4 revolution

skew for cylinder switch 1/4 revolution

Data rate (buffer to/from media) 55.4MB/sec

the stump—a decision tree with only two terminal nodes—is used. This is be-
cause the stump is the weakest learner. However, boosting with too many weak
learners may yield suboptimal results. Friedman [2001] noted this point and
suggested that tree size be used as a tuning parameter and optimal tree size
should be selected by either test samples or cross-validation.

6.2 Training

We train the intelligence module using the I/O traces collected from real-time
multimedia and nonreal-time best effort applications. The key ingredient of the
boosting algorithm is to define the set of attributes that can effectively repre-
sent the characteristics of the underlying datasets. A single data instance is
the I/O trace for 5 second. We have 36 trace files, each of which is obtained from
different combinations of players and playback rates. We randomly select 2,200
data instances from 36 I/O traces and generate feature vectors. We also obtain
800 feature vectors from nonreal-time application traces. For weak learners in
the boosting algorithm, decision trees with 3 terminal nodes are used, and the
number of iterations of the boosting algorithm is set to be 200. To evaluate the
final learner made by the boosting algorithm, the dataset is randomly divided
into two parts. The first dataset is used for constructing a learner, and the sec-
ond is for measuring accuracy. This process is repeated 100 times to measure
the performance of the boosting algorithm. Table V presents the average error
rates of the boosting algorithm. A false positive is an error of classifying non-
multimedia I/O patterns to multimedia workloads and false negative is an error
of classifying multimedia I/O patterns to nonmultimedia workloads.

The boosting-based intelligence module is able to predict the class of the
workload accurately. We are able to achieve a higher than 97% prediction
accuracy.

7. SYSTEM OPTIMIZATION

7.1 More Aggressive Read-Ahead

Modern operating systems use read-ahead policy to increase the buffer cache
hit rate and to improve I/O performance. Read-ahead policy manifests itself
under sequential workloads. The maximum read-ahead size is defined by the
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Table V. Primitive Disk Statistics

xine mpeg2dec Mplayer

# of Requests 4804 4735 4975

Requests per sec. 8.4 12.5 10.2

Response time average (max) 10.9 (36.4) 10.8 (28.9) 10.5 (28.3)

Interarrival time avg. (ms) 119.3 80.1 98.3

Seek of zero distance 4747 4677 4824

Disk seek time avg (max) 0.02 (2.51) 0.02 (2.51) 0.05 (2.51)

Rot. latency avg. (max) 3.65 (8.31) 3.59 (8.31) 3.70 (8.30)

Transfer time avg. (max) 1.26 (11.33) 1.24 (11.33) 1.08 (11.33)

Positioning time avg. (max) 3.68 (10.06) 3.62 (10.12) 3.76(10.43)

Disk access time avg. (max) 4.93 (12.18) 4.86 (12.66) 4.84(12.31)

operating system. In an effort to optimize file system behavior for a multimedia
workload, the system optimizer increases the system-defined maximum read-
ahead size when the workload optimizer determines that an incoming workload
is for real-time multimedia I/O.

7.2 Request Filtering

When the player retrieves the data block for playback, the most recent ac-
cess time field of the respective i-node is updated. Examining the I/O trace
of a multimedia application, we found that there exist occasional write opera-
tions to the disk. These write operations are buffer cache flush for an updated
i-node. However, for multimedia contents, the most recent access time may not
carry any significant meaning. If we can selectively filter out unnecessary I/O
commands issued to the storage device, we can improve disk utilization. We
place an I/O request filter on the I/O queue (Figure 13). The system optimizer
filters out write requests when the workload analyzer classifies the current
workload as real-time multimedia I/O.

7.3 I/O Request Size Adjustment

A single I/O command in the IDE interface can handle 255 consecutive sectors
at maximum. This corresponds to 128KB (512B sector). Usually, the multimedia
application reads the data in much larger units than the text-based applica-
tion, that is, the editor, game software, etc., does. The I/O request generated by
a multimedia application can be serviced in much more efficient fashion when
we make the I/O size much larger [Dimitrijevic et al. 2003]. We adaptively in-
crease the maximum I/O size of a single I/O command. This potentially affects
two features: (1) request-merge; and (2) device level read-ahead size. File sys-
tem level read-ahead reads more blocks than what is requested from the file.
Device level read-ahead reads more sectors than what is requested from the
disk platter. The difference between file-system-level read-ahead and device-
level read-ahead is the relative location of the blocks. Consecutive sectors in
the disk platter may not belong to the same file. On the other hand, the consec-
utive blocks in a single file may not be placed in physically continuous fashion.
When the application exhibits a highly sequential access pattern and the file is
placed on the disk in consecutive fashion, we can improve the I/O efficiency via
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Fig. 13. Structure of prototype intelligent storage system.

merging I/O commands into a single command with large data and increasing
the read-ahead size.

8. PERFORMANCE EXPERIMENT

8.1 Prototype Implementation and Experiment Setup

The intelligence module can be implemented in many different layers, for ex-
ample, host operating system, block device driver, device controller, etc. At the
current stage of our work, we implement the intelligence module in a device
driver of the operating system kernel. We use the Linux 2.4.20 operating sys-
tem. The intelligence module maintains I/O requests in a doubly linked list. To
minimize the overhead of dynamically allocating and deallocating the linked
list entry, a sufficient number of linked list entries are created when the system
boots up. Each entry contains < arrival time, Read/Write flag, start address,
number of sectors,>. When the new I/O request arrives, the kernel sets one of
the free linked list entries from the pool with the attributes of the new request
and inserts it into the queue.

Figure 13 illustrates the organization of the prototype intelligent storage
subsystem. The intelligence module is implemented in the operating system
kernel on top of the device driver. In the prototype, the system optimizer is
designed to perform three tasks: (1) read-ahead size adjustment, (2) I/O request
filtering, and (3) request-merge policy adjustment. To examine the detailed
I/O behavior of the intelligent storage system, we capture I/O traces of the
intelligent storage system and feed it to the disk simulator, Disksim [Ganger
et al. 1998]. The disk used in this experiment is a Western Digital WDC800PB
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model (80GB capacity, 8MB cache, 7200 RPM). The simulation model of the
disk uses the physical parameters of the disk. The track switch and cylinder
switch times are set at one-fourth of a revolution. Table IV presents the physical
characteristics of the disk used in our experiment.

8.2 Primitive Statistics

We examined the detailed disk behavior with three different players. For a fair
comparison, the players play the same content: news with 8.87MB/sec rate.
Table V illustrates the primitive disk statistics. There are approximately 8,
12, and 10 requests per second for xine, mpeg2dec, and mplayer, respectively.
The average request interarrival time is 119, 80, and 98 msec, respectively.
As can be seen, 98% of the I/O requests are serviced without seek operations.
This is primarily because the data blocks are placed in consecutive locations on
the disk and they are retrieved in sequential fashion. On the other hand, the
rotational latency constitutes a significant fraction of the positioning overhead.
From this analysis, we can find that effort to reduce the rotational latency can
bring about a significant performance increase.

8.3 Effect of Adjusting the Read-Ahead Size

We modify the operating system kernel so that the file system level read-ahead
size can be dynamically adjusted. The default maximum read-ahead size is 32
blocks in our operating system platform. The intelligence storage system dou-
bles the file system read-ahead size when the current workload is classified
as soft real-time. We performed a detailed examination on storage efficiency
both before and after the optimizer adjusts the maximum read-ahead size. We
captured the I/O traces from the disk and feed them to the disk simulator. We
analyzed the positioning overhead (seek and rotational latency), transfer time,
and access latency (positioning time and transfer time). We examined the effi-
ciency of read-ahead under three different players and six different multimedia
files. Figures 14, 15, and 16 illustrate the results of the experiment. The x-axis
denotes the index of news (high), news (low), music video1 (high), music video1

(low), music video2 (high), and music video2 (low), respectively. Figure 14 il-
lustrates the disk movement overhead and transfer time per request. Data
transfer time per request actually increases as a result of request-merge. This
is because the I/O size becomes larger due to the increase in the read-ahead
size. Meanwhile, the head positioning overhead for each request decreases.
From each requests point-of-view, the improvement does not look significant.
Figure 15 illustrates the total sum of I/O latency. As can be seen, total I/O time
significantly decreases with aggressive read-ahead. The improvement becomes
more significant in the higher playback rate contents. There are two bars for
each movie. The left and right bars denote the total I/O time before and after in-
creasing the read-ahead size, respectively. Each bar consists of two components:
transfer time and positioning time. Since the total amount of data remains the
same, independent of the read-ahead size, the transfer time does not change.
However, we can observe a significant decrease in positioning time. Figure 16
illustrates the I/O latency per sector. We can also see significant reduction on
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Fig. 14. Dissection of per request disk overhead. 1: news-high; 2: news-low; 3: music video1-high;

4: music video1-low; 5: music video2-high; and 6: music video2-low.

per sector positioning overhead. It becomes clear that for a sequential work-
load, aggressive read-ahead can significantly improve the disk efficiency. An
intelligent I/O subsystem can reduce the positioning overhead by 37–57% and
transfer time by 2–27%. Subsequently, access latency decreases by 17–30%.

8.4 Effect of I/O Request Filtering

Our intelligent storage system has a feature to filter out, that is, ignore, write
request when the workload is a real-time multimedia playback. We examined
the efficiency of this feature. We captured the I/O trace both before and after
the I/O request filter is activated. We fed the captured I/O traces to the Disksim
simulator and examined the system parameters. We captured a total of 18
traces (three players and six contents). In most of the file system, metadata,
for example, the file system super block, various bitmaps, and i-node tables,
are stored in separate regions in the file system partition. Therefore, the write
operation for metadata updates causes long disk head movement. Won et al.
[2005] examined the physical head movement involved in metadata and journal
access and found that access to metadata and journals cause excessive head
movement.

Figure 17 summarizes the result of this experiment. When we filter out write
requests, we can reduce the seek time by up to 20% and 48% for high-quality
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Fig. 15. Dissection of aggregate disk overhead. 1: news-high; 2: news-low; 3: music video1-high;

4: music video1-low; 5: music video2-high; and 6: music video2-low.

and low-quality playback, repcetively. The overall access latency can be reduced
by up to 7% and 25% for high- and low-quality playback, repectively.

8.5 Effect of Adjusting the I/O Request Size

We examined the performance behavior of the disk drive under different device
level read-ahead sizes and different request-merge strategies. Tables VI and
VII illustrate the results of experiments when we turn on and off the request-
merge feature, respectively. The values in parentheses denote the performance
result when the disk uses the zero delay read feature. In zero delay read, the
disk starts to read the data immediately after the head is positioned on the
respective cylinder. The disk does not wait for the requested sectors to be po-
sitioned underneath the disk head. In merging the I/O commands, we collect
the I/O requests for 180 msec time intervals and merge them into a single I/O
command. We examined the performance of three different read-ahead sizes:
0, 539, and 1073 sectors. The maximum number of sectors in a track is 1073.
Therefore, 1073 is the maximum read-ahead size. Comparing the two tables,
we can see that the seek time and rotational latency improve as a result of
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Fig. 16. Dissection of per sector disk overhead. 1: news-high; 2: news-low; 3: music video1-high;

4: music video1-low; 5: music video2-high; and 6: music video2-low.

Fig. 17. Improvement on latency as a result of request filtering, 1: news-high; 2: music video1-high;

3: music video2-high; 4: news-low; 5: music video1-low; 6: music video2-low.
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Table VI. Without Request-Merge (mpeg2dec)

Read-Ahead Read-Ahead

1073 sectors 537 sectors No Read-Ahead

Disk seek time avg. (ms) 1.35 0.70 0.03

Rotation latency avg. (ms) 3.34 (3.30) 3.04 (3.02) 3.33 (2.35)

Transfer time avg. (ms) 1.72 (1.75) 2.33 (2.35) 2.10 (3.08)

Disk access time avg. (ms) 6.41 6.07 7.07

Response time avg. (ms) 13.21 13.49 17.31

Request size avg. (sectors) 130 130 130

Read hit ratio (partial) 87% (12%) 75% (24%) 0% (0%)

Request size / response time (sectors) 9.8 9.6 7.5

Table VII. With Request-Merge (mpeg2dec)

Read-Ahead Read-Ahead

1073 sectors 537 sectors No Read-Ahead

Disk seek time avg. (ms) 1.26 0.51 0.01

Rotation latency avg. (ms) 2.99 (2.98) 2.57 (2.56) 2.37 (1.89)

Transfer time avg. (ms) 2.51 (2.52) 3.76 (3.77) 4.69 (5.16)

Disk access time avg. (ms) 6.77 6.85 7.07

Response time avg. (ms) 33.01 33.44 36.81

Request size avg. (sectors) 329 329 329

Read hit ratio (partial) 69% (30%) 49% (50%) 0.1% (1%)

Request size/response time (sectors) 10.0 9.8 8.9

request-merge. In addition, larger read-ahead size makes the I/O operation
more efficient and improves I/O latency, as well. However, the improvement re-
sulting from request-merge becomes less significant as we use more aggressive
read-ahead. We computed disk utilization as (I/O size)/(access latency). When
the read-ahead sizes are 537 and 1073, merging I/O requests brings approxi-
mately a 2% improvement. However, when the disk does not use read-ahead,
merging the I/O command brings about a 19% improvement in disk utiliza-
tion. This result implies that for a disk drive which cannot adopt large size
look-ahead read, for example, disks with relatively small disk cache such as
IBM μDrive, it is better to adopt larger-size I/O request-merges than larger
read-ahead. It was found that a zero delay read does not bring significant
improvement.

9. CONCLUSION AND FUTURE WORK

Modern software and hardware systems are comprised of a collection of layers.
These layers consist of the application program, operating system, file system,
device driver, and the device itself. The rapid technological advancement in the
entire software system owes a great deal to its strictly modular organization
and unambiguously well-defined interface definitions that insulate each layer
from the changes in the other layers. There is a large amount of information
in the different layers which can be effectively exploited if it can be passed to
the other layers. However, due to the strict and modular organization, it is not
possible transfer this information with the existing set of interfaces.
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Fig. 18. Effect of I/O request-merge over disk utilization under different disk-level read-ahead

sizes.

In this work, we propose a novel way of optimizing the storage subsystem
that is subject to the workload characteristics. In legacy system organization,
it is not possible to pass the I/O characteristics of the application to the lower
layer. To properly exploit the application characteristics in optimizing the sys-
tem, they need to be passed to operating system, file system, or device that is
actually responsible for operating the hardware. We develop an intelligent I/O
subsystem which monitors the I/O behavior, predicts the workload class, and
optimizes the I/O subsystem according to the I/O characteristics of the workload
class. The intelligence module resides between the file system and the physi-
cal device. Obtaining knowledge specific to the other layers, for example, the
workload class, opens up a new opportunity for performing various activities
related to improving the reliability, performance, manageability, and security
of the system in autonomic fashion.

We particularly focused on optimizing the storage subsystem behavior for
a real-time multimedia workload. Our intelligent storage system framework
consists of a workload analyzer, workload monitor, and system optimizer. The
prime challenge was to accurately determine the class of the incoming workload.
While the multimedia application generates the I/O requests in an isochronous
manner, the actual I/O trace observed by the storage device looks rather dif-
ferent from the one generated by the application program. This is primarily
due to various operating system techniques to improve performance. We used
a sophisticated machine learning technique called confidence rate boosting to
learn the characteristics of real-time multimedia I/O. Our intelligence module
predicts the workload with 98% accuracy. Based on the prediction on workload
class, the system optimizer performs various system optimization activities:
(1) increasing the file system level read-ahead size; (2) I/O command filtering;
(3) increasing the maximum I/O request-merge size; and (4) increasing the
look-ahead read in the hard disk drive. Our experimental results show that
these optimization activities can greatly improve the efficiency and utilization
of the underlying storage device. Our work is still in its infancy. Currently, the
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intelligence module is used for system performance optimization. It also can
be used for security, failure diagnosis, maintenance, etc. Depending upon the
objective, the intelligence module can be implemented in different layers, such
as the host operating system, file system, controller, etc.

There are a number of issues which require further elaboration. One of them
is to develop a lighter-weight intelligence module which has a small mem-
ory footprint and low computational overhead. Another important issue is to
make the intelligence module highly adaptive to the contextual changes of the
application.

REFERENCES

ABOUTABL, M., AGRAWALA, A., AND DECOTIGNIE, J.-D. 1998. Temporally determinate disk access: An

experimental approach. In Proceedings of the ACM SIGMETRICS Joint International Conference
on Measurement and Modeling of Computer Systems. ACM, New York, 280–281.

ACHARYA, A., UYSAL, M., AND SALTZ, J. 1998. Active disks: Programming model, algorithms and

evaluation. In ASPLOS-VIII: Proceedings of the 8th International Conference on Architectural
Support for Programming Languages and Operating Systems. ACM, New York, 81–91.

ANSI. 2002. At attachment with packet interface entension-(ata/atapi-6). American National

Standard for Information Technology, T13-1410D.

BOVET, D. P. AND CESATI, M. 2005. Understanding the LINUX Kernel. O’REILLY.

BREIMAN, L., FRIEDMAN, J., OLSHEN, R., AND STONE., C. 1984. Classification and Regression Trees.

Wadsworth, Belmont, CA.

BURNETT, N. C., BENT, J., ARPACI-DUSSEAU, A. C., AND ARPACI-DUSSEAU, R. H. 2000. Exploiting gray-

box knowledge of buffer-cache management. In Proceedings of 2002 USENIX Annual Technical
Conference. USENIX Association, Berkeley, CA, 29–44.

CHOI, J. AND WON, Y. 2002. Power constraints: Another dimension of complexity in continuous

media playback. In Proceedings of the Joint International Workshops on Interactive Distributed
Multimedia Systems and Protocols for Multimedia Systems. Coimbra, Portugal, 288–299.

COHEN, I., GOLDSZMIDT, M., KELLY, T., SYMONS, J., AND CHASE, J. S. 2004. Correlating instrumentation

data to system states: A building block for automated diagnosis and control. Tech. Rep. HPL-

2004-183, HP Laboratories, Palo Alto, CA, Oct.

DAVID, R. R. 2004. Diskbench: User-Level disk feature extraction tool. Tech. rep. UCSB TR-2004-

18. Nov.

DIMITRIJEVIC, Z., RANGASWAMI, R., AND CHANG, E. 2003. Design and implementation of semi-

preemptible IO. In FAST ’03: Proceedings of the Conference on File and Storage Technologies.

San Jose, CA. 145–158.

FREUD, Y. AND SCHAPIRE, R. E. 1995. A decision-theoretic generalization of on-line learning and

an application to boosting. In EuroCOLT ’95: Proceedings of the 2nd European Conference on
Computational Learning Theory. Springer Verlag, London, 23–37.

FRIEDMAN, J. 2001. Greedy function approximation: A gradient boosting machine. Ann. Statist. 29,

1189–1232.

GANGER, G. 2001. Blurring the line between OSES and storage devices. Tech. rep. Technical

Report CMU-CS-01-166, Carnegie Mellon University. Dec.

GANGER, G. R., WORTHINGTON, B. L., AND PATT, Y. 1998. The Disksim simulation environment. Tech.

rep. CSE-TR-358-98, Dept. of Electrical Engineering and Computer Science, Univ. of Michigan.

Feb.

HUGHES, G. 2002. Wise drives. IEEE Spectrum 39, 8 (Aug.), 37–41.

HUSTON, L., SUKTHANKAR, R., WICKREMESINGHE, R., SATYANARAYANAN, M., GANGER, G., RIEDEL, E., AND

AILAMAKI, A. 2004. Diamond: A storage architecture for early discard in interactive search. In

FAST ’04: Proceedings of the 3rd USENIX Conference on File and Techonologies. San Jose, CA.

IYER, S. AND DRUSCHEL, P. 2001. Anticipatory scheduling: A disk scheduling framework to over-

come deceptive idleness in synchronous I/O. In SOSP ’01: Proceedings of the 18th ACM Sympo-
sium on Operating Systems Principles. ACM, New York, 117–130.

ACM Transactions on Storage, Vol. 2, No. 3, August 2006.



Intelligent Storage: Cross-Layer Optimization for Soft Real-Time Workload • 281

KARLSSON, M. AND COVELL, M. 2005. Dynamic black-box performance model estimation for self-

tuning regulators. In Proceedings of Internation Conference on Autonomic Computing. Seattle,

WA, 172–182.

KIM, T., WON, Y., AND KOH, K. 2005. Apollon: File system support for qos augmented I/O. In

Proceedings of the Pacific Rim Conference on Multimedia. Jeju, Korea.

LI, Z., CHEN, Z., SRINIVASAN, S. M., AND ZHOU, Y. 2004. C-Miner: Mining block correlations in stor-

age. In FAST ’04: Proceedings of the 3rd USENIX Conference on File and Storage Technologies.

San Francisco, CA, 173–186.

LU, Y., DU, D. H., AND RUWART, T. 2005. Qos provisioning framework for an OSD-Based storage sys-

tem. In Proceedings of the 22nd IEEE/13th NASA Goddard Conferene on Mass Storage Systems
and Technologies (MSST). 28–35.

LUMB, C. R., SCHINDLER, J., AND GANGER, G. R. 2002. Freeblock scheduling outside of disk firmware.

In FAST ’02: Proceedings of the Conference on File and Storage Technologies. USENIX Associa-

tion, Berkeley, CA, 275–288.

MESNIER, M., THERESKA, E., GREGORY GANGER, D. E., AND SELTZER, M. 2004. File classification in self-

*stroage systems. In Proceedings of the 1st International Conference on Autonomic Computing.

MITECHELLE, T. M. 1997. Machine Learning. Donnelly and Sons.

mpeg2dec. http://libmpeg2.sourceforge.net.

mplayer. http://www.mplayerhq.hu.

NIRANJAN, T., CHIUEH, T., AND SCHLOSS, G. A. 1997. Implementation and evaluation of a multimedia

file system. In ICMCS ’97: Proceedings of the International Conference on Multimedia Computing
and Systems (ICMCS ’97). IEEE Computer Society, Ottawa, Ontario, Canada, 269–276.

PERFORMANCE EVALUATION LABORATORY, B. Y. U. 2006. Dtb: Linux disk trace buffer.

http://traces.byu.edu/new/Tools/.

QUINLAN, J. R. 1993. C4.5: Programs for Machine Learning. Morgan Kaufmann, San Francisco,

CA.

RIEDEL, E., FALOUTSOS, C., GANGER, G. R., AND NAGLE, D. F. 2000. Data mining on an oltp system

(nearly) for free. In SIGMOD ’00: Proceedings of the ACM SIGMOD International Conference on
Management of Data. ACM, New York, 13–21.

RIEDEL, E., GIBSON, G. A., AND FALOUTSOS, C. 1998. Active storage for large-scale data mining and

multimedia. In VLDB ’98: Proceedings of the 24th International Conference on Very Large Data
Bases. Morgan Kaufmann, San Francisco, CA, 62–73.

SCHAPIRE, R. E. AND SINGER, Y. 1999. Improved boosting algorithms using confidence-rated pre-

dictions. Mach. Learn. 37, 3 (Dec.), 297–336.

SCHINDLER, J., GRIFFIN, J. L., LUMB, C. R., AND GANGER, G. R. 2002. Track-Aligned extents: Matching

access patterns to disk drive characteristics. In FAST ’02: Proceedings of the Conference on File
and Storage Technologies. USENIX Association, Berkeley, CA, 259–274.

SIVATHANU, M., PRABHAKARAN, V., POPOVICI, F. I., DENEHY, T. E., ARPACI-DUSSEAU, A. C., AND ARPACI-

DUSSEAU, R. H. 2003. Semantically-Smart disk systems. In FAST ’03: Proceedings of 2nd
USENIX Conference on File and Storage Technologies (FAST). USENIX Association.

WANG, C., GOEBEL, V., AND PLAGEMANN, T. 1999. Techniques to increase disk access locality in the

minorca multimedia file system. In Proceedings of the 7th ACM Multimedia Conference. 147–150.

WANG, R. Y., ANDERSON, T. E., AND PATTERSON, D. A. 1999. Virtual log based file systems for a

programmable disk. In OSDI ’99: Proceedings of the 3rd Symposium on Operating Systems Design
and Implementation. USENIX Association, Berkeley, CA, 29–43.

WEISSEL, A., BEUTEL, B., AND BELLOSA, F. 2002. Cooperative I/O: A novel I/O semantics for energy-

aware applications. SIGOPS Oper. Syst. Rev. 36, SI (Dec.), 117–129.

WILDSTROM, J., STONE, P., WITCHEL, E., MOONEY, R., AND DAHLIN, M. 2005. Towards self-configuring

hardware for distributed computer systems. In Proceedings of the International Conference on
Autonomic Computing. Seattle, WA, 241–249.

WON, Y., PARK, J., KIM, D., AND LEE, S. 2005. Hermes: Embedded file system for a/v workload.

Multimedia Tools and Applications, Springer.

WORTHINGTON, B. L., GANGER, G. R., PATT, Y. N., AND WILKES, J. 1995. On-line extraction of SCSI

disk drive parameters. In SIGMETRICS ’95/PERFORMANCE ’95: Proceedings of the ACM SIG-
METRICS Joint International Conference on Measurement and Modeling of Computer Systems.

ACM, New York, 146–156.

ACM Transactions on Storage, Vol. 2, No. 3, August 2006.



282 • Y. Won et al.

xine. http://xinehq.de.

XU, W., BODIK, P., AND PATTERSON, D. 2004. A flexible architecture for statistical learning and

data mining from system log streams. In Proceedings of the Workshop on Temporal Data Mining:
Algorithms, Theory and Applications Conjunction with the International Conference on Data
Mining. Brighton, UK.

ZHANG, Z., LIAN, Q., LIN, S., CHEN, W., CHEN, Y., AND JIN, C. 2005. Bitvault: A highly reliable dis-

tributed retension platform. Tech. rep. MSR-TR-2005-179, Microsoft Research, China. Dec.

ZHANG, Z., LIN, S., LIAN, Q., AND JIN, C. 2004. Repstore: A self-managing and self-tuning stor-

age backend with smart bricks. In Proceedings of the International Conference on Autonomic
Computing. 122–129.

Received September 2005; accepted July 2006

ACM Transactions on Storage, Vol. 2, No. 3, August 2006.


