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Abstract In this work, we develop energy-aware disk
scheduling algorithm for soft real-time I/O. Energy consump-
tion is one of the major factors which bar the adoption of
hard disk in mobile environment. Heat dissipation of large
scale storage system also calls for an energy-aware schedu-
ling technique to further increase the storage density. The
basic idea in this work is to properly determine the I/O burst
size so that device can be in standby mode between consecu-
tive I/O bursts and that it can satisfy the soft real-time require-
ment. We develop an elaborate model which incorporates the
energy consumption characteristics, overhead of mode tran-
sition in determining the appropriate I/O burst size and the
respective disk operating schedule. Efficacy of energy-aware
disk scheduling algorithm greatly relies on not only disk
scheduling algorithm itself but also various operating sys-
tem and device firmware related concerns. Itis crucial that the
various operating system level and device level features need
to be properly addressed within disk scheduling framework.
Our energy-aware disk scheduling algorithm successfully
addresses a number of outstanding issues. First, we examine
the effect of OS and hard disk firmware level prefetch policy
and incorporate its effect in our disk scheduling framework.
Second, our energy aware scheduling framework can allocate
a certain fraction of disk bandwidth to handle sporadically
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arriving non real-time I/O’s. Third, we examine the relation-
ship between lock granularity of the buffer management and
energy consumption. We develop a prototype software with
energy-aware scheduling algorithm. In our experiment, pro-
posed algorithm can reduce the energy consumption to one
fourth if we use energy-aware disk scheduling algorithm.
However, energy-aware disk scheduling algorithm increases
buffer requirement significantly, e.g., from 4 to 140 KByte.
We carefully argue that the buffer overhead is still justifiable
given the cost of DRAM chip and importance of energy
management in modern mobile devices. The result of our
work not only provides the energy efficient scheduling algo-
rithm but also provides an important guideline in capacity
planning of future energy efficient mobile devices.

Keywords Disk scheduling - Energy management -
Multimedia - Soft real-time - Mobile device

1 Introduction
1.1 Motivation

Due to the rapid deployment of mobile devices and concern
about the environmental impact of electronic systems, redu-
cing the energy consumption of the system becomes one of
the most important issues in modern software and hardware
design. CPU clock speed and DRAM density have been dou-
bled in every 18 month following the Moore’s Law. Energy
density of the battery has been increasing in much slower
rate (5-10% CAGR) [15]. In energy constrained environ-
ment, e.g., in mobile embedded system, the energy density
has not been increasing fast enough to exploit abundant CPU
clock cycles. This battery gap calls for discreet use of energy
in modern information device.
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In this work, we address the issue of minimizing the energy
consumption of the hard disk drive for real-time multimedia
I/0. Disk drive controlled by dynamic power management
can adaptively switch the mode of operation, e.g., active
or standby. This feature can significantly extend the battery
life [33,35]. Mode transition accompanies transition delay
and additional energy consumption. In order to exploit the
multiple operating modes in delay sensitive applications, the
scheduler needs to properly incorporate the mode transition
overhead and physical characteristics of the system: hard disk
energy consumption profile, playback rate(or recording rate),
the energy consumption in active mode, length of startup and
finish phase, energy consumption in startup and finish phase,
etc. The overhead of changing the operating mode adds ano-
ther dimension of complexity for satisfying the continuity
requirement of multimedia I/O.

In this work, we elaborately model the energy consump-
tion behavior of the hard disk drive and develop an algorithm
which guarantees real-timeness in multimedia I/O while
minimizing the energy consumption of the storage device.
We put greater emphasis on the practical aspects of the algo-
rithm. For energy-aware disk scheduling to be effective, it
is mandatory that the disk drive is activated and deactivated
on time as directed by scheduler. There exist a number of
activities and features in the system which can interfere with
the punctual control of the device. Unless these issues are
properly addressed, energy-aware disk scheduling may not
carry practical value. In this work, we address three issues
which can undermine the effectiveness of the energy-aware
scheduling algorithm. First, our energy-aware disk schedu-
ling algorithm incorporates the file system level and device
level prefetch behavior. If not properly incorporated, file sys-
tem level and device firmware level prefetching activity can
unexpectedly delay the deactivation of the device. Second,
our scheduling framework incorporates effect of sporadic I/O
tasks. In practice, there can be non real-time best effort I/O’s
in the systems. Typical example can be periodic meta data
update and journal flush. We allocate a certain fraction of
bandwidth for sporadic non real-time 1/O’s, i.e., /O’s from
other processes including operating system kernel. Third, we
address the issue of buffer management in energy-aware disk
scheduling. In most cases, multimedia application software
bears producer—consumer type thread architecture and two
threads (e.g., read and display) are synchronized via the lock
primitives. Lock granularity governs the I/O burst size and
bears direct relationship with energy consumption. We exa-
mine the energy consumption under different buffer mana-
gement policies.

1.2 Related works

Prime issue in energy-efficient disk scheduling is when to
deactivate the disk. A set of hard disk requests are grouped
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into a number of distinct sessions and disk shutdown occurs
between the sessions. Helmbold et al. [23] introduced an
algorithm that decides when to spin down the disk of a mobile
computer. Simunic et al. [33] used a semi-Markov decision
process to determine session termination. Lu et al. [18] adap-
tively changed the threshold for detecting session termina-
tion. A number of studies addressed the power management
issue from the operating system’s point of view [2,25,34].
Zedlewski et al. [40] extended the disk simulator to examine
the energy consumption behavior of the hard disk drive.

A group of works proposed to increase the interval bet-
ween the successive disk I/O’s via postponing dispatch of
I/0 requests. Weissel et al. [37] introduced the concept of
deferrable 1/O for this purpose. In their I/O subsystem, the
operating system can postpone the I/O services when the disk
is currently inactive. Application provides a hint about the
deferrability of a I/O request. Papathanasiou et al. [21] clas-
sified the disk requests into urgent and non-urgent requests.
When the disk is in standby mode, only urgent requests
are directed to the disk. Their file system embeds the data
consumption rate information and the prediction algorithm of
the idle period. In these approaches, energy saving becomes
marginal when most of the requests are urgent. Okada et al.
[19] developed a hard disk drive which can operate at dif-
ferent revolution speeds. They used two RPM modes: file
download/upload and AV application. Rao et al. [27] found
the optimal revolution speed and length of standby period for
acertain playback rate. They established the power consump-
tion model as a function of buffer size, revolution speed,
playback rate, and mode transition overhead.

The power management issue has drawn significant atten-
tion also in the domain of server class storage system [3,6].
[10,5] exploited the multi-mode disk drive technology in
massive scale storage systems These studies proposed to
monitor the I/O queue length and to adjust the disk revo-
lution speed subject to I/O queue length. Pinheiro et al. [24]
proposed to place the frequently used files in the small subset
of disks so that the hot spot disks are in active mode while
other disks are maintained at low power mode. A number of
works exploited the memory hierarchy of the I/O subsystem,
i.e., via intelligent caching, for reducing energy consumption
of hard disk based storage subsystem [41,16].

A number of works examined the energy saving issue in
soft real-time tasks. Choi et el. [ 7] exploited the power saving
features of modern hard disk drive for multimedia playback.
Yuan et al. [39] adjusted the CPU clock speed subject to the
periodicity of the task. Liu et al. [17] adjusted the revolution
speed of (dynamic revolution per minute) (DRPM) enabled
hard disk to satisfy the soft real-time requirement of the appli-
cation. They applied AR(1) model to predict the I/O rate
requirement of the hard disk drive and based upon the predic-
tion they determined the revolution speed. Swaminathan et
al. [36] incorporated energy saving for determining the mode
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transition schedule for hard real-time requirement. Cai et al.
[4] and Nathaniel et al. [22] considered the energy consump-
tion of not only I/O device but also the DRAM chip(memory
buffer) in their scheduling framework. Their basic idea is that
in determining the I/O burst size for energy saving’s sake, we
need to balance the energy savings in I/O device and addi-
tional energy consumption caused by larger buffer usage.

Our work distinguishes itself from the preceding ones in
a number of perspectives. Existing works which deal with
energy consumption issue in soft (or hard) real-time I/O sche-
duling do not exploit the buffer cache [17,36]. On the other
hand, the works which exploit the buffer cache to increase
the interval between the I/O burst do not support determinis-
tic guarantee on the soft real-time requirement [16,37,41].
The closest works to our current effort are [4,22], but their
buffer size model does not incorporate the operational ove-
rhead(seek and rotational latency) of hard disk drive. Further,
none of the above mentioned works properly deal with the
possible interference between energy-aware disk scheduling
algorithm and various system(or device) level performance
optimization features. We investigate the effect of prefetching
in file system and device level and properly incorporate them
in our scheduling framework. We also consider mixed work-
load situation.

The rest of the paper is organized as follows. Section 2
explains energy consumption behavior of the hard disk drive.
Section 3 explains the energy-aware disk scheduling algo-
rithm. In Sect. 4, we examine the various system level pre-
fetch activities and present an energy-aware scheduling
model incorporating the prefetch behavior. In Sect. 5, we
explain the scheduling algorithm for mixed workload. In
Sect. 6, we deal with two practical issues: the energy
consumption under different buffer management strategies
and reliability issue. Section 7 provides the result of our expe-
riment. Section 8 concludes the paper.

2 Hard disk energy consumption profile
2.1 Operating modes of disk drive

Modern hard disk drive has several operating modes. ATA
standard [9] defines four modes for disk drive: active,
standby, idle, and sleep. In the active mode, all hard disk
circuitry and mechanical components are active. In standby
mode, the hard disk interface is on but the spindle is off. In
idle mode, the disk spindle is rotating and the circuitry is on
but the disk head is in the parking position. In sleep mode, all
hard disk circuitry and mechanical components are off. Shut-
down means that the disk goes into standby or sleep mode
from active or idle mode.

Starting and stopping the movement of mechanical com-
ponents, e.g., spindle and disk arm, requires a substantial

Table 1 Hard disk operating modes

Mode disk head spindle interface/circuitry
sleep off off off
standby off off on
idle on(parking) on on
active on on on

amount of energy. We examine the energy consumption beha-
vior of three hard disk drives: 1 inch, 1.8 and 2.5in. platter
drives. Later on this work, we will also use A, B and C to
index these drives, respectively. These drives are selected to
represent the typical usages of mobile devices. A 1-in. drive
is designed to be used in small size mobile devices, e.g.,
digital camera, portable multimedia players, and etc. A 1.8-
in. drive is the most popular storage device for medium size
mobile devices, e.g., large scale MP3 player. 2.5-in. drive is
the de-facto standard in notebook computer. Table 2 summa-
rizes the hard disk profiles.

2.2 Mode transition

For energy-aware scheduling, we need to have rigid unders-
tanding on the energy and latency overhead of mode
transition. Data-sheet of the hard disk drives do not carry
sufficiently accurate and precise information for our pur-
pose. We conduct physical experiment to extract the energy
consumption and latency information for mode transition
overhead. We define two transition phases: startup and finish.
Startup and finish phase denote the transition from standby to
active and vice versa, respectively. The energy consumption
is measured using WavePro 950 oscilloscope (LeCroy). The
current is measured using multi-voltage current probe (Tek-
tronix TCP202). It enables the user to make direct readout
of DC current measurement at the oscilloscope. The sam-
pling rate is 16 Gigasamples/s.. Transition from the standby
to active mode requires spinning up the platter (by a spindle
motor), focus, and tracking (by a voice coil motor). Figure. 1
illustrates the energy consumption in startup and finish phase
of the three disk drives. Figure. la—c illustrate the energy
consumption for startup. Each phase is labeled from A to F.
Periods B, C, D constitute the startup phase. In period A,
the disk is in standby mode. In period B, the disk starts to
spin up the spindle. Once the platter reaches coast speed, the
energy consumption decreases. In period C, the voice coil
motor (VCM) unparks the disk arm and various electronic
components are activated. In period D, disk seek occurs. In
period E, data is read. In period F, after the I/O request is
serviced, the disk goes into performance idle mode. The
finish phase switches the disk to standby mode. Figure. 1d—f
illustrates the energy consumption behavior of the finish
phase. From idle mode (Period A), it first parks the head
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Table 2 The profiles of hard disk drives

Drive Index Model Manufacturer Max bandwidth Capacity (GB) Size (in.)
A DSCM-11000 (1in.) IBM 5.0(MBytes/s) 1 1
B HTC426040G (1.8in.) Hitachi 19.4(MBytes/s) 40 1.8
C ST94019A (2.5in.) Seagate 33.0(MBytes/s) 40 2.5
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Fig. 1 Energy consumption profile of the startup and finish phases

to the parking zone (period B) and then stops the spindle
motor (period C). We run the same experiment three times to
see if the measurement results remain consistent. We found
that the length of the startup phase varies (Fig. 2a), while
the length of the finish phase remains consistent across the
experiments (Fig. 2b). This is because the time to spin up the
platter to target revolution speed (Period B) varies depending
on the state of the disk. If the disk drive has not been used for
a while, it takes a little longer to reach the target revolution
speed. If the disk drive has been used intensively (warmed
up), it can quickly reach the target revolution speed.

Figure. 3 illustrates the energy consumption profile of
1 MByte read and write operation. The read and write opera-
tion exhibit similar energy consumption behaviors. Retrie-
ving (or storing) data blocks from the disk drive consists
of five phases: Startup, Active(Read or Write), Idle, Finish
and Standby. The device is initially in standby. From standby
mode, the disk drive enters the startup phase when the device
interface receives I/O command. When all outstanding I/O
requests are serviced, the disk drive switches its mode from
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Finish: drive B

Finish: drive C

the Read to the Idle. The disk drive switches to read when
a new command arrives. The energy saving algorithm in the
disk drive has a time-out value. If no request arrives for time-
out period in idle mode and the disk goes into the standby. A
schematic representation of the energy consumption is shown
in Fig. 4.

3 Energy-aware scheduling for soft real-time 1/0
3.1 Modeling soft real-time requirement

Real-time playback of multimedia data mandates that the
respective data block is delivered conformant to a predefined
playback rate. Figure. 5 illustrates playback and recording of
multimedia data. Capturing device and display device operate
in a synchronous manner. The device handles a fixed number
of logical data units in each time interval, e.g., 15 frames/s.
On the other hand, the storage works in asynchronous man-
ner. This is partly due to the nature of the interrupt driven I/O
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subsystem and the electro-mechanical organization of most
storage devices. There needs to be a certain amount of buffer
to resolve the timing discrepancy between synchronous and
asynchronous operations. In this work, we assume that the
buffer size is not large enough to hold an entire multimedia
content.

We formulate the general constraints in disk scheduling
for real-time playback. Table 3 illustrates the mathematical
notations used in this work. Let s = {s1, ..., s,} and r; be
a set of n sessions and playback rate for s;. n; and b are the
number of disk blocks to be fetched for s; in a round and
the size of a block, respectively. Round is the time interval
between successive bursts of read operations. Let T (s) be the
length of a round to service sessions in s. To ensure jitter-free
playback, the amount of data blocks fetched from the disk in

a round should be no less than the amount of data consumed
by playback during the same amount of time. This constraint
can be formulated as in Eq. 1.

Vi bn; > r;T(s). (D

On the other hand, T (s) should be no less than the total time
required to read the blocks for all playbacks in a round. Each
stream requires bn; bytes to be loaded from the disk. Let R
and §; be the maximum disk transfer rate and the disk ove-
rhead for switching to the session s;. §; includes overhead for
disk seek and rotational latency from one playback session
to another. 7'(s) can be briefly expressed as follows.

T(s) =Y (1% +5i)
i=1

@)
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Fig. 5 Real-time playback and recording of multimedia data

Table 3 Summary of notations

Parameter Description

T (s) Length of Startup phase

Tp(s) length of active period

T:(s) Length of Finish phase

To(s) Length of standby period

Es (J) Energy consumption in startup

Er (J) Energy consumption in finish

o (W) Energy consumption rate in active mode
ar (W) Energy consumption rate in idle mode
B (W) Power in standby mode

b (Byte) Size of disk block

B (KByte) 1/0 Burst size

R (MBytes/s)
r (Mbits/s)

Disk transfer rate

Playback rate

Disk overhead §; is majorly governed by disk scheduling
algorithm, e.g., SCAN, FIFO, EDF and etc. We can obtain
length of a round 7 (s) and the buffer size, (3_ bn;), by sol-
ving Eqs. 1 and 2. There is one thing to note. We need to
use right disk overhead §; in solving the equations. Under-
estimation of disk overhead can result in QoS degradation.
Large body of works have been dedicated to establish the
continuity requirement under various different scheduling
strategies [26,13,28]. In these works, they use worst case
scenario in determining the disk overhead. For FIFO disk
scheduling, worst case happens when the data blocks in the
adjacent session are located in the opposite end of the disk
platter, i.e., one is in the inner most track and the other is
in the outer most track. In FIFO scheduling, §; corresponds
to full seek time [26]. In SCAN disk scheduling, the total
seek time in a round becomes worst when the data blocks are
uniformly distributed over the disk platter. When data blocks
are evenly distributed over the disk platter, seek distance bet-
ween adjacent sessions corresponds to n%, where N and n
denote the number of cylinders in the disk and the number
of sessions, respectively. In SCAN scheduling, §; can be set
to the seek time for % cylinders [13].
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Fig. 6 Soft real-time I/O: Normal schedule versus energy-aware sche-
dule

We formulate the continuity requirement incorporating
mode transition overhead. A single round 7 consists of start
up, active(read or write), finish, and standby phases. Let the
length of startup, active, finish and standby phases be T, T),
Tt and Ty, respectively. Then, T = Ts + T, + Tt + To. The
amount of data blocks read in a round, B, should be greater
than what is to be consumed in a round. This condition can be
stated as r (T + T + Tt + T,) < B. In the mean time, the
storage device should be able to retrieve at least B during the
active period, i.e., T,- R > B. We can establish the continuity
requirement as in Eq. 3.

r(L+Ty+Tr+T,) <B<T,- R 3)

It is worth noting that Eq. 3 does not explicitly model the
seek overhead. The startup phase includes spin-up, focus and
tracking. The finish phase contains the parking of disk arm.
In our model, seek time overhead is embedded in startup and
finish overhead. Further, the overhead of startup and finish
(1.0-3.35) is two orders of magnitude larger than the ove-
rhead of disk seek (4—12 ms). We carefully believe that accu-
rate modeling of data block fragmentation and the respective
seek overhead is very complicated issue for any practical
purpose and does not play significant role in our context.

3.2 Energy constraint: another dimension of complexity

We can schematically represent the real-time retrieval of mul-
timedia I/O as in Fig. 6. The player retrieves the data block at
regular intervals. The term “Normal Schedule” and “Energy-
Aware Schedule” denotes the situation where the disk stays
active through entire playback and the situation where the
disk goes into standby mode after each I/O burst, respecti-
vely. When the interval between consecutive read bursts is
long enough, we can shutdown some (or all) parts of the
disk without performance hit. In Fig. 7a, the disk drive stays
active during entire I/O session. In Energy-Aware schedule
(Fig. 7b), the disk reads a larger amount of data in a round
and goes into standby mode after it finishes reading.
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Fig. 7 Multimedia I/O and energy consumption profile

3.3 Energy-aware continuity requirement

Itis worth noting that the unit of energy is Joule and the unit of
energy/s is Watt. In this work, we deal with improving overall
energy consumption (Joule). Let & and 8 be energy consump-
tion rates (Watt) in active and standby mode, respectively. If
mode transition entails additional energy consumption, the
disk drive needs to be in standby mode for a certain period of
time to compensate the energy used to change the mode. We
call the minimum length of standby period as the break-even
time. To be dealt with in detail in Sect. 7, we found that the
small form factor hard disk drive consumes less power(i.e.,
energy/sec) during mode transition than when it is active.
We examine the energy consumption of two scheduling stra-
tegies; Normal schedule and Energy-aware schedule. Let
Enormal and Ee¢, be the energy consumption in a round for
these strategies. “ea” denotes “energy-aware”. Recall that T,
T Ty, Tt and T, denote the length of a round, startup phase,
active period, finish phase and standby period, respectively.
Let Eg and Ef be energy consumption in a startup and finish
phase, respectively. Modern hard disk drive further distin-
guishes the idle mode from active mode(Fig. 4). To preci-
sely model the energy consumption behavior of the hard disk
drive, we distinguish active and idle mode energy consump-
tion rate and denote them as o and o, respectively. Epormal
can be formulated as Eyormal = aTp +o (T —Tp) = aTp +
o (Ts+ Ty + T,). In energy-aware scheduling, the disk drive
goes into standby mode as soon as it completes I/O service.
Ee, can be computed as Ee, = Es+ Ef+alp+BT,. Energy-
aware scheduling yields less energy than normal scheduling
if it stays in standby mode longer than a certain period of
time. Eq. 4 illustrates this condition.

Es+ Er —ay (Ts + T) <
ar — B B
Applying Eqs. 4 into 3, we can establish buffer size require-

ment for energy-aware schedule as in Eq. 5. Appendix A has
detailed derivation steps.

R-r E5+Ef—a1(Ts+Tt‘))

— T+ T
R—r(5+ £+ o — B

T, “

<B &)

4 Prefetching and energy-awareness
4.1 Effect of prefetching

Modern file and storage subsystem adopts aggressive prefet-
ching policy to boost up the I/O performance. We categorize
the prefetching policy into two: file system level versus device
firmware level. When the application issues I/O request to
the file system, the file system actually requests for more
data blocks to the underlying block device. Modern hard
disk drive also adopts various prefetching techniques. They
include track aligned extent [31], zero-delay read, look-ahead
read and etc. [30]. In these techniques, the disk drive retrieves
not only the requested blocks but also the adjacent ones so
that it can save seek and rotational latency for subsequent
I/O requests. While details may vary, the prime objective
of these techniques is to exploit spatial locality of the disk
access. Our energy-aware disk scheduler and most of the
preceding works in the same category, mandate the punc-
tual control on the I/O device. The disk should be activated
and deactivated on time as directed by the scheduler. Other-
wise, it can fail to achieve desired energy savings, can fail
to satisfy real-time requirement, or can fail in both. In most
of the modern hard disk drive, it is not possible to deactivate
the hard disk drive when there is outstanding I/O command
in device command queue. Recently, there has been a propo-
sal to make disk I/O pre-emptible, but they are not available
[8]. Therefore, if the device reads more data than the sche-
duler has requested, deactivation of device cannot be done
on time and is delayed. The delay caused by reading a few
more sectors from the disk may not cause significant QoS
violation. However, this delay is not transient phenomenon
and tends to get accumulated in each scheduling round as
playback continues. According to our implementation expe-
rience, it does not take long, within less than a few second,
before the scheduler and the device becomes entirely out of
sync and user perceivable QoS becomes intolerable. For our
scheduling effort to carry any practical value, it is mandatory
that scheduler properly deals with uncertainties caused by
the other layers of the system.
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Fig. 8 Minimum active mode (a)
length versus buffer size
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4.2 Incorporating prefetch in energy-aware disk scheduling

In this work, we physically examine the prefetching behavior
of the I/O device and incorporate its latency characteristics in
scheduling framework. The energy-aware scheduler propo-
sed in this work can seamlessly co-exist with the prefetching
features of file system and I/O device. In obtaining feasible
I/O burst size and the respective active period length, we
need to properly incorporate the minimum length of active
period governed by prefetching feature. If the energy-aware
disk scheduling is implemented as a part of application pro-
gram, it should incorporate the latency caused by file system
level prefetch as well as device level prefetch. This is because
activation and deactivation command can be delayed by these
prefetching activities. If the energy-aware disk scheduling is
implemented within the kernel, scheduler can be made to turn
on/off the prefetching feature of the file system and therefore
it does not have to worry about the file system level prefet-
ching. Neverthless, device level prefetching can still interfere
with the timely activation and deactivation of the device.

In Eq. 5, we obtained minimum buffer size for continuous
playback when we alternate the activation and deactivation
of the storage device. We now enhance this requirement
under the effect of prefetching. Prefetching feature of file
system and device firmware governs the minimum amount
of blocks retrieved from the device. Subsequently, it deter-
mines physical minimum length of active period. Let Tpmin
be the physical minimum length of the active period. Then,
the length of active period can be formulated as in Eq. 6.

V(Ts + Tf—‘r E5+Efa—10l71éT5+Tf))
T, > max

min
Figure. 8a and b illustrate this situation. Shaded region
denotes the feasible range of active period length and the
respective I/O burst size (buffer size). In Fig. 8a, the physi-
cal minimum length of active period is smaller than what is
obtained from Eq. 5. In Fig. 8b, the physical minimum length
of active period is greater than what is obtained from Eq. 5.
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In this case, we need to allocate the buffer size based upon
physical minimum length, Tpmin.

Let B™™ be the minimum buffer size that satisfies the
continuity requirement and energy consumption requirement.
Then, B,,;, can be formulated as in Eq. 7. Details of the deri-
vation are in Appendix A.

Bmin
_ r (Ts +Tpmin STy +E5+Ef;([1_l /gTd-Tf ) ,if T; < Tpmin
% (TS+Tf+M+’_gSW) , otherwise
(N
Aligning B™™ with I/O unit size b, we can obtain {%ﬁn—‘ b

as the minimum buffer size. For a given buffer size B which
satisfies Eq. 7, we can formulate the energy consumption in a
round as in Eq. 8. Let T, p be max{Tpmi“, %}. Then, the energy
consumption in a round can be represented as in Eq. 8.

~ B A
ETZES+Ef+C(Tp+ﬂ(7—TS—Tf—Tp) 8)

5 Sporadic I/O’s and energy-awareness

In practice, soft real-time I/0’s may co-exist with other best
effort I/O requests. Best efforts I/O’s can be from other non
real-time processes or from operating system kernel, e.g.,
periodic meta-data update or journal flush. We develop a
scheduling framework where soft real-time I/O’s and spora-
dic I/O’s can co-exist in energy-efficient fashion. We like to
achieve three objectives simultaneously: (i) supporting soft
real-time I/O’s, (ii) servicing sporadic I/O’s and (iii) energy-
awareness. Many preceding works successfully addressed
two of the above mentioned three objectives. A number of
works developed a disk scheduling framework for soft real-
time I/O’s and sporadic best effort 1/O’s [14,29,32,38]
[issue(i) and (ii)]. They aim at satisfying delay requirement
of the multimedia I/O’s while servicing sporadically arriving
best effort I/O requests. In these works, a certain fraction of
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scheduling period is reserved for handling sporadically arri-
ving I/O requests. A number of works proposed to improve
energy consumption via increasing the burstiness of the I/O
pattern in generic file system environment (issue (ii) and (iii))
[11,20,37]. Key ingredient of these works is to categorize
I/O’s into urgent and non-urgent ones and to postpone the
dispatch of non-urgent I/O requests until urgent request acti-
vates the device. It is unavoidable that non-urgent request
experiences longer latency.

We enhance the energy-aware disk scheduling algorithm
to service sporadically arriving best effort I/O requests. Main
idea of our approach is to make a room to handle sporadically
arriving unexpected 1/0O’s [14,38]. Till now, energy-aware
scheduling algorithm puts the disk to standby mode when
the disk drive finishes reading the data blocks. Therefore, to
service the sporadic tasks, the device stays longer in active
mode than the original schedule. This can entail not only
additional energy consumption but also violation of timely
retrieval of the data. If standby period is long enough, this
extension of active period can be camouflaged by reducing
the standby period. As long as the total service time for spo-
radic tasks and soft real-time I/O does not affect the original
round length, sporadic task does not experience any delay nor
is continuity violated. When the sporadic task arrives when
the disk in not active, it can either activate the disk to get
serviced or can be postponed until disk drive becomes active
in the next round. The latter approach requires that the file
system can categorize the incoming I/O request based upon
their timing requirement and can throttle the I/O requests to
the device [14,37].

Let T}, and € be the length of active period and Sporadicity
Overhead. € fraction of active period is for servicing sporadic
1/0’s. Only (1 —€) Tp will be used for servicing soft real-time
I/0. Then, Eq. 3 is re-written as in Eq. 9.

r(Ti+ T+ T +T,) <B<(1—eT,-R. )

We can formulate the buffer size requirement and minimum
standby period as in Eq. 10.

R-r
R—r/(0—0
Es+ Ef — ar(Ty + Ti
(Ts+Tf+ oo a’;ﬁ f))gB. (10)
oy —

Finally, we can get minimum buffer size requirement which
satisfies the continuity requirement and energy consumption
requirement with sporadic I/O’s as in Eq. 11. Details of the
derivations are in Appendix B.

Bmin
| (TerTpmi“JrTer—E**’E*j;’jLff‘“rf )) , if 77 <7min
TS+Tf+E§"E+_’/§Tde)) , otherwise
(11)

__Rr
R—r/(1—¢) (

Figure. 9a—c illustrate the minimum buffer size require-
ment with e = 0, 0.2, 0.5, respectively. As can be seen, with
higher bandwidth disk drive, setting aside a certain fraction
of bandwidth does not entail significant overhead. Compa-
ring Eqs. 7 and 11, we can find the reason. When we do
not consider sporadic I/O’s, the minimum buffer size cor-
responds to O( RRjr). When € fraction of active period is
reserved for handling sporadic I/O, buffer size corresponds
to O(%). When disk bandwidth, R, is significantly
larger than the playback rate, r, the buffer overhead to ser-
vice sporadic I/O is not significant. For example, with R =33
MByte/s (2.51n. disk) and r = 9 Mbits/s. (Fig. 9c), reserving
even 50% of the disk bandwidth for sporadic tasks causes
less than 4% increase in minimum buffer size requirement.

It is inevitable that sporadic I/O experiences longer 1/O
latency when the disk drive is in standby mode. We measure
the I/O latency of sporadic tasks when the device is in active
period and in standby period. Figure. 10 illustrates the results.
When device is active, sporadic task is serviced without any
significant delay. When device is in standby mode, it first
activates the device and gets serviced. Sporadic task expe-
riences significant delay in this case.

It is possible that sporadic I/O’s arrive in bursty fashion
and can interfere with the timely retrieval of the multimedia
data. There can be many approaches in handling the overflow
of sporadic tasks. Naive file system(most general purpose file
system, in fact) directs all I/O requests to the device without
any control This will cause more energy consumption and
jitter to the playback. In QoS file system [14,32], file system
can throttle the amount of sporadic tasks to the storage device
so that QoS of the ongoing soft real-time I/O is not affected.

6 Practical concerns
6.1 Buffer management and energy savings

The disk scheduler puts the disk drive into standby mode
when the buffer is full. This is because once the buffer is
full, the disk can read the data blocks only at the playback
rate » which is significantly smaller than the maximum I/O.
However, if the amount of remaining content is small, i.e.,
the playback reaches near the end of playback, it may not
be worth reading the remaining blocks in a separate round.
Reading the blocks in separate round entails the starfup and
finish. Granularity of buffer management is tightly related to
energy efficiency of a given scheduling strategy. We examine
three buffer management strategies: double buffering, double
buffering with tail, and multi-resolution buffer from energy
consumption point of view.

In double buffering, there are two B byte buffers and a
single lock is allocated to each buffer. Let D and D, be two
buffers, respectively. R; and D; ; denote the ithround and the
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Fig. 11 Buffer organization for energy-aware scheduler

jth I/O burst of buffer i. Retrieval and Display threads are
running concurrently in a producer/consumer relationship.
Figure. 12 illustrates the producer-consumer relationship in

Fig. 12 Double buffer
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double buffering. The data block retrieved in R; is consumed
in R;+1. In R4, since buffer D is being used by the Display
operation and buffer D; is full, the retrieval operation should
wait until D, becomes free. Therefore, the last I/O retrieval
can start only at Rs. In double buffering, regardless of the
amount of remaining data, it has to go through another round
of startup, active, and finish phases. Let B~ be the amount of
data remaining in Rs. The energy consumption involved in
the last round’s retrieval is E + Ef + . Additional buffer,
tail buffering, can resolve this 51tuat10n.

Tail buffering is used to read the remaining data blocks at
the end of playback. This buffer is allocated dynamically as
necessary. After I/O subsystem reads the data blocks from the
disk in R4, it keeps reading the remaining data blocks into the
tail buffer. In this case, the respective energy consumption to
read the remaining B~ amount of data corresponds to & .

The third approach is to use multi-resolution double buffer
(Fig. 14). Hierarchical lock enables us to adaptively adjust

Rg

Ar_l\ |

DisplayD11 \ \Dt\%i\mi \
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the lock granularity of a given memory chunk. In double
buffering, we are not able to use buffer D, until the end of R4
since it is locked with a single lock and cannot be released
until all its data is consumed. With hierarchical lock, the
application should be able to access a fraction of buffer so
that it can fill up the buffer incrementally as the application
consumes the contents. Figure. 14 illustrates the usage of the
multi-resolution buffer. In R4, after the retrieval operation
fills up the buffer (D), it retrieves the data blocks into D;.
Incoming data blocks can be read into D, since it is managed
by finer grain lock and the display operation releases the
buffer memory incrementally as it proceeds. In this case, the
respective energy consumption corresponds to a%, where
r denotes the playback rate.

From a buffer requirement point of view, double buffering
and multi-resolution buffering yields the best performance.
And from an energy consumption point of view, double buffer
with tail yields the best performance. We introduce the notion
of adaptive round merge where we dynamically decide whe-
ther to read the last remaining data in the separate round or
to incrementally read it in the current round. We establish
function P* to determine whether or not to merge the round
to the immediately preceding round as in Eq. 12.

B~ B~
P*'=E+E+a— —a—. (12)
R r
IfP* > 0, then the respective round is merged with the prece-
ding one. Otherwise, B~ data is retrieved in a separate round.
This algorithm achieves the minimum energy consumption
for retrieving a given multimedia data.

6.2 Device reliability

The proposed disk scheduling algorithm saves energy via
adaptively activating and deactivating the device. Hard disk
consists of mechanical parts and electric circuitry. Mecha-
nical components, e.g., servo, disk arms, step motors, and
etc., may yield shorter life time due to more frequent acti-
vation and deactivation of the device. Disk vendor usually
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Fig. 15 Software organization

publishes minimum sustainable start/stop cycles. We can
augment our buffer size requirement with minimum usage
period. Let t(h), r(Mbits/s.) and B(Byte) be the average
time of usage, playback rate of content, and I/O burst size.
Then, (%1 corresponds to the number of start/stop cycles per
day The minimum sustainable life time(day) corresponds to
= ,] with Ng being the minimum sustainable start/stop cycle.
Let Np be the minimum sustainable disk life time(day) we
like to maintain. Then, we can get % > Np. We esta-
blish the minimum buffer size requirement to achieve this as
Eq. 13.

B N— 13
>DNS (13)

Let us provide a simple example. Assume that the content
has 320 x 240 pixel resolution, 15 frames/s and 150 Kbits/s
playback rate. We design mobile video player which has 1 in.
hard disk drive with average 90 min/day usage. 1 in. disk drive
is assumed to have 300,000 minimum start/stop cycle [12].
We like to make the minimum sustainable hard disk life to
500 days. On the back of an envelop calculation, minimum
buffer size corresponds to 2.7 MByte.
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Table 4 Measurement results

IBM lin., 1 GByte

Drive B
Hitachi 1.81n., 40 GByte

Drive C
Seagate 2.51n., 40 GByte

Parameter Drive A
specifics

Ts (s) 0.8

T (s) 0.17
Es () 0.78
E: (D) 0.19
a (W) 1.10
B (W) 0.10
R (MBytes/s) 5.0

r (Mbits/s) 1,4,9
Voltage (V) 3.3

1.5 1.9
0.51 2.19
2.12 5.85
0.78 2.08
1.50 2.40
0.10 0.30
19.4 33.0
1,4,9 1,4,9
33 5

7 Experiment
7.1 Experiment setup

We developed a multimedia player, the power conscious mul-
timedia player (PoMP), which embeds the energy-aware disk
scheduling algorithm. We performed comprehensive experi-
ments to examine the various aspects of the energy-aware
disk scheduling algorithm. The experiments are performed
on 1386 machine (Pentium 4 with 2.4 GHz, 512 MByte RAM
and Linux 2.6). The decoding and graphic rendering module
is based on the libmpeg?2 library [1]. In our experiment, CPU
is powerful enough and does not limit the I/O performance.
We use three different hard disk drives: 1 inch drive from
IBM, 1.8in. drive from Hitachi and 2.5in. drive from Sea-
gate (Table 2). The energy consumption behavior is measured
using a WavePro 950 oscilloscope (LeCroy). The current is
measured using a current probe (Tektronix TCP202) with
16 Gigasamples/s. We can obtain the power consumption via
multiplying current (A) with voltage (V).

PoMP consists of two threads. One thread is responsible
for data retrieving and the other thread is responsible for
decoding and rendering. These two threads are synchroni-
zed using producer/consumer relationship with shared buf-
fer. Length of a round can be obtained by dividing buffer size
with the playback rate. POMP controls the disk drive via ATA
command. It uses 1octl () system call to issue ATA com-
mand to disk drive. ioctl () call has three parameters: file
descriptor, request code, and command code. In our player
implementation, file descriptor field has file descriptor num-
ber of raw device (hard disk drive). Request code corresponds
to HDIO_DRIVE_CMD. It informs that the ioctl system
call carries ATA command. The third parameter carries unsi-
gned integer value. With request code HDIO_DRIVE_CMD,
the last parameter corresponds to actual ATA command. To
put the disk in standby mode, we issue STANDBY
IMMEDIATE(EOh) as third parameter of ioct1 call.

@ Springer

The proposed disk scheduling algorithm uses a number
of attributes to control the operating mode of the disk drive.
They include the maximum I/O rate of a disk, data rate of the
multimedia content, length of startup phase and finish phase,
energy consumption profile of a disk and etc. We physically
measure these values from the three hard disk drives and use
them as an input to the disk scheduling algorithm. Table 4
summarizes the measurement results. We use three different
playback rate contents: 1, 4 and 9 Mbits/s. All contents have
24 frames/s frame rate.

7.2 Prefetch and energy-aware scheduling

We examine the effect of file system level prefetching beha-
vior. Read-ahead size resides in the file construct (e.g.,
fs_struct in Linux EXT?2 file system). File construct is
created when file is opened. File system adaptively adjusts the
read-ahead size based upon how much fraction of prefetched
data are actually accessed. As read-ahead succeeds, the file
system gradually increases the read-ahead size. Maximum
read-ahead size is defined in the file system. The read-ahead
size coins the minimum amount of data actually retrieved
from the storage device. Measuring the length of active per-
iod is very labor intensive and time consuming process. In
our experiment, we examine 12 different buffer sizes, three
maximum read-ahead sizes, and three disks. We measure the
length of active period when read-ahead size is 0 and when
read-ahead size reaches the maximum. In total, there are 216
experiment cases. For each test case, we repeat the follo-
wing procedure. We issue the I/O request and capture the
power consumption of the storage device. From the power
consumption profile, we extract the length of active period.
Buffer cache is flushed and storage device is shut-down in
each test case. This is to avoid any cache hit at buffer cache
or hard disk on-board controller.

The objective of this experiment is to understand the inter-
action between I/O size and file system level prefetch activity.
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There are two variants: read-ahead size and maximum read-
ahead size. Read-ahead size is initially O when file is ope-
ned. We varied the maximum read-ahead size (31, 63 and
127 blocks) in our measurement study. The block size is
4 KByte. Figure. 16 illustrates the length of the active period
for a given request size. We re-compile the operating system
for each maximum read-ahead size. The X-axis denotes the
1/0 size issued by the application and the Y-axis denotes the
respective length of the active period. For each disk drive, we
summarize the results of the experiments in two graphs: when
the read-ahead size is 0 and at its maximum, respectively.
Letuslook at the graphs with read-ahead=0 (Fig. 16a, c, e).
We can see that the length of active period remains the same
when the I/O size is smaller than 4 KByte. This is because the
file system block size is 4 KByte. Let us look at the graphs

Requested read size(KB)
Initial Read-ahead = max, Drive C

with read-ahead being its maximum (Fig. 16b, d, f). When
the I/O request size is smaller the read-ahead size, the length
of active period remains the same. This is because regardless
of I/0 request size, disk retrieves the amount of data blocks
specified by read-ahead size. When the I/O request size is
greater than read-ahead size which is being set to maximum
read-ahead size, the length of active period linearly increases
with the I/O request size.

7.3 Energy consumption under different scheduling policies

Disk retrieval and buffer management policies vary with
respect to the application program. We examine the energy
consumption of three different multimedia players: com-
mercial multimedia player (W player), modified mpeg2dec
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Fig. 17 Comparison of power consumption behaviors

player (M player) [1] and PoMP. We use drive Q(1" drive
from IBM) in this experiment. The length and energy
consumption of startup, active, finish phase is obtained based
upon Table 4. Playback rate is 4 Mbits/s. POMP player uses
1 MByte of I/O burst size.

Figure. 17 illustrates the energy consumption behavior of
these players. Figure. 17a illustrates the energy consump-
tion behavior of the W player. The disk drive remains active
during the entire playback. It goes into standby mode after
the playback finishes. Figure. 17b illustrates the energy con-
sumption behavior of M player. We increase the buffer size
of the mpeg2player so that the interval between successive
I/0O bursts is greater than the time-out value of the hard disk
drive. In Fig. 17a and b, we can see that the mpeg2dec player
consumes less energy than the W player. Even though the
modified mpeg2dec player exhibits better energy consump-
tion, it actually suffers from severe jitter since it does not deli-
ver the data on-time due to the startup latency. Figure. 17c
illustrates the energy consumption behavior of POMP. The
PoMP player exhibits very efficient power consumption
behavior and also successfully guarantees jitter free play-
back. This is achieved by effectively exploiting the active/
standby mode of the disk drive and by properly incorporating
the power consumption behavior of the disk drive and band-
width characteristics of the data block. The energy consump-
tion of the W player, mpeg2dec and PoMP are 16.0, 14.2 and
13.4J, respectively.

7.4 Buffer size and energy consumption

Figure. 18 illustrates how the minimum buffer size varies
with playback rate requirement. The minimum buffer size
requirement increases linearly with an increase in the play-
back rate requirement.

We examine the relationship between the minimum buffer
size and disk size. Table 5 illustrates the results. The larger
disk has larger minimum buffer size. Let us look at 4 Mbits/s
case in Table 5. A 1in. drive(Drive A), 1.81n. drive(Drive B)
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Fig. 18 Minimum buffer size requirement in energy-aware scheduling

and 2.51n. drive(Drive C) has minimum buffer size require-
ment of 142, 268 and 527 KByte, respectively. 1.8" drive and
2.51n. drive needs approximately 2x and 4x more buffer
than 1in. drive. There are a number of reasons. First, lar-
ger platter disk drive takes more time to startup and finish
(Fig. 19a). According to our measurement, startup takes 0.8,
1.5s and 1.9s for 1in., 1.8in. and 2.5 in. drive, respectively.
Finish time is 0.17, 0.51s and 2.19s for 1, 1.8 and 2.5in.
drive, respectively. To compensate the time spent on startup
and finish, larger disk drive needs to read more data. Second,
larger platter disk drive consumes more energy (Fig. 19b)
and yields larger power consumption (Fig. 19¢). To compen-
sate for larger energy consumption during startup and finish
phases, larger disk drive requires more buffer to offset its
overhead.

Figure. 19 illustrates the length, energy, and power
consumption aspect of startup, active and finish phase. It
illustrates the average energy consumption rate for startup,
active and finish phase. We found that small form factor
drives(1 and 1.8in.) consume more power (energy/s) when
it is active than during startup and finish phase (Fig. 19b, c).
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Table S Minimum buffer size requirement

Drive A Drive B Drive C
Playback rate(MBits/sec) 1 4 9 1 4 9 1 4 9
Minimum Buffer Size(KByte) 142 568 1,440 268 1,076 2,503 527 2,118 4,857
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Fig. 20 Energy consumption under varying buffer size

This finding has significant implication in low-power disk
scheduling. The notion of break-even period does not exist,
i.e., break-even = 0 s for small form factor drive. From energy
saving’s point of view, it is always beneficial to switch to
standby mode whenever there is no outstanding I/0 request.
Length and energy consumption of startup and finish phase
provides fundamental ground in our energy-aware disk sche-
duling. If these parameters are made available outside the
device, the upper layer software can exploit this information
and can make the system more energy-efficient. As currently
it stands, standard I/O interface(IDE, SCSI or FC-AL) do not
provide a mechanism to extract power consumption related
information from the device nor does the device retain this
information.

We examine the energy consumption behavior under
varying buffer sizes. Figure. 20 illustrates the results.
Figure. 20a—c contains the power consumption from our

analytical formulation and from physical experiments. Hori-
zontal straight line denotes the power consumption when disk
stays active. In this case, disk stays active through the play-
back and power consumption is not governed by the buffer
size. Drive A, B and C consume 16.5, 22.5 and 36.0J for
15s playback, respectively. We normalize the total energy
consumption in the playback by playback length. Data plots
in each graph illustrate the energy consumption under dif-
ferent playback rate contents (1, 4 Mbits/s and 9 Mbits/s). We
observe that higher rate multimedia content consumes more
energy for playback. For energy stringent mobile device, it is
important to use proper QoS content to minimize its energy
consumption. Larger buffer results in more efficient use of
the energy(or power) because disk drive can stay longer in
the standby period. We run total of 40 experiments to obtain
energy consumption. Table 6 illustrates the buffer sizes for
each playback rate content.
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Table 6 Buffer sizes in the experiment

Drive 1 Mbits/s 4 Mbits/s 9 Mbits/s
A 64KB, 128KB, 256KB, 512KB, IMB 256KB, 512KB, 1MB, 2MB, 4MB 512KB, 1MB, 2MB, 4MB, 8 MB
B 128KB, 256KB, 512KB, 1MB, 2MB 512KB, IMB, 2MB, 4MB, 8 MB 2MB, 4MB, 8 MB
C 256KB, 512KB, IMB, 2MB 512KB, IMB, 2MB, 4MB, 8 MB 2MB, 4MB, 8 MB
(a) 3 (b) 3 (c) 3
8Mbps
25 25 25 4Mbps
- — = 1Mbps
S 2 S 2f S 2t
RE S 5| Mbps  ampps  BMPPS S sl
S 8Mbps s s
1 4Mbps ' '
1Mbps
0.5 | HII 05} 0.5
0 0 0
None,256,512,1K  1K,2K,4K 2K,4K,8K None,256,512,1K 1K, 2K, 4K 2K, 4K, 8K None,256,512,1K 1K, 2K, 4K 2K, 4K, 8K
Drive A (KB) Drive B (KB) Drive C (KB)
Drive A Drive B Drive C
Fig. 21 Power consumption of drive A/B/C
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B <
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ONone,256,512,1K 1K,2K,4K 2K,4K,8K 0None,256,512,1K 1K,2K, 4K 2K,4K,8K 0 None,256,512,1K  1K,2K,4K 2K,4K,8K
Drive A (KB) Drive B (KB) Drive C (KB)
Drive A Drive B Drive C

Fig. 22 Comparison of power consumption of Drive A/B/C

We examine the relationship between the playback rate
and the energy consumption. In Eq. 8, we found that energy
consumption is inversely proportional to the playback rate of
the content. Results in Fig. 20 provide an important guideline
on selection of proper playback bandwidth (or buffer size).
For example, with drive A, if we limit our power budget to
1'W, we need 128, 512 KByte and 2 MByte buffer for 1, 4 and
9 Mbits/s playback, respectively. On the other hand, if we can
afford upto 1 Mbyte of buffer with drive A, then 0.3, 0.73 and
1.45 W needs to be allocated for playback of 1, 4 Mbits/s and
9 Mbits/s rate contents, respectively.

Figure. 21 compares the power consumption under dif-
ferent buffer sizes. X-axis and Y-axis denotes the buffer size
for each playback rate and respective power consumption.
Unit of X-axis is KByte. one K buffer means 1 MByte buffer.

@ Springer

None label in X-axis denotes that disk drive is always active.
As expected, device consumes more power with larger plat-
ter disk drive and with higher bandwidth playback. Drive A,
B and C consume 1.1, 1.5 and 2.4 W in active mode, respec-
tively. We were able to reduce the energy consumption by as
much as 75% using 512 KByte, 4 MByte and 8 MByte buffer
for 1, 4 and 9 Mbits/s playback, respectively.

Figure. 22 shows the power saving ratio. In our best case,
energy-aware disk scheduling can reduce the energy
consumption to 25%(drive A, 1 Mbits/s, 512 KByte buffer). It
is worth noting that the scheduler needs to provide sufficient
buffer to compensate the energy consumption in startup and
finish phase. Let us look at Fig. 22b and c. For 4 and 9 Mbits/s
playback, using 1 MByte buffer and 2 Mbyte buffer, respecti-
vely, do not bring significant energy savings even though the
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Fig. 23 Playback with (a) 04 (b) 04
insufficient buffer, drive A(1in.
drive)
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[$] [&]
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buffer sizes are much larger than what is need in normal disk
scheduling(always active). This is because the buffer size is
not sufficiently large to compensate the energy consumption
for mode transition.

7.5 Buffer size and frame rate

We need to allocate a certain amount of buffer to satisfy
the real-time requirement and energy efficiency. If the buffer
size is smaller than minimum requirement, the player suffers
from underflow and it cannot achieve the required frame rate.
Figure. 23 illustrates the energy consumption under insuffi-
cient buffer. We use drive A in this experiment. Figure. 23a
and b are based upon 1 and 4 Mbits/s playback, respecti-
vely. To support these playback rates without jitter, I/O burst
size should be greater than 142 and 568 KByte, respectively.
We allocate 64 and 512KByte buffer for 1 and 4 Mbits/s
playback, respectively and observe the energy consumption
behavior. In these figures (beginning of Fig. 23a and all
through Fig. 23b), we can observe that the startup and finish
phase occur back-to-back fashion. The device does not go
into standby mode properly. Instead, as soon as the device
executes STANDBY IMMEDIATE command, it immedia-
tely switches back to startup phase. This is because appli-
cation requests for data blocks without sufficient interval. In
both cases, application suffers from severe jitter.

Figure. 24 illustrates the energy consumption with suffi-
cientamount of buffer. The playback rates are 1 and 4 Mbits/s.

For the comprehensive study, we physically examine how
frame rate changes with the buffer size. The objective of
this experiment is to verify the accuracy of the our schedu-
ling model. We use 16 buffer sizes, three disks and three
different playback rates, which amounts to total of 144 test
cases. We measure the frame rate. Contents are encoded with
24 frames/s rate. Figures in Fig. 25 illustrates the results of
experiment. Each graph has three vertical lines. They denote
minimum buffer size obtained by Eq. 7 (Table 5). We can see
that when the buffer size is smaller than its minimum require-

time(sec)
4Mbps, 64 KB - 12.96]

ment, the frame rate does not achieve its nominal rate. Once
a sufficient amount of buffer is allocated, the player does not
suffer from starvation and achieves 24 frames/s rate.

8 Conclusion

In this work, we present a novel energy-aware disk schedu-
ling scheme for soft real-time I/O requests. The soft real-
time workload consists of a sequence of I/O bursts which
satisfies a certain data rate. We develop an elaborate model
which incorporates the energy consumption profile, latency
of individual operating modes and the mode transition delay
in determining the appropriate I/O burst size and the respec-
tive disk operating schedule. We implemented the proposed
algorithm on commodity operating system and verified its
effectiveness.

We found that effectiveness of energy-aware disk sche-
duling algorithm greatly relies on not only disk scheduling
algorithm itself but also various operating system and device
firmware initiated activities. It is crucial that various opera-
ting system level and device level features need to be properly
addressed within a disk scheduling framework. In this work,
we successfully address a number of these concerns: effect of
prefetch latency, effect of lock granularity in buffer manage-
ment and handling of sporadic I/O’s. Our scheduling model
incorporates these issues in its framework.

There are a number of important observations in this work.
Energy saving does not come for free. The energy-aware disk
scheduling algorithm requires larger buffer to support the
same playback rate, e.g., from 4 to 140 KByte, compared to
normal playback. However, modern mobile devices already
are equipped with at least tens of MByte of memory and
we carefully argue that the energy saving is still offset the
memory overhead. We found that the state of art small form
factor disk drives (2.5in. or smaller) consume less power
during startup and finish phases than when it is active. The-
refore, the notion of a break-even period does not exist in
the mobile disk domain. As long as energy consumption is
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Fig. 24 Energy consumption
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Fig. 25 Buffer size versus frame rate in energy-aware disk scheduling
concerned, it is always beneficial to turn off the disk whene-  Appendix

ver possible(even when it needs to be activated immediately).

We implemented our algorithm in a publicly available
multimedia player. It is confirmed that the analytical fra-
mework developed in this work successfully reduces energy
consumption while minimizing the buffer size requirement.
The result of this work provides an important guideline to
hardware capacity planners as well as software designers in
determining their I/O subsystem framework with a soft real-
time I/O requirement.
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A Minimum buffer size in energy aware schedule

Followings are detailed derivation step of Eq. 7.
Es+ Ef —ay (Ts + Tt)
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Followings are details of the derivation for Eq. 11.
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