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Abstract—Recovery from sudden power-off (SPO) is one of the primary concerns among practitioners which bars the quick and wide

deployment of flash storage devices. In this work, we propose Metadata EmbeddedWrite (MEW), a novel scheme for handling the

sudden power-off recovery in modern flash storage devices. Given that a large fraction of commercial SSDs employ compression

technology, MEW exploits the compression-induced internal fragmentation in the data area to store rich metadata for fast and complete

recovery. MEW consists of (i) a metadata embedding scheme to harbor SSD metadata in a physical page together with multiple

compressed logical pages, (ii) an allocation chain based fast recovery scheme, and (iii) a light-weight metadata logging scheme which

enables MEW to maintain the metadata for incompressible data, too. We performed extensive experiments to examine the

performance of MEW. The performance overhead of MEW is 3 percent in the worst case, in terms of the write amplification factor,

compared to the pure compression-based FTL that does not have any recovery scheme.

Index Terms—Solid-state drives, power-off recovery, compression, flash translation layer
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1 INTRODUCTION

THE price of NAND flash memory has now gone below
$1 per gigabyte, and NAND flash will stride its way to

the mainstream storage device in all ranges of information
devices from smartphones to enterprise servers. Industry
efforts to make flash memory denser make its other physical
properties worse, e.g., latency, bit-error rate (BER), endur-
ance, energy consumption, to list a few [1]. SSD controllers
and firmware algorithms take the burden of covering up all
undesirable characteristics of flash memory and yet deliver
nicely working storage devices. The roles of controllers and
algorithms will not become less important in the future if the
current trend of the flash technology advancement persists.

There have been a number of key technical issues to real-
ize flash-based storage devices: 1) the inability to overwrite,
2) limited cell lifetime, and 3) the asymmetry between read
and write latency. To address these issues, vendors and
researchers have introduced various techniques including
address mapping, wear leveling, garbage collection, write
buffering, parallel I/O, compression, and deduplication [2],
[3], [4], [5], [6]. Especially, more and more modern commer-
cial SSDs are adopting the compression technology, since
compressing incoming data can make the write operation
faster and can significantly lengthen the SSD lifetime [7],
[8], [9]. Using compression, multiple compressed data pages

can be written in a physical page. However, because of the
very nature of the compression technology, it is inevitable
to generate unused space in the physical page (Internal
Fragmentation), which is shown in Fig. 1. We are not aware
of any prior work on how to utilize the unused space cre-
ated from compression.

There are two emerging technical issues to which the
flash storage community is seeking to find solutions: surviv-
ing sudden power-off (SPO) and stronger error correction
than ever. Both issues require the controller to maintain
additional information: metadata for SPO recovery and lon-
ger ECC parity for better error-correcting capability. An
SSD controller maintains various metadata, e.g., mapping
table, information on the physical status of flash pages, and
bad-block information. The SSD controller caches this infor-
mation in main memory, which is synchronized to the flash
memory in regular manner or when the system shuts down.
Guaranteeing the consistency between user data and the
SSD metadata is a classic problem of integrity guaran-
tee [10], [11], [12]. However, the unique constraints of the
NAND flash, especially the inability to overwrite, pose a
new set of challenges on guaranteeing the consistency in
SSDs. Our work in this paper was motivated by three
important observations about current SSD designs:

� Observation 1. To prevent consistency loss, current
SSDs use the spare area in flash pages to write
reverse mapping information (logical page number
(LPN)) simultaneously with data [3].

� Observation 2. The ECC parity size is ever increasing,
whereas the spare area is not large enough to store
both ECC and reverse mapping information.

� Observation 3. Compression is a well-fitting technol-
ogy for SSDs in terms of performance and lifetime.
However, compression necessitates storing multiple
LPNs in the spare area.
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Regarding Observation 1, the reverse mapping informa-
tion is used to rebuild the mapping table when the cached
version of the table is lost. Most of SSD vendors are known
to design their recovery schemes on the basis of this
approach. However, this approach, without an additional
fast recovery scheme such as logging [13], requires scanning
the entire SSD to rebuild the mapping table. Also,
the reverse mapping information is not a sufficient ingredi-
ent for data recoverability, which we will elaborate in
Section 2.1, while the information serves enough for guaran-
teeing consistency.

Regarding Observation 2, the spare area in current flash
memory is already fully used up to store ECC parity [14],
[15], [16]. We summarize the necessary ECC parity size and
the spare area capacity in Table 1. As NAND density
increases, the bit error rate increases rapidly [17], which
requires stronger ECC. SSDs will soon require 80-bit error
correction for each 1 KByte, and the respective ECC parity
size will greatly increase [18]. As shown in the table, NAND
flash memory cannot currently accommodate ECC parity
even for 24-bit error correction, which is indispensable for
25-nm geometry, to its spare area.

Regarding Observation 3, although SSDs can benefit from
compression, storing multiple compressed pages into a
physical page makes it difficult to maintain LPNs for each
compressed page in the spare area. On the other hand, the
compression-induced internal fragmentation provides us
additional roomwhich can be used for storagemaintenance.

Our work started from the above observations. By
effectively exploiting the compression-induced additional
space, we could address all the problems presented
above. In this work, we first establish four requirements
of SSD schemes to survive SPO: 1) Consistency: data and
the respective SSD metadata should be consistent, 2)
Recoverability: flash write operations should always be
recoverable, 3) Spare area intactness: the algorithm should
not use the spare area. 4) Fast recovery: the recovery pro-
cess should not entail scanning the entire storage space.
Among the four requirements, legacy flash storages guar-
antee only the first and last requirements, namely Consis-
tency and Fast recovery. The reverse mapping information
in the spare area of a flash page is the sufficient ingredi-
ent to guarantee the consistency. In terms of the fast

recovery, although the details are unknown, we believe
that modern SSDs adopt a logging approach. However, to
meet the other requirements, the legacy SSD recovery
scheme should be entirely redesigned.

To exploit the compression-induced internal fragmenta-
tion, we propose the Metadata Embedded Write (MEW)
scheme which successfully addresses the above mentioned
four SPO requirements for compression-enabled flash sto-
rages. MEW, in addition to storing one or more compressed
data pages to the data area of a physical page, stores their
respective SSD metadata to the remaining space in the data
area of the same physical page. MEW does not consume
any space in the spare area. It reserves the spare area so that
the controller can store larger parity for a stronger ECC.
MEW also exploits a novel metadata logging scheme which
is developed to store SSD metadata for incompressible data
where compression cannot provide remaining space for
metadata embedding. Table 2 compares the characteristics
of the legacy approach, where LPN is maintained in the
spare area, and the Metadata Embedded Write approach
proposed in this work.

The rest of the paper is organized as follows. We describe
the background of this work in Section 2. The key concepts
are elaborated in Sections 3, 4, and 5. In Section 6, we dis-
cuss experimental results and validate our proposal. Finally,
we conclude our work in Section 7.

2 BACKGROUND

2.1 Sudden Power Off Problem in SSD

Proper handling of sudden power-off is particularly impor-
tant in NAND flash based storage. The damage of unex-
pected power loss is more grave. Compared to legacy HDD
based storage, SSD caches a larger amount of metadata,
including mapping and page state information, in memory.
Losing them affects not only individual files but also the
integrity of the entire storage. The sudden power loss in
SSDs can cause damages in both hardware and software
aspects. When power is lost in the middle of a program or
erase operation, this event can physically damage the
flash pages, which can lead to retroactive data corruption,
increased per-page BER and read disturbance, and
decreased data retention, among others, which have been
impressively demonstrated in [19]. In software aspects,
unexpected power loss can lead to consistency (between
data and SSD metadata) loss, data loss and SSD metadata
loss. In [20], they revealed various reliability issues under
power faults through extensive experiments using real devi-
ces. In this work, we dedicate our effort to dealing with the
software aspect of damages.

Fig. 1. Compression-induced internal fragmentation.

TABLE 1
MLC NAND Flash Spare Area Size and Required ECC

Parity Size [14], [15]: ECC Block Size ¼ 1 KB

Page Spare area ECC level (Geometry) ECC parity

4 KB 128 Bytes
24 bits (25 nm) 168 Bytes
�40 bits (< 25 nm) �280 Bytes

8 KB 256 Bytes
24 bits (25 nm) 336 Bytes
�40 bits (< 25 nm) �560 Bytes

TABLE 2
Strengths of the Proposed Scheme

Spare area approach MEW

Consistency � �
Data recoverability � �
Spare area intactness � �
Normal state performance � �
Recovery time slow fast
Compression availability � �
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When a write request arrives at an SSD, the request is
written to the write buffer first. Then, FTL informs the host
of the completion of the request. The buffered data and cor-
responding updated metadata in memory will be flushed to
the flash memory according to the buffer management and
metadata flushing schemes, respectively, in the future.
When there exist data which were written to the flash mem-
ory but their corresponding SSD metadata (mapping and
page status information) were not, the SSD is in the
‘inconsistent state’. If there are no such data, the SSD is in
‘consistent state’. In both states, after an SPO occurred, the
FTL activates the recovery process to rebuild recent SSD
metadata. Basically, FTL reads LPN in the spare area of
each physical page to update SSD metadata stored in the
flash memory so that they properly reflect recent flash
writes before SPO. This process requires a time-consuming
full scan of the SSD, if we do not use any speed enhance-
ment scheme such as logging. If the SSD was in the consis-
tent state at the time of SPO, the SSD metadata stored in the
flash memory are up-to-date. The recovery process, after a
full scan, only finds that there is nothing to do for recovery.
However, if the SSD was in the inconsistent state, the legacy
recovery process cannot rebuild every SSD metadata so that
they represent the very state of the SSD at the time of SPO.
It can only rollback the SSD to a consistent state.

Fig. 2 shows an example. Assume that a logical page
(100) which is being stored in a physical page (350) is
updated twice, first to the physical page 400 and second to
450, as shown in Fig. 2a. The in-memory page mapping
table (PMT) and page state table (PST) store the updated
metadata, while those in the flash memory are not updated
yet. If an SPO occurs at that time (i.e., before SSD metadata
flushing), the mapping table entry for logical page 100 in
the flash memory still points to its older version, 350. To
guarantee both the consistency and recoverability, we must
be able to recover the page mapping table entry for the logi-
cal page 100 to point to the physical page 450, and invalidate
old physical pages (350 and 400) in the page state table.
Through the full scan, the recovery process finds multiple
physical pages for the logical page 100, which are 350, 400
and 450, by reading LPNs in their respective spare area.

However, it cannot identify which page is the most recent
one among them. Without a specially designed recovery
scheme, we can only invalidate physical pages 400 and 450
to make the page state table consistent to the page mapping
table in the flash memory, as shown in Fig. 2b. Therefore,
while the legacy FTL can rollback the SSD to a consistent
state, it cannot guarantee the recoverability of every written
data to the flash memory.

2.2 Compression-Based FTL

Compression can be used in various layers of a computer
system, from applications to storage devices. The rapid
enhancement of the CPU performance boosted the develop-
ment of compression-supporting applications and file sys-
tems. JFFS2, an enhanced version of JFFS [21], and
LeCramFS [22], a modified version of CramFS [23] for flash
memory, are two examples of the flash-aware file systems
that support compression. However, these file systems tar-
get flash memory directly, not SSDs.

A few research results on supporting compression in the
flash-based storage devices have been published. Yim
et al. [8] developed a flash compression layer for smartmedia
card, and Chen et al. [9] proposed a real-time compression
layer for flash-basedmobile multimedia devices. Both works
only focused on reducing the internal fragmentation in flash
pages due to compression. They did not consider important
issues on mapping, garbage collection and recovery that can
arise when using compression. Park and Sim [7] proposed
zFTL, a compression-based FTL for SSDs. They considered
most of FTL issues including compression algorithms,
address mapping, garbage collection and incompressible
data prediction, for compression support in SSDs. To accom-
modate multiple compressed pages in a physical page, they
designed a simple physical page structure, which consists of
1) the number of compressed pages, 2) offsets for each com-
pressed page, and 3) compressed pages. The page mapping
table entry of zFTL has two additional attributes: the one to
denote whether the logical page is compressed or not, and
the index of the respective logical page in the physical page.
We adopted the page mapping table structure of zFTL. The
authors designed a new page status table structure, which
contains the number of valid pages and the bitmap for valid
pages in the physical page. However, they did not consider
the recovery issue which is never less important than the
other issues. For example, they did not present how to main-
tain reverse mapping information for multiple pages stored
together in a physical page in the spare area. They did not
present how to efficiently use the internal fragmentation.

A common approach in those works on compression
support in flash storage is that hardware is used for (de)
compression. Our scheme also uses hardware for the pur-
pose. We used zlib [24] for the compression algorithm,
which shows a good compression ratio. Other algorithms,
such as LZ77 [25] or its variant [26], can also be used consid-
ering hardware implementation cost.

3 METADATA EMBEDDED WRITE

3.1 Overview

Metadata Embedded Write mainly consists of Metadata
Embedding and Metadata Logging schemes. Fig. 3 shows

Fig. 2. Recoverability problem.
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the simplified functional diagram of the MEW. For each
write-requested logical page, MEW determines whether it is
compressible or not, by compressing it and testing the size
of the compressed page. If the size of a logical page
increases by the compression, then the page is determined
as an incompressible page. In addition, even when the page
size is reduced after the compression, the page is considered
incompressible if the compression could not reduce its size
sufficiently for metadata embedding. Otherwise, the page is
determined to be compressible.

MEW performs metadata embedding to compressible
pages. The compression-induced internal fragmentation
provides us enough room to embed SSD metadata for the
compressed pages to the data area of the physical page.
MEW stores incompressible page as it is. In this paper, we
call this page ‘bypassed page’. The metadata logging scheme
stores metadata logs for bypassed pages. The metadata logs
take the same role (i.e., providing necessary information for
crash recovery) with the embedded metadata in the com-
pressible pages.

The in-memory SSD metadata are safely flushed to the
flash memory, to make everything clean, when the SSD is in
an idle state or the system shutdowns normally. MEW can
be used with any address translation scheme and the cur-
rent work is based upon page mapping.

3.2 In-Memory SSD Metadata for MEW

MEW maintains three pieces of essential information: the
page mapping table, the page state table, and the ‘in-mem-
ory’ allocation chain. The PMT structure of MEW is the
same as that of zFTL which has been presented in
Section 2.2. In addition to the mapping information, the
PMT harbors two additional fields in each entry. The first
one, Bypass_Flag, is to denote whether a given logical
page is metadata-embedded or not. If the page is a
bypassed page, the flag is set to 1. The second one, IDX,
is an index field that denotes the index of each com-
pressed page in the physical page.

The page state table maintains the status of compressed
logical pages in the respective physical page: the number of
invalid logical pages (IV_count) and the validity of each log-
ical page (State Bitmap). One bit flag is allocated for each
compressed logical page to denote its validity, in State Bit-
map. When a new logical page is written, it is set to 1. When
the host updates this page, the updated data is stored some-
where else, and the current logical page is invalidated, i.e.,
the flag is set to 0. In zFTL, they used the number of valid

pages, not invalid pages, in their PST design. Their design
cannot represent the ‘not exist’ state of the logical page. As a
result, we cannot know the number of total logical pages
(valid or not), and especially, the number of invalid logical
pages stored in each physical page. Our design can repre-
sent this information with the same space overhead. The
importance of this information lies in both garbage collec-
tion and hot/cold identification. The IV_count and the bit-
map implicitly indicates the ‘hotness’ of the respective
physical page, which can be effectively exploited for gar-
bage collection and wear leveling. A large IV_count indi-
cates that many logical pages have been updated. If most of
the logical pages are valid, then this means that the respec-
tive pages are cold.

The maximum number of compressed logical pages that
a single physical page can hold is determined by the sizes of
IDX, IV_count and State Bitmap. For example, if the State
Bitmap is four bits (and accordingly the sizes of IDX and
IV_count are all 2 bits), then a physical page can store maxi-
mum four compressed pages. One of the strengths of MEW
is the tunableness of the State Bitmap size. It can be tuned,
by an SSD manufacturer, so that it can maximize the com-
pression effect in a customized SSD to a specific system or
application. In a legacy compression based FTL, increasing
the maximum number of logical pages that a physical page
can store accompanies with the increased spare space
requirement for reverse mapping information. This can
cause a serious problem to ECC circuit which generates a
fixed sized ECC parity that will be stored in the spare area.
To avoid this problem, the manufacturer cannot help either
giving up maximizing the compression effect or using
weaker ECC that generates smaller parity. However, MEW
is free from this problem, because it does not store reverse
mapping information to the spare area. This is a remarkable
strength of MEW especially when MEW is used for a system
that stores highly compressible data.

One of the key ingredients of MEW is the ‘allocation chain’
which allows MEW to expedite the recovery process with-
out fully scanning the storage, thus fulfilling the Fast recov-
ery requirement. Generally, in multi-channel SSDs, SSD
controller allocates free blocks from each channel in a
round-robin manner to handle incoming writes. Each chan-
nel has one designated block which harbors the incoming
writes. In this paper, we call those blocks ‘active blocks’. In
MEW, all active blocks are linked in the order in which they
were allocated. We call it an “allocation chain”. Page writes
occur in only those blocks included in the allocation chain.
Each time FTL allocates a free block as an active block, it is
inserted to the tail of the allocation chain. MEW maintains
the pointer to the first block of the list, called ‘allocation
chain pointer (ACP)’, in memory. After system crash, MEW
first locates the head of the allocation chain, which is indi-
cated by the allocation chain pointer, and traverses the
chain rebuilding page mapping table and page state table.
This concept and mechanism are similar to LFS [27]
except that in LFS the segments are written sequentially,
while in MEW successive block writes can be in different
channels/ways based upon the SSD controller algorithm
used. MEW maintains an in-memory version of the allo-
cation chain. Each node of the in-memory allocation chain
contains the respective block ID and the flag to determine

Fig. 3. Functional diagram of the MEW.
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whether it is a full block (i.e., a block in which all pages
have been written) or not.

3.3 Metadata Embedding for Compressible Data

Fig. 4 illustrates the concept of Metadata Embedding. The
basic idea of metadata embedding is simple and straightfor-
ward. It compresses logical pages one by one and consoli-
dates them into the physical page-sized temporary buffer
called ‘Container’ until the container cannot accommodate
an additional compressed page. Then, the scheme embeds
the corresponding metadata of the consolidated pages for
crash recovery in the remaining space (i.e., internal frag-
mentation) of the container. It is possible that the remaining
space is not large enough to embed the metadata of the con-
solidated pages. In that case, assuming that there are cur-
rently n compressed logical pages in the container, we
remove one page from the container and consolidate only
n� 1 pages with their metadata and then flushes the con-
tainer to the flash memory.

The container is a crux of the metadata embedding,
which enables it to address the four SPO requirements pre-
sented in Section 1. It is a data structure for a physical page
in metadata embedding, and is designed to harbor rich
metadata for recovery along with compressed pages. In
addition to the directory information (the number of com-
pressed pages and their offsets), metadata embedding
scheme embeds three kinds of metadata to the container:
logical page numbers of each compressed page, next block
pointer (NEXT), and timestamp (TS).

The logical page numbers are mandatory information for
the recovery process to guarantee consistency after SPO. Leg-
acy FTLs store LPN in the spare area, while MEW embeds
LPNs in the data area. The number of compressed logical
pages in a physical page varies subject to the compression
ratio of the individual logical pages. It is not feasible to
maintain multiple (and varying number of) LPNs in the
very limited size of the spare area. Previous works [7], [8],
[9] did not address this problem. Via embedding LPNs for
multiple pages in the data area, MEW leaves additional
room in the spare area for stronger ECC.

The NEXT field stores a pointer to the successive block in
the allocation chain. After sudden power-off, MEW rebuilds
the in-memory allocation chain via traversing through the
NEXT field in the first page of each block. The location of
the first block of the allocation chain, i.e., allocation chain
pointer, is stored in the flash memory at each checkpointing,
that will be shown in Section 3.5. Recovery time of the MEW
is linearly proportional to the number of nodes in the alloca-
tion chain, since MEW scans only those blocks in the chain
for recovery. To minimize the allocation chain length, MEW
performs the list compaction in each checkpointing. With-
out list compaction, the allocation chain length increases
indefinitely.

To meet the Recoverability requirement, we also embeds
the timestamp (TS), the time when the respective container
is flushed to flash memory, to the container. Because of the
‘out-place update’ characteristic of the flash memory, there
can be multiple versions of physical pages for a single logi-
cal page in the flash memory, as presented in Section 2.1. To
guarantee the recoverability, after sudden power-off, the
recovered page mapping table entry for a logical page must
point to its most recent version of physical page, and others
must be invalidated. Timestamp in each physical page ena-
bles us to identify the most recent one and recover it. The
‘block sequence number’ in [28] has a similar objective to
the timestamp in MEW in that the block sequence number
allows temporal ordering of blocks during recovery. How-
ever, since page writes can occur in multiple blocks simulta-
neously, it is difficult to use the block sequence number for
ordering pages in modern SSDs.

3.4 Metadata Logging for Incompressible Data

Metadata embedding enables us to recover from the crash
without using any spare area for storing metadata. How-
ever, we cannot recover bypassed pages because they do
not embed their metadata. To address this problem without
using spare area, we need a separate metadata flushing
scheme for them. In MEW, we use a very simple metadata
logging scheme which is similar to the Write-Ahead Log-
ging (WAL) scheme in database systems, for this purpose.
For each bypassed page, its metadata log is generated. And
the data page is written to the flash memory only after its
metadata log is safely accommodated in the device.

The unique characteristics of the flashmemory, page-level
write and out-place update, necessitate a buffer in which
metadata logs are consolidated. In this paper, we call it the
‘log buffer’. Without the in-memory log buffer, every data
page write should accompany with a log page write. It not
only degrades the write performance but also rapidly wears
out the log area in the SSD. To remedy this problem, MEW
maintains a physical page-sized in-memory log buffer. The
first eight bytes in the log buffer are reserved for the number
of log entries in the buffer and the timestamp. The log entry
has a very simple structure, which is a tuple, <LPN, PPN>.
Since only one bypassed page is stored in a physical page, for
a valid bypassed page, most fields in both page mapping
table and page state table are constants (i.e., Bypass_Flag¼ 1,
IDX ¼ 0, IV_count ¼ 0, Bitmap ¼ 0001). Hence, <LPN,
PPN>-pair is enough information to recover both tables.

Fig. 5 shows the procedure of the metadata logging for
incompressible pages. When a bypassed page arrives, MEW
flushes the container only when it is not empty (Step �1 ).

Fig. 4. Concept of the metadata embedding.

Fig. 5. Metadata logging for incompressible pages.
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Then MEW generates metadata log for the bypassed page
and writes it to the log buffer (Step�2 ). After that, the page
is written to the flash memory (Step �3 ). Steps �4 and �5 are
performed only when the log buffer is full.

It is notable that the container flush (Step �1 ) must be
incorporated in the metadata logging procedure. If we do
not flush the container before writing the bypassed page,
we cannot guarantee the data integrity when a sudden
power-off occurs immediately after writing the bypassed
page. Since the bypassed page has arrived later than the
compressed pages in the container, it must be written only
after flushing the container to preserve the probable data
dependency between the bypassed page and pages in the
container. MEW preserves the temporal order not only
among compressible pages but also among incompressible
pages, when writing them to the flash memory. This is
because metadata embedding and logging schemes write
compressible and incompressible pages in the order of
arrival time, respectively. By preserving the temporal order
between compressible pages in the container and incom-
pressible page using the above metadata logging procedure,
MEW guarantees that all write-requested pages are written
to the flash memory in the order of arrival time.

The above serialized writes to the flash memory to pre-
serve the temporal order can make it difficult to fully
exploit the parallel architecture of the SSD. However,
since modern SSDs already equip with internal superca-
pacitor to process the commands in the NAND command
queue when sudden power-off occurs [29], once a page
write command has been issued to the NAND controller,
we can safely assume that the command will be processed
despite the sudden power-off. Hence, we do not need to
wait for the completion of the prior command before issu-
ing the next command that depends on the prior one, but
only need to keep the temporal order when we issue com-
mands to the NAND controller. Therefore, MEW can fully
exploit the parallel architecture of the SSD.

It is also notable that the log entries in the log buffer are
lost upon sudden power-off. In that case, we cannot recover
their respective bypassed pages that have been written to
the flash memory. To address this problem, we need to pro-
tect the log buffer using supercapacitor. Since the log buffer
size is identical to a single physical page size, the additional
capacity of the supercapacitor to protect the log buffer is far
smaller than the additional capacity to protect all the SSD
metadata in DRAM. Hence, our scheme can be effectively
used to reduce the capacity of the supercapacitor in SSDs.

In SSDs, differently from HDDs, every data is written to a
newly allocated empty page. Hence, upon reading a page,
not only partially written page but also entirely unwritten
page result in ECC failure. (It is notable that, in HDD, an
entirely unwritten sector can pass the ECC check because of
the obsolete data and their ECC parity which remain in the
sector unerased.) Therefore, when an SSD restarts after
SPO, we can easily identify whether a specific data page has
been successfully written or not before the crash by check-
ing its ECC. For each metadata log in the log area, we can
determine whether its data page has also been successfully
written to the flash memory by checking the ECC of the cor-
responding physical page. If not written successfully (i.e.,
either partially written or entirely unwritten), the ECC

check will result in failure, and then we can safely erase the
metadata log to rollback the SSD to the previous consistent
state (namely, Log UNDO). Otherwise, we can update SSD
metadata using the metadata log to recover the successfully
written data page (namely, Log REDO). Hence, for all meta-
data log entries, FTL can determine which ones to REDO
and which ones to UNDO, during the recovery process. In
this way, our metadata logging scheme can guarantee both
the consistency and data recoverability for bypassed pages.
The metadata logs for bypassed pages take the same role as
embedded metadata for the compressible pages.

Metadata logging can be an independent scheme to pre-
pare for the SPO recovery. If we remove the first step in
Fig. 5 and apply metadata logging to all the pages, we can
have sufficient information about all the pages written to
the flash memory, for SPO recovery. Hence, it is possible to
apply our metadata logging scheme to SPO recovery for an
SSD that does not support compression.

3.5 Metadata Flushing (Checkpointing)

To make the recovery process faster, MEW flushes in-mem-
ory SSD metadata to flash memory when an SSD is idle or
turns off normally. Before the metadata flushing, the con-
tainer is flushed to the flash memory.

Fig. 6 illusterates the in-memory metadata flushing pro-
cedure. It consists of three steps. In the first step (Step �1 ),
the current PMT and PST are compressed and flushed. To
reduce the amount of data for flushing, we flush only modi-
fied information in those tables. In the second step (Step�2 :
List Compaction), from the beginning of the in-memory allo-
cation chain, MEW traverses the chain removing full blocks
(i.e., blocks that do not have any free page), until it finds a
non-full block (i.e., a block that has one or more free pages).
Since all necessary metadata for the removed full blocks
were flushed in Step�1 and no more page write can occur in
full blocks, it is not needed to scan them for recovery when
SPO occurs. Hence, they can be safely removed from the
allocation chain which maintains the list of blocks that
should be scanned for recovery upon SPO. In the final step
(Step �3 ), the updated allocation chain pointer and current
timestamp are stored in the flash memory. It is noteworthy

Fig. 6. In-memory SSD metadata flushing.
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that, since MEW stops list compaction when it finds the first
non-full block, there still can remain one or more full blocks
in the allocation chain even after list compaction.

After flushing metadata, MEW cleans the log area in the
SSD. Metadata flushing enables rebuilding up-to-date in-
memory metadata at the system boot time after either nor-
mal shutdown or SPO.

4 RECOVERY

The objective of the recovery is to quickly rebuild all in-
memory SSD metadata using both embedded metadata and
metadata logs. The rebuilt in-memory SSD metadata
recover the SSD to the very state at the time of SPO.

Table 3 shows the SPO recovery method in every possi-
ble case for metadata-embedded (M/E) pages and bypassed
pages, respectively. There can be two cases for metadata-
embedded pages: cases 2 and 4. For every written meta-
data-embedded page (case 2), MEW finds and reads the
page from the allocation chain to obtain the embedded
metadata, and updates the SSD metadata using the obtained
metadata (EM-REDO). For bypassed pages, there can be
three cases: cases 1, 3, and 4. In Case 1, it is enough to
update the SSD metadata using metadata log (L-REDO).
The case 3 can occur due to the time gap between the log
write and page write during the metadata logging (i.e., it
occurs when a power loss occurs between steps�2 and�3 in
Fig. 5). In this case, MEW only removes the log entry from
the log area (L-UNDO). The case 2, for the bypassed page,
cannot occur because every bypassed page is written to the
flash memory only after its metadata log is written to the
log buffer. The case 4, for both metadata embedded page
and bypassed page, does not incur either consistency or
recoverability problem, because nothing has been written to
the flash memory.

The entire recovery procedure is shown in Algorithm 1.
We start the entire recovery process from reading the page
mapping table, page state table and allocation chain pointer
which have been flushed to the flash memory during the
last checkpointing (Line 1). Starting from the ACP and fol-
lowing the NEXT field in each block, we can recover the up-
to-date in-memory allocation chain. During rebuilding the
chain, we read all pages in the chain to extract metadata for
each compressed page, and the extracted metadata are
maintained in a sorted list, E-list (Lines 3�16). The E-list
contains the sequence of metadata for all compressed pages
written to the flash memory after the last checkpointing.
Then, we generate another metadata list, L-list, using logs in
all log pages (Lines 19�34). The L-list contains the sequence

of metadata for all bypassed pages written after the last
checkpointing. During the list generation, metadata for
unwritten bypassed pages are excluded in the list and
removed from the corresponding log page (L-UNDO).

Algorithm 1. Sudden Power-Off Recovery

Notations:
CBN: Current Block Number CPN: Current Page Number
NBN: Next Block Number Achain: In-memory allocation

chain
E-list: Timestamp-ordered Embedded Metadata List
L-list: Timestamp-ordered Logged Metadata List
M-list: Timestamp-ordered Metadata List (<LPN, Bypass_-
Flag, IDX, PPN> )
1: Load PMT, PST and ACP from flash memory;
2:
3: // Step 1: Make the list of metadata (E-list) for all com-

pressed pages in the allocation chain, in a timestamp order.
4: CBN ACP;
5: while CBN 6¼NULL do
6: Append CBN to the Achain;
7: for i, i ¼ 1; . . . ; Np do //Np: Number of pages in a block
8: CPN PPN of the ith page in CBN;
9: TS CPN.timestamp;
10: if i ¼ 1 then
11: NBN CPN.NEXT;
12: end if
13: For each compressed page in CPN, insert <LPN, 0,

IDX, CPN, TS> to E-list;
14: end for
15: CBN NBN;
16: end while
17:
18: // Step 2: Make the list of metadata (L-list) for all bypassed

pages in the allocation chain, in a timestamp order.
19: Sort all log pages in the timestamp order;
20: for i, i ¼ 1; . . . ; N do //N : Number of valid log pages
21: Pi ¼ ith log page;
22: TS Pi.timestamp;
23: for k, k ¼ 1; . . . ; Ni do //Ni: Number of logs in Pi

24: Li
k ¼ kth log in Pi;

25: LPN LPN field in the Li
k;

26: PPN PPN field in the Li
k;

27: if ECC check fails for page PPN then // Two cases
for this page:
1) has not been written at all, 2) has been partially
written

28: invalidate page PPN;
29: delete Li

k; // L-UNDO
30: else // Data page written, safely
31: insert <LPN, 1, 0, PPN, TS> to L-list;
32: end if
33: end for
34: end for
35:
36: // Step 3: Merge two metadata lists in a timestamp order,

and remove TS field in the merged list (M-list)
37: M-list merge(E-list, L-list);
38:
39: // Step 4: Recover page mapping table and page state table
40: Update PMT and PST using M-list; // EM-REDO and

L-REDO

TABLE 3
Four Possible Cases of Each Page After SPO: L-REDO,
L-UNDO and EM-REDO Denote Log REDO, Log UNDO,

and Embedded Metadata REDO, Respectively

data log Recovery method

written written M/E page Bypassed page

Case 1 Yes Yes - L-REDO
Case 2 Yes No EM-REDO -
Case 3 No Yes - L-UNDO
Case 4 No No lost in the buffer
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The two metadata lists are merged, based on the time-
stamp, into a single list, M-list, which contains the sequence
of metadata for all written pages to the flash memory after
the last checkpointing (Line 37). Then, both page mapping
table and page state table can be recovered by REDOing
metadata in the M-list. Before the recovery, both tables rep-
resent the SSD state at the time of the last checkpointing.

For each metadata in the M-list, we perform the REDO
process which is illustrated in Fig. 7. We first update the cor-
responding entry in the page mapping table. Then we
update two entries in the page state table, one for the new
page and another for the original page. For the new page, it
is enough to update the bitmap so that the corresponding
bit, which is indicated by the new IDX, is set to 1. For the
original page, we first increase the IV_count by one and
then update the bitmap so that the corresponding bit, which
is indicated by the origianl IDX, is unset. By REDOing all
metadata in the M-list, we can have page mapping table
and page state table that exactly represent all the changes
occurred in the flash memory after the last checkpointing.

While we need to read both data and log pages for recov-
ery, the recovery time of the MEW is very fast owing to the
allocation chain. The list compaction during the metadata
flushing keeps the allocation chain length short. Also, since
a large number of log entries are consolidated in a log page,
the time to read log pages for recovery is not considerable.

5 GARBAGE COLLECTION

Garbage collection is an activity of consolidating valid
pages into a block and erasing the blocks to which the valid
pages have belonged. Garbage collection efficiency is gov-
erned by the ratio of the benefit from the consolidation (the
number of free pages created as a result of consolidation) to
its overhead (the number of valid page copies). Hence, to
increase the efficiency, garbage collector selects those blocks
that have a larger number of invalid pages as victims. In a
compression-based FTL, in order to invalidate a physical
page, all the logical pages stored in the physical page must
be invalid. Specifically, in MEW, a physical page is invalid
if its state bitmap is all zero and the IV_count is not.

Compression introduces another dimension of complex-
ity in garbage collection. For a legacy FTL that does not use
compression, the number of invalid pages in a block and
the number of reclaimed pages by garbage collection for the
block are the same. However, using compression, it is possi-
ble that the blocks having the same number of invalid phys-
ical pages can yield different numbers of free pages, each

other, by garbage collection. This is because even a valid
physical page may store invalid logical pages. Considering
this case, MEW has an additional tie-breaking rule to deter-
mine a victim block among candidates which have the same
number of invalid pages. Among candidate blocks, MEW
selects the block in which the sum of the IV_counts of indi-
vidual valid physical pages is the largest. For the valid logi-
cal pages stored in the victim block, MEW performs either
metadata embedding or metadata logging, to reorganize
and write them to other block. After that, the victim block is
erased. This process is more complex than the general valid
page copy in the non-compression FTL. However, the over-
all garbage collection overhead is smaller in MEW because
the number of physical page writes is greatly decreased
owing to compression.

6 PERFORMANCE EVALUATION

In this section, we evaluate the feasibility and performance
effect of MEW. In terms of the normal operation perfor-
mance, both metadata embedding and metadata logging, in
MEW, are additional overhead to the pure compression-
based FTL. The metadata embedding increases the amount
of data to be stored in a physical page, which may decrease
the number of logical pages that can be compressed and
stored together in a physical page. Hence, it degrades the
compression effect of the pure compression-based FTL and
increases the overall number of physical page writes. Meta-
data logging also increases the total number of physical page
writes due to the additional log page writes. Increased physi-
cal page writes directly contributes to the write amplification
and the number of garbage collections. To MEW be feasible,
its performance overhead should not be considerable while
the four requirements for the SPO recovery, presented in
Section 1, are fulfilled. To evaluate the feasibility of theMEW,
wewill answer the following questions, in this section:

Q1) Is metadata embedding applicable to real
workloads?

Q2) Does the compression effect (i.e., write amount
reduction) not decrease, seriously, due to the meta-
data embedding and logging?

Q3) Is the tunableness of the State Bitmap size in MEW
practically effective?

Q4) Does the proposed scheme not increase the overall
garbage collection overhead?

Q5) Does the (de)compression overhead significantly
increase the I/O response time?

Q6) How much fast is the recovery time of the proposed
scheme?

To answer to above questions, we conducted trace-
driven simulations. In our simulations, we assumed a 64 GB
six-channel four-way SSD with 4 KB physical page size and
64 pages in a block. The logical page size is assumed to be
the same as the physical page size. We used zlib compres-
sion algorithm. We do not know any published FTL that
supports both compression and sudden power-off recovery,
which makes it difficult to estimate the relative performance
of our scheme. Hence, we use zFTL and two hyphothetical
FTLs, whose characteristics are shown in Table 4, for perfor-
mance comparison.

Fig. 7. REDOing metadata in theM-list.
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While zFTL supports compression, it does not have any
recovery method. Hence, zFTL has no performance over-
head to prepare for the sudden power-off recovery during
the normal operation time. By comparing the performance
between zFTL and MEW, we can estimate the overhead of
both metadata embedding and logging in MEW, which ena-
bles us to answer Q2 and Q4. We can answer Q5 by compar-
ing the I/O response times between PM (Page-Mapped
FTL) and MEW. Since PM does not support compression,
the (de)compression overhead in MEW can be measured
by comparing their response times. An hypothetical FTL,
PM+AC (PM with Allocation Chain), and PM are used to
compare the recovery time. They use spare area for reverse
mapping information. To recover from the sudden power-
off, PM scans all flash memory blocks, while PM+AC scans
only those blocks in the allocation chain. By comparing the
recovery time between PM and PM+AC, we can exactly
measure the effectiveness of the allocation chain. By com-
paring PM+AC and MEW, we can measure the effect of the
compression to the recovery time.

6.1 I/O Trace Extraction

For the trace-driven simulation of the compression-based
FTL, not only the block IO metadata but also user data,
which will be compressed, are needed. To extract IO traces
that include user data, we set up QEMU-KVM virtual
machine on the Linux and performed several activities on
the virtual machine. Instead of using disk image file, we set
QEMU to directly access the host device (SSD) to get accu-
rate IO traces. We modified a QEMU source file (block.c)
to output both IO metadata and user data to the trace file in
a separate disk. To test the accuracy of the trace, we
installed Linux on the QEMU-KVM and extracted another
IO metadata trace using blktrace, during the installation.
Then we compared two IO metadata traces both from
QEMU and blktrace and found that they are identical,
which confirmed us that the IO traces extracted from the

modified QEMU are accurate. We extracted six IO traces for
our simulation. Some notable characteristics of each trace
are shown in Table 5. All activities other than the Linux
installation are performed on the guest Linux system which
uses ext4 filesystem with 4 KB of block size.

6.2 Simulator Architecture

We developed our own simulator of which the architecture
is shown in Fig. 8. It consists of compression engine, write
manager, metadata manager, log manager, page allocator,
garbage collector, fault injector, recovery manager and ana-
lyzer. The trace file contains both the I/O metadata and
user data. Write manager is the core of our simulator. It per-
forms both metatada embedding and metadata logging for
compressible and incompressible pages, respectively. Log
manager monitors log buffer and flushes it when it becomes
full. It is possible that the container remains partially filled,
for a long time, which results in excessive buffering of the
compressed pages. To prevent it, our simulator flushes the
container to the flash memory after one second from its last
flushing time (Forced Flushing). The forced flushing also
occurs when the flush cache command is issued from the
host system. Page allocator (P/A) provides new page to the
write manager upon request. If there remains no free block,
the page allocator invokes garbage collector (G/C). The
metadata manager manages SSD metadata and flushes
them in every predefined time period.

The fault injector invokes an SPO and notifies it to the
recovery manager. When an SPO occurs, the recovery man-
ager pauses the workload execution and generates the snap-
shot of the current in-memory SSD metadata. Then the
recovery manager performs the recovery process as
described in Algorithm 1. Finally, the recovery manager
compares the recovered SSD metadata with the snapshot.
When the recovery manager generates the snapshot file, it
also outputs the amount of information that needs recovery,

TABLE 4
FTLs for Comparison: PM and PM+AC Use Spare Area

Compression
support

Recovery
method

Performance
characteristics

zFTL Yes N/A Maximum compression
effect

PM No Full scan Worst recovery time
PM+AC No Partial scan PM with enhanced

recovery time

PM uses full scan-based recovery, and PM+AC exploits allocation chain to
avoid full scan.

TABLE 5
Trace Characteristics

Total
writes

Update
writes

Avg. write
size(sectors)

Running
time(sec.)

Activity

Internet 0.90 GB 0.38 GB 30 7,355 Web browsing on Win7
Game_Install 18.57 GB 7.92 GB 196 2,352 Install DOTA2 on Win7
Kernel_Compile 7.86 GB 0.34 GB 452 2,927 Linux kernel untar / compile
Linux_Install 5.96 GB 0.58 GB 383 497 Install Ubuntu Linux
Movie_Copy 2.62 GB 0.02 GB 903 149 Copy a movie file on Win7
TPC-C 5.27 GB 4.45 GB 23 15,723 TPC-c workload execution (3 Warehouses, PostgreSQL)

Fig. 8. Simulator architecture.
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i.e., the number of entries in the in-memory PMT and PST
which are different from the corresponding entries in the
in-flash PMT and PST. When the number is larger than zero
and there is no difference between the snapshot and the
recovered in-memory metadata, we can confirm that our
recovery process has safely recovered the SSD from the
SPO. After recovering from the SPO, the recovery manager
resumes the workload execution.

The analyzer counts the amount of data and log pages
written to the flash memory and estimates the recovery
time. Additionally, the analyzer estimates the response time
of each request considering the parallel architecture of the
SSD, in the same way as the simulator in [30]. To represent
the (de)compression overhead in the response time, we
assumed to use a dedicated fast compression hardware [31],
[32], [33]. In [31], they showed that it takes 46.4�89.7 ms,
depending on the compression ratio, to compress about
3,400 Bytes of data using 200 MHz FPGA. In [34], they
showed that it takes about 2.5 times faster compression time
when using 500 MHz ASIC instead of 200 MHz FPGA.
Based on those literatures, assuming that we use 500 MHz
ASIC, we can roughly project the compression time for a
4 KB page to be 22�43 ms, depending on the compression
ratio. Hence, we set the time to 40 ms, 35 ms and 30 ms when
the compressed page size is over 70 percent, between
30 and 70 percent, and under 30 percent of the original page
size, respectively.

6.3 Feasibility of the Metadata Embedding

Before answering the first question (Q1), we show the sever-
ity of the internal fragmentation when using compression.

Fig. 9 shows the average fragmentation size in a physical
page that stores each number (1�4) of logical pages in a
compression-only FTL. Table 6 shows the proportion of the
physical pages that store each number of compressed logi-
cal pages to the entire physical pages storing each workload
data. By compression, hundreds to thousands of bytes, on
average, are wasted in each page due to the internal frag-
mentation, except the Movie_Copy workload. In the
Movie_Copy workload, 99.8 percent of physical pages store
only one logical page, whose average internal fragmentation
size was only 11.6 bytes. The other 0.2 percent of physical
pages store multiple logical pages which contain compress-
ible filesystem metadata. From Fig. 9, we can confirm that
the internal fragmentation is large enough to accommodate
metadata for crash recovery in most workloads.

To answer the first question, we measured the number of
logical pages that can be compressed and stored in a single
physical page with embedding their metadata.

Fig. 10 shows the cumulative distribution of the number
of compressed logical pages stored in a physical page with

their respective metadata. The ‘Bypass’ in the figure means
the ratio of the bypassed pages to the total number of logical
pages. For Internet trace, in which lots of compressed
objects are included, about 22 percent of logical pages are
bypassed ones. The Movie_Copy and TPC_C traces are two
extreme cases. The pages in the Movie_Copy trace are
mostly incompressible while those in the TPC-C trace are
all compressible enough to provide space for metadata
embedding. Two installation traces, Game_Install and
Linux_Install, are found to contain lots of successive zero-
filled pages, which achieve extremely good compression
ratio. Hence, their graphs increase very slowly.

When the number of compressed logical pages is larger
than or equal to one, we can embed metadata to physical
page. Except the Movie_Copy trace, we can store almost
over 80 percent of logical pages together with their respec-
tive metadata. If the number is larger than one, the number
of actually written flash pages becomes smaller than the
number of write-requested logical pages, which contributes
to the reduced write amplification factor (WAF). This effect
occurs in every trace except Movie_Copy.

The above results confirm that the metadata embedding
is applicable to real systems except special purpose systems
that store compressed data, mostly, such as multimedia
systems.

6.4 Performance Effects

6.4.1 Write Amplification Factor

To answer the second question (Q2), we compared the write
amplification factor of MEWwith those of the PM and zFTL.
Since we can maintain the allocation chain for the PM+AC
using the spare area (i.e., storing NEXT field in the spare
area of the first page in each block), it does not require any

Fig. 9. Average internal fragmentation size in a physical page in
compression-only FTL (physical page size: 4 KB).

TABLE 6
Distribution of the Number of Compressed Logical Pages

that Can Be Stored in a Physical Page in zFTL

No. of pages 1 2 3 4 � 5

Linux 50.3% 26.9% 7.9% 3.6% 11.3%
Game 79.2% 8.5% 2.8% 1.7% 7.8%
Compile 36.0% 29.7% 5.8% 20.4% 8.1%
TPC-c 67.4% 21.6% 2.3% 3.7% 5.0%
Internet 69.5% 11.4% 6.7% 5.7% 6.7%
Mov_Copy 99.8% 0.1% 0.01% 0.02% 0.07%

Fig. 10. Cumulative distribution of the number of compressed logical
pages in a physical page.
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additional page write overhead. Hence, both PM and PM
+AC show identical WAFs. The implementation of zFTL did
not incorporate managing reverse mapping information for
garbage collection and recovery. Hence, it maximizes the
compression effect, which gives us the lower bound of WAF
in the normal operation state of a compression-based FTL.

Fig. 11 shows the results. The WAF of each scheme is
normalized assuming that that of the PM is 1. Despite both
the decreased compression effect due to the metadata
embedding and the additional log page write overhead,
MEW shows similar WAFs to those of zFTL. Even in the
Movie_Copy trace, where most data pages are incompress-
ible, MEW shows only 2 and 3 percent larger WAFs than
PM and zFTL, respectively. It means that not only MEW
fairly well exploits the remaining fragment in each physical
page produced by compression, but also the logging over-
head in MEW is negligible.

Fig. 12 illustrates the detailed analysis of the increased
WAFs in MEW than those in zFTL. It shows the metadata
embedding and logging overheads in MEW, separately. In
all traces, the increased data page writes due to the meta-
data embedding occupies most portion of the increased
WAF. We can see a notable amount of metadata logging
overhead in Internet and Movie_Copy traces, where incom-
pressible pages are abundant.

Based on the above results, we can conclude that the
compression effect does not decrease, seriously, due to the
proposed scheme.

6.4.2 Effect of the State Bitmap Size

As presented in Section 3.2, one of the strengths of MEW is
the tunableness of the State Bitmap size which determines
the maximum number of compressed logical pages that a
single physical page can hold. Larger bitmap size enables
more logical pages be accommodated in a single physical
page, which results in lower WAF.

Fig. 13 shows the normalized WAFs of each workload
according to the varying bitmap size. Values are normalized
so that the WAF of each workload with 2 bits bitmap size is
1. As expected, we can see the decreasing WAF as the
bitmap size increases, in all workloads except the

Movie_Copy. However, the effect of the increased bitmap
size differs in each workload: Linux_Install and Game_In-
stall workloads have relatively larger effect than others. For
those workloads that have large portion of highly compress-
ible data, it is worthwhile to use larger bitmap size. For
other workloads, small bitmap size (2 or 4 bits) is highly rec-
ommended because large bitmap size increases the overall
memory requirement without noticeable performance
enhancement. MEW enables us to optimize the SSD perfor-
mance by tuning the bitmap size considering the workload
characteristics.

The above result lead us to conclude that the tunableness
of the State Bitmap size in MEW can be effectively exploited,
when the characteristics of the workloads can be known.

6.4.3 Garbage Collection Overhead

To answer the fourth question (Q4), we compared garbage
collection overheads of PM+AC, zFTL and MEW. PM+AC
does not use compression and uses the spare area to store
the reverse mapping information for SPO recovery. For this
comparison, we used the TPC-C trace which issues a total
5.27 GB of writes.1 Among the 5.27 GB writes, 0.82 GB are
original data writes and the remaining 4.45 GB are updates
on them. We configured the available space of the SSD as
1.32 GB (except the overprovisioned space) so that garbage
collection occurs frequently, while the original data can be
safely stored to available space. Then, we set that garbage
collection is invoked whenever all available blocks are used,
and 10 data blocks are reclaimed in each invocation.

Fig. 14 shows that both the number of garbage collections
and the number of valid page copies in each garbage collec-
tion decreased dramatically, when compression was used.
This is due to the increased overprovisioning by compres-
sion. The number of valid page copies for compression-
based schemes (zFTL and MEW) is the number of physical
pages written, not the compressed logical pages copied,
during each garbage collection. While the metadata embed-
ding and logging in MEW slightly increase the number of
garbage collections, our novel tie-breaking rule for the vic-
tim selection compensates the increased overhead through
the fewer valid page copies than zFTL.

We can conclude that the overall garbage collection over-
head does not increase due to the proposed schemes.

6.4.4 I/O Response Time

To answer the fifth question (Q5), we compared the I/O
response time among PM, zFTL and MEW. There is a

Fig. 11. Normalized write amplification factor.

Fig. 12. Increased WAF breakdown.

Fig. 13. Performance impact of the state bitmap size.

1. In other traces, where updates do not occur sufficiently, zFTL and
MEW did not trigger a remarkable number of garbage collections.
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tradeoff, in terms of the response time, between the com-
pression effect and the compression overhead. The addi-
tional (de)compression time and buffering time for page
consolidation in both zFTL and MEW can increase the over-
all response time. In contrast, the reduced number of page
reads and writes owing to the compression can decrease the
overall response time in a heavy load situation.

Table 7 shows the experimental results that support this
reasoning. In terms of the read response time, both zFTL and
MEW show slightly larger response times than PM due to the
decompression overhead, except for the Compile workload
where many sequential read requests could be served with
the reduced number of physical page reads. For the write
requests, zFTL and MEW show far smaller response times
than PM in the Linux and Compile workloads.We can see the
reason from Fig. 10. Those workloads have a very small num-
ber of physical pages that store only one logical page, either
bypassed or compressed. Hence, the compression effect is far
larger in those workloads than the compression overhead. In
other workloads, zFTL andMEW show larger response times
than PM. It is interesting to see that the increase of the
response time is not large inMovie_Copywhere the compres-
sion effect is marginal. As shown in Table 5, in Movie_Copy,
large requests are issued in a short time. Since large and burst
requests increase the length of the NAND command queue in
each channel of the SSD, the compression overhead can be
concealed by the waiting time of the NAND (write)

commands in the queue, which is a kind of pipelining effect.
On the contrary, in Internet and TPC-c workloads, we cannot
exploit the pipelining effect because small requests with rela-
tively large inter-arrival times are issued.

Based on the results, we can conclude that the compres-
sion overhead does not seriously increase the overall
response time but even decreases it in workloads where the
compression effect is large.

6.5 Recovery

6.5.1 Correctness of the Recovery Process

To show the correctness of our recovery process empirically,
we injected a total of five faults while executing the update-
intensive TPC-c workload, and confirmed that our recovery
process exactly recovered the in-memory SSD metadata in
each time. Table 8 shows the experimental results.

In the table, the number of different entries ‘before
recovery’ means the number of different entries between
in-memory and in-flash SSD metadata at the very time
when each fault occurred. Without any recovery scheme
in SSD, we cannot help losing those recent in-memory
metadata. ‘After recovery’ means the number of different
entries between snapshot and recovered in-memory SSD
metadata after our recovery process finished. Since the
metadata snapshot represents the very state of the SSD at
the time of fault, the absence of the different entries
between snapshot and recovered metadata should confirm
that our recovery process has successfully recovered the
SSD from a fault. The results in Table 8 convince us of the
functional correctness of the recovery algorithm in MEW.

6.5.2 Recovery Time

To recover from SPO in PM, we need to read entire physical
pages in SSD. Hence, the recovery time of the PM depends
on the SSD capacity (64 GB in our simulation). Using alloca-
tion chain, it is enough to read only those pages in the chain.
The allocation chain length depends on the number of data
pages that have been written after the last checkpointing.
Therefore, the recovery time of the PM+AC is determined
by both the checkpointing interval and the page write rate.
The page write rate is defined as the number of data pages
written during a fixed time duration. In MEW, we need to
read not only the data pages in the allocation chain but also
the log pages. Since not only a large number of log entries
are consolidated in a single log page but also log entries are
generated only for incompressible pages, the number of log
pages is not considerable. Also, owing to the compression,
the allocation chain length in MEW becomes far shorter
than that of the PM+AC.

Fig. 14. Garbage collection overhead.

TABLE 7
I/O Response Time Comparison

Response Time (ms)

Read Write

PM zFTL MEW PM zFTL MEW

Linux 0.25 0.26 0.25 48.58 21.42 21.46
Compile 0.33 0.32 0.32 37.87 10.92 10.95
Internet 0.24 0.28 0.28 0.14 0.17 0.17
Game 0.26 0.29 0.29 0.88 0.90 0.90
Mov_Copy 0.66 0.67 0.68 55.42 59.84 61.66
TPC-c 0.50 0.54 0.54 0.10 0.17 0.17

TABLE 8
Results of the SPO Recovery Experiments

Faults 1 2 3 4 5

Injection time (min.) 43 86 130 175 217

No. of
different
entries

Before PMT 3,953 3,286 1,175 5,499 2,455
recovery PST 5,166 4,309 1,476 7,694 3,277
After PMT 0 0 0 0 0

recovery PST 0 0 0 0 0
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To answer to the last question (Q6), we measured the
number of pages to be read for recovery in each scheme.
The actual time for recovery largely depends on both the
internal hardware architecture (e.g., # of channels and
ways) and FTL algorithm (e.g., page striping or interleav-
ing across channels and ways). Hence, we use the number
of page reads for recovery, instead of the recovery time,
to show the relative recovery speed of each scheme.
Fig. 15 shows the results, varying the checkpointing inter-
val from 1 minute to 6 minutes. The number of pages to
be read, Y-axis, is normalized so that that of the PM is 1.
Since the allocation chain length varies according to the
page write rate in each time, we plot graphs in the maxi-
mum and average chain lengths cases, respectively. From
the figures, we can confirm that the allocation chain dra-
matically decreases the number of page reads for recov-
ery. The PM+AC scheme requires only 0.1�6 percent of
page reads of the PM, even in its worst cases. Also, we
can see that the compression effectively decreases the
allocation chain length. Except in the Mov_Copy trace,
the number of page reads for recovery in MEW is far
smaller than that in PM+AC.

From the above results, we can conclude that the MEW
can recover from SPO in a short time regardless of the
checkpointing interval.

7 CONCLUSION

In this paper, we propose the Metadata Embedded Write
scheme which effectively exploits the compression-
induced internal fragment for sudden power-off recovery
in SSD. It consists of two novel schemes, Metadata
Embedding and Metadata Logging. The Metadata Embed-
ding scheme embeds metadata to the compressed data to
protect metadata from sudden power-off. The Metadata
Logging scheme safely stores the metadata for incom-
pressible pages where metadata embedding is not appli-
cable. MEW 1) guarantees consistency between data and
the respective SSD metadata, 2) can recover all pages
written to the flash memory, 3) does not require any spare
area space for recovery, and 4) shows very fast recovery
time regardless of the checkpointing interval. Despite all
those strengths, the overhead of MEW is shown to be
negligible through our extensive simulation.
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