TAEY ol 9% eFH IF AU
ok el KAIST

rnrudgh@gmail.com® {lee20807 | na94junl|yongjunpark} @hanyang.ac.kr ywon@kaist.ac.kr
Resolving performance degradation of journaling caused by waiting
for inserting of block to transaction

Kyoungho Koo® Wonjong Lee Joontaek Oh Yongjun Park Youjip Won
Hanyang University KAIST.
2 o
Al2El FEolv MY BA 2 FAFE Y v A TRAAFAA Y ALEC] HolE FAEA 9
vl = 5 9tk extd FHY Al2®lAE o]d BAE AY® (ournaling) & ol &34 sAgtt ¥y EA
APe ANY EdAAH0] B HPNA EdAHY HElE T_LOCKED 42 Wgste] ¢4 Zz13
A= ERAA AER 35S FUlske 2S gerh o] BN Hd Aite] He Askr EAs
A #rk £ =72 T_LOCKED AHQl 8jd EdAM A2 EF0] F7lE+ S s 83te] AR

E
Z2 AL AdR el o3 e Astrt B A4S gl B e V) AL die] 43.5%%F
1

sk,

1.4 & Adgel skl Alxg A% AsH] dclolehs Al

Adsta o5 HAFetd = B AT} AP} (78]

She) Alsgle AU FROERE CRAe] AL A (] gy Ay A0 A% Ae 498 EAT ol
A8 ) I g Axgets g AFAck AdPel 9% A =

e e A}%w (1114115
19V EXTA [217F A8 qne] 45 Asbs 248k o2 aldd e 53

.

—
[

o)
3, 7].78— Sh| /\]——%E]—E AR BT 7otk AdES =T}
AHgERE T Al2ES W AR wedals] del WA oS3l Ak ZEAG A A
ﬁg_

2]
(€]
Ze AL sijd wekE AR AL

AFES SHE 99l A el EMAAY] FHEHE o] Aelwe= X

AR AHAZE sk Ad gofoll ABlE ERSA g4 maAal st s Ed wiel AlAHES WA

& replaysto] vl AlAEY] d@dE FAET ERA 0 s Axrs 559 AMEAF ZEAAE Ad R xR

AL 55E gl A G A7) wlTef], L AlA o] 3t handlee 93, 2]d EWAH (Running Transa
AAE ¢lo] LB =AAE 18k FSCKI412E 2 ction) 9 reference count® Z7MA7 &, 919 A|AHES

€l

=

G e Rh ksl oleld PSR A EXTL wdsn wa Ag ehd Eumaedl e o wﬁ
XFSS} & we shel A4 DBMS § B S8 % og sdaa 7Aulo] oWHguhd, e Zeas
2IAE[0][11]0] 492 AHgsto] ABS AAF  andies 94 oa grlach Aee oY Eddo

| *@

o 7la 7] Aeeld Holth handles dEth B =S
ALES dides FAZ 7 AN e AdE T 99 7o Alsle] flelA] BAsn 7hesk dla whde A
gtk 53], F71802 & fsync AAE O QO AF B =Ro)A AAF s)d WS =& Macrobenc
948]1 HL}\‘E_&]'% E%le] ﬂgl% Xﬂg%] i]'oé /\]i\.%v/l Aé hmarko] varmail T]:Liﬁoﬂ}\‘] ;l]—oé 7\}'94 /‘él—o—% 43.

A

—t— bottleneckeltt [6]. ATt fsy 59 75430t}

A 25 }%O}X] e AREAF EEAA o] AgE At 7]ojsks vk vt 2
22 UE X2 MAY) 5E53

fsyncell 93l QA== ERNAM Avlo® Qg d5o]l A o o3

P

Al A9y ©|¥Ql JBD2st Ady 7 A|AEQ



EXT4clAe] EHAA %
o A et 3 A AdF A U 4
o S FAE B Il Aak e A
* Macrobenchmark?! !

S AR £

2 =S vy o] ek WA Ad® ) EXT4
oA EWAM e wE ] Wi o Jgs A
weth (24). T8an, @A Ad" AAYUFAA AR
ZRARC] 9 Ak Ass AsHAlTIE e Ast
3 (34), olel digt A4 Weks AAgtt (44). wpAuh
o7 ¥WAE WAUEFY A Ndes AEe T8 st
}.

2.9 4

Do

1 A€
AP A AR A7l B e u, FUAA" A
d (Consistency) = %371 §3+ wyolr}, 3ubAy
DRAMS W E Abgets AIAHS A9 FAAd
A2 o 7F wAE W, DRAMe] 71 2% dlolg7 A
EgA o ALA s & vt oju, dFul 7SS
O gdA AR ARE JRE 2bE 4 gl o]t
S ddol AR Sk,
1*%3 g dAS & w WAHE HolEHE AA
Z o]l Lo 7]Z3s7] Ao, "HolE Y BAME S
Zi” g AR 7Fsk= ol AlAR Felrp o
oAE W AEAgol doleEo] 23] V|EHSH

o rﬂ

AT HelHES AEDAY A gHe] AR )53
3, shebE reEglow AR slseld ehgomy

s FAT 5 vk olwf AEZAE Ad FAo
st o 7] ExEojok st dlolHEY S EWRAH0
E}J—,_ 3t ERAHE AEZ A Adddd 7)2s:=
Al (commit) ©]gta gt} EXT4A = A E® 9
S 98 £A45Z (ordered—mode) AEHES 7]
o7 ARt A RZoME HERHoE R Y
o FEsk oy 3 AARe] AdE Ropx g
A= EWAAA (Compound Transaction)
4l RE EdAHAL

2.2 EARA

3y EdAAL AE tAIYHE E=(journal desc
riptor block), sttt o9 27 &% Il Ad #An
£= (journal commit block) Al 7IAZ FAHT. Ad
a3y E52 EdAA 9 2 27 E5E50] 4
g WAk = A T FRE Zerh

Ad A 2
o A9 Eddae) AR 9EE dehys

g=olt},

& An ¥ (Committing), A=
ZQ E (Checkpoint) & 3714 AHE 71t 3 o
’S_HZE 018}01 Ade o fate] ®@ BE2Zo] AreE =
g EdAHolgt gt} o] EEAlold TR
/‘ﬂiﬂ fsyncg® T W, Z AN & 7]
Zow JBD2 AgE¥ dHEo] Zloldtt. JIBD2= #d E

AAMY AR AW} olu oy EAAHE v
9 Ed@ade] gk Avid EdAs el Edd
Mol ZPE BmEo] AY oolo] WAL wHTtow
Ad AY Bl Ad g A Ad AY BE
HA 2EAA AAE P ERGA] Aulo] ghEH
Aow st Avle] $haE EARMS AZLAE
Eaadel A Aaxded Augeld rsn B8

= 2EYAY A A V5=

g ougn

-
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struct journal_t{

transaction_t *j_running_transaction;
transaction_t *j_committing_transaction;
transaction_t *j_checkpoint_transactions;

rwlock_t j_state_lock;

}

Figure 1: journal_t AAZT%
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struct transaction_t{

journal_t *t_journal;

tid_t t_tid;

enum {
T_RUNNING,
T_LOCKED,
T_FLUSH,
T_COMMIT,
T_COMMIT_DFLUSH,
T_COMMIT_JFLUSH,
T_COMMIT_CALLBACK,
T_FINISHED

}t_state;




Figure 2: transaction_t AE7%
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1 |int add_transaction_credits(...) {

2 |transaction_t *t = j—>j_running_transaction,

3

4 |if (t—>t_state == T_LOCKED) {

5 wait_transaction_locked (j);

6 return 1;

71}

8

9 |if(log_space_left(j)< space_needed(j)) {

10| might_wait_for_commit(j);

11| if(log_space_left(j)<space_needed(j))
12 log_wait_for_space(j);

13| return 1;

141}
15|return O;
16|}
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