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Abstract—Providing high level of the fault tolerance in a small
system would be hard because of cost and efficiency concern.
We developed a Storage Reliability Analyzer (SOAR) to test and
to evaluate a fault tolerance of a single-disk system. SOAR is
a standalone device which consist of a portable case, a folding
LCD monitor, fault injection software, and SATA multiplexer
card. The fault injection software was implemented in Linux. The
OS of target is irrelevant because SOAR injects faults directly
to the HDD of target. It can inject fault in real time through
the SATA multiplexer card while the target is in operation. The
tolerance of the target system could be evaluated with variety of
errors of logical (device driver) and physical (ECC area of disk)
faults. For easy evaluation and testing, there provided three test
frame works, multimedia player, benchmark, and file system.
This paper presents three groups of case studies: multimedia
applications (AVIfile, MTV, Mplayer, RealPlayer, and Freeamp),
CE device (Tvix Player), file system benchmark tools (LMbench,
and IOzone), and file systems (Ext3, Ext4, JFS, and F2FS).

I. INTRODUCTION

Due to technology advancement, the capacity of HDDs is
increasing; a 3.5” sized single drive has a storage density of
0.21 TB [1] currently. Consequently, they are widely used in a
variety of fields; users ranging from individuals to enterprises.
Although SSDs are introduced as the next generation of stor-
age, the HDDs have a huge market share with its high capacity
and low maintenance cost compare with the SSD. As the
increased volume of digital information, the risk of information
losses becomes more significant. The most enterprise systems
has adopted the tolerance mechanisms for physical errors
and the recovery functions in case of information losses [2].
However, it is hard for small systems that have a single-disk to
have high tolerance for physical errors. There required a proper
analyzer for the Consumer Electronics (CE) device vendors to
be aware their system, the robustness and the corresponding
level for physical errors.

In this paper, we present SOAR which is a tool to test
tolerance of single-disk systems through injecting faults into
the intended position of an HDD. Standard SATA command,
WRITE LONG, is applied for reliable operation, positioning
technique such as random, fault library, and fault file. Using the
SATA command, SOAR is applicable to all HDDs, based on
the SATA standard. SOAR also can inject the faults regardless
location of faults with sector address or LBA. The pre-stage
of SOAR was limited to Linux multimedia application, such
as RealPlayer, Mplayer, and Freeamp because it was a Linux-
based application. To extend the evaluation targets, SOAR is
equipped with a multiplexer card and folding LCD monitor as
a standalone device. With the multiplexer card, SOAR is able
to inject a fault in real time to the disk regardless of the target
OS.

Our contributions are the following:

• SOAR, to test and evaluate fault tolerance a single-
disk system.

• SOAR that it can inject logical faults to the device
driver and physical faults to the ECC area of a disk.

• Three test frameworks to evaluate a single- disk sys-
tem.

• Case studies with multimedia applications (5), CE
device (1), file system bench- mark tools (2), and file
systems (4)

II. RELATED WORK

A tool that injects logical faults on a storage device is called
Fault Injection Tool [3]. This tool injects logical faults in an
IDE type disk by modifying a device driver. This tool uses
a logical approach technique that injects physical faults into
the system virtually to verify its reliability between the disk,
I/O interface, and file system. This tool injects faults between
the IDE disk driver of Linux, and the top of the system. The
key to this technique is the data request structure which was
implemented by modifying the source code of the kernel and
device driver. The modified request structure of the kernel
improves the I/O performance of the disk. When a disk access
request comes to the request queue for each block device, it is
replaced by an elevator algorithm to minimize the disk head
movement. Modifying the request structure produces, the same
effect as a physical error on the system. The advantage of
this approach is that we can verify the system’s robustness for
physical errors without damaging the digital information on the
disk. However, it limits the scope of verification and deletes the
fault information when the system reboots. There are several
ways to inject physical faults in disks [4], [5]. However, these
methods make it difficult to specify location of the fault, and
can cause irreparable damage to the device.
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Fig. 1. SATA Multiplexer and Embedded Package
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III. SOAR: DESIGN OVERVIEW

A. Embedded Packaging

SOAR is composed of a fault injection software, a SATA
multiplexer card, and an embedded package. The fault injection
software operates as an application on Linux, and injects
logical/physical faults into the user desired block address or
LBA address. Figure 1(a) shows a diagram of the SATA
multiplexer card. This card is implemented with PMC PM8307
SPS 3GT chip [6]. This multiplexer switches two active host
ports to one target port with low latency. When the verification
target is operating with the help of this multiplexer card.
SOAR can inject a fault in real time. This multiplexer supports
Native Command Queuing (NCQ) [7] command and non-
queued (ATA, ATAPI-7) command simultaneously. This card
is supplied with 1.8 V power from a PCI slot rather than an
external power. Figure 1(b) shows an overall view of SOAR.
We equipped SOAR with the fault injection software, SATA
multiplexer card, and a small display in the portable PC to
be used as a standalone device. In addition, we removed
unnecessary parts from the kernel and minimized the boot
time by using an SSD. SOAR offers a graphic user interface
which is optimized for the small display and a command-line
interface for advanced users. SOAR has easy function flow as
shown in Figure 2.

B. Fault Injection

1) ECC CREATOR: ECC-CREATOR injects physical
faults into the target sector by performing the WRITE LONG
of ATA command [8]. The fault injected by ECC-CREATOR
is recognized as a bad sector. When the target verification
system tries to read the bad sector, a read access error occurs.
When the system tries to write to the bad sector, it retries
as many times as the number set in the disk. If all retries
fail, the secor address is remapped to a spare area on the
disk. Therefore, ECC-CREATOR is appropriate to verify read
access errors. With write errors, the data in the target sector
is damaged since it is overwritten by the WRITE LONG
command to 0xff. It needs to recover the data of the sector
after the test since the object of SOAR is to test the robustness
of the system according to the bad sector of the disk. SOAR
back up the data of the target sector before performing the
WRITE LONG command. Then, SOAR asks the user whether
or not to recover the original data after performing WRITE
LONG command. When the user chooses the recover option,
the sector is recovered to the state before the test. The disk
recognizes the fault which is injected by ECC-CREATOR as
a bad sector. Therefore, the fault does not disappear even if
the system is changed or rebooted.
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select HDD

Sector Number

LBA Number

faultfile_crash()

file path

position (offset)

ecc_recover()

select HDD

Sector Number

LBA Number

ecc_creator()

select HDD

Sector Number
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Fig. 2. Function Flow of SOAR

TABLE I. LINUX/DRIVERS/BLOCK/HD.C (LINUX VER. 3.19)

/ ∗BitsforHD ERROR ∗ /

#define MARK ERR / ∗Bad address mark ∗ /
#define TRK0 ERR / ∗ couldn′t find track 0 ∗ /
#define ABRT ERR / ∗ Command aborted ∗ /
#define MCR ERR / ∗media change request ∗ /
#define ID ERR / ∗ ID field not found ∗ /
#define MC ERR / ∗media changed ∗ /
#define ECC ERR / ∗ Uncorrectable ECC error ∗ /
#define BBD ERR / ∗ block marked bad ∗ /
#define ICRC ERR / ∗ CRC error during transfer ∗ /

2) ERROR CREATOR: ERROR-CREATOR is designed to
inject logical faults without damaging the digital information.
This function can virtually inject all of the errors defined
in a device driver [9]. We applied fault injection technique
of Adriaens [3] to ERROR-CREATOR. It is a virtual fault
injection technique using a device driver. Adriaens’s technique
does not specify the error type and it only returns device error
message when performing read/write operation with an error
checked sector. On the other hand, with ERROR-CREATOR,
error types and error names can be configured. Error types can
be read, write, or interface error, and error names are defined
in device driver as shown in Table I. For example, the system
returns an Uncorrectable ECC error when performing a
write operation with the following settings: error type is write
error and error name is ECC ERR. Under the same setings,
read operations are performed normally. ERROR-CREATOR
has two recovery methods: the basic recovery, which deletes
error type and error name, and the other recovery method,
which applies real error flow. It applies to the read and interface
error. In case of read error, if a read error has occurred
on the disk, it remaps the error sector to the spare sector
when performing a write operation with that sector in a real
system. Therefore, if the error type is configured to read,
ERROR-CREATOR deletes the error type and error name
when performing a write operation with the error checked
sector. Interface errors are temporary errors in a real system.
Therefore, if the error type is configured as interface, ERROR-
CREATOR immediately deletes the error type and error name
after performing a read or write operation with the error
checked sector.

IV. TEST FRAMEWORK

Conventional test frameworks [10] are not enough to verify
robustness of the newest storages and file systems with large
capacity and high density. Furthermore, they only verify logical
faults and robustness of file systems and storages. In this
paper, we present a new test framework to verify robustness
of systems for logical/physical faults. This test framework
is divided into three types depending on the target system:
multimedia application test framework, benchmark tool test
framework, and the file system test framework.

Figure 3(a) shows the multimedia application test frame-
work. This test framework only considers read errors because
of the features of multimedia applications. Figure 3(b) shows
the benchmark tool test framework. In behchmark testing, read
test proceeds write test for the following reasons: i) In a read
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Fig. 3. Three Test Frameworks
TABLE II. SCREEN RESULT AND ERROR MESSAGE WHEN READ

ERROR OCCURS

Screen Result Error Message
Sign Result Sign Result

A Retry a Correct message
B Skip the read failure b Incorrect message
C Freezing c No message
D Application Termination
E Application Crash

test, it is need to create a target file for the read test of
benchmark, ii) In a write test,

the result of benchmarking test after injecting faults needs
to be compared to the result before the faults. Figure 3(c)
shows the file system test framework. It verifies robustness of
file system: a read error by ECC-CREATOR and a write error
by ERROR-CREATOR.

V. CASE STUDY

The host system, which runs the SOAR application, has
Intel Dual Core 2 2.9 GHz CPU and 4 GB main memory. The
host system is loaded with Linux 3.19. In all experiments,
we use SATA 3.0 HDD (WD4001FFSX), which has 4.0 TB
capacity as fault injection target.

A. Multimedia Application and CE Device

In multimedia application experiments, we verify screen
results and error messages of the application when a physical
error occurs in any location of the video file or the MP3 file.
We inject a physical fault by ECC-CREATOR. Multimedia
applications show various screen results and error messages
when reading area where faults were injected by SOAR.
Table II shows screen results and error messages when read
error occurr in the multimedia application.

TABLE III. ERROR MESSAGE OF MULTIMEDIA APPLICATION

Target Screen Error Message Header
AVIfile C c a
MTV C c b

Mplayer A/B a a
RealPlayer D b b
Freeamp D c b

Tvix C c c

We use five multimedia applications (AVIfile, MTV,
Mplayer, RealPlayer, and Freeamp) and one CE device to
verify the fault tolerance. AVIfile, MTV, and Mplayer are
applications for video. RealPlayer and Freeamp are applica-
tions for MP3. We use Divico Tvix Player PVR M-6520A as
the CE device. Tvix is a multimedia set-top box which uses
Linux as an operating system and uses single SATA HDD.
Table III shows the result of multimedia application tests. The
correct error handling routine of multimedia application is to
skip the fault area and resume playing and print the correct
error message for the fault. Our test result shows there are
no multimedia applications that exhibit correct error handling
routine. Tvix as CE device is also not perfect. When reading
a sector that has injected faults, Tvix Player will skip the fault
area and play will resume after the screen stops for 60 minutes.
If faults are injected to five or more consecutive sector, Tvix
will skip that file and play the next file after the screen stops
for 15 minutes. For both cases, there were no error messages.

B. File System Benchmark Tool

In this study, we test and verify the read and write robust-
ness of LMbench [11] and IOzone [12] which are performance
measurement tools for file systems. We measure and compare
the throughput of 2 GB writes before and after injecting the
faults in each benchmark tool. Due to the space limitation, we
omit the result of read testing. Figure 4 shows the throughput
of the benchmark with and without write error in LMbench
and IOzone. The throughput of LMbench is 56.2 MB/s in the
normal state, and 54.3 MB/s in its fault injection state. The
throughput of IOzone is 57.39 MB/s in the normal state, and
54.32 MB/s in its fault injection state. The throughput with
write error is slightly slower than that in a normal state. The
device driver is aware of the lower throughput and informs
the system in the form of a kernel message through the
error routine, when the physical error occurs during a write
operation. However, LMbench and IOzone were terminated
without any error messages despite write error occurrences.
This is because they do not return any error value for a write
error in a file system area. From this result, we have found
that these two benchmark tools do not take any action even
when a write operation is not performed due to the physical
fault of storage because these tools simply perform a one-way
write up to the storage.

C. File System

We inject faults in critical areas of the file system, and
verify the results for read/write error with user messages and
kernel messages. We defined the result of the file system
experiment as follows i)Data damage - the information on the
block is changed, ii) Data Loss - the block cannot be read
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after block read fail occurs, iii) Object Loss - file or directory
is gone, iiii) Mount Fail and Umount Fail.

Table IV shows the validation results of the file system
test framework with four file systems. In case of Ext3, partition
mount fails when a read error occurs in the super block, group
descriptor, and inode table. If a read error occurs in other data
structures, partition mount succeeds, but the digital information
gets damaged. In journal area, partition mount fails when a
read/write error occurs at any data structure. From this result,
we have found that Ext3 does not handle physical errors such
as bad sectors, adequately. Ext4 shows similar result as Ext3 in
most areas, except for a few differences. Ext4 loses the object
without exception when a read error occurs in the inode table.
Also, fewer errors occur compared to Ext3 with a write error.
These differences prove that Ext4 is more robust than Ext3 for
physical errors.

The result of JFS is contrary to that of Ext3. JFS recovers
read errors by copying a replica of the data structure to the
original area when a read error occurs. However, if a read error
occurs in both the original and the replica of the data structure,
the system crashes. Partition mount fails when a write error
occurs. When a write error occurs in journal data structure.
JFS shows various error conditions except system crash which
indicates that JFS performs basic checks on partition, and JFS
does not consider the error of the journal area.

F2FS shows the strongest error robustness. The partition
mount fails when a read/write error occurs in check point
area. The noticeable point of F2FS is that partition mount
succeeds after several seconds of delay when read/write error
occurs in node address table and segment summary area.
This is a process to recover the node address table and
segment summary area from replica. From these results, we
can conclude the following: device driver area, file system
area, and user area form a layer structure, and information
exchange between the layers does not take place.

VI. CONCLUSION

In this paper, we developed a tool to test and evaluate
a fault tolerance of the single-storage system. We call this
SOAR. It can inject a logical fault into the device driver
or a physical fault into the ECC area of storage while the
target system is operating. We present specific case studies to
evaluate the performances of SOAR with five multimedia ap-
plications (AVIfile, MTV, Mplayer, RealPlayer, and Freeamp),
a CE device (Tvix Player), two file system benchmark tools
(LMbench, and IOzone), and four file systems (Ext3, Ext4,

JFS, and F2FS). Through the investigation of various systems,
we found that the most common problem is incorrect recogni-
tion of the errors. If the system detects any specified fault of
storage clearly it could be recovered or avoided with specified
methods. With the reason, SOAR could be a solution of it.
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TABLE IV. RESULTS FOR READ AND WRITE ERROR OF THE FILE SYSTEM (O: POSSIBLE, -: NO OPERATION, X: NOT ABLE TO VERIFY)

Area Name Results
Data Damage Data Loss Object Loss Mount Fail Umount Fail

Read Failure
super block x o - o -

Ext3 group descriptor x o - o -
(Data) block bitmap x o - - o

inode bitmap x o o - -
inode table x o - o o
super block x x x o x

Ext3 descriptor block x x x o x
(Journal) data block x x x o x

commit block x x x o x
super block x o - o -

Ext4 group descriptor x o - o -
(Data) block bitmap x o - - o

inode bitmap x o - - -
inode table x o o - -
super block x x x o x

Ext4 descriptor block x x x - x
(Journal) data block x x x - x

commit block x x x - x
super block - - - - -

JFS control page - - - - -
(Meta) inode allocation map - - - - -

aggregate inode table - - - - -
block allocation map - - - - -

JFS journal super block x x x x x
(Journal) journal data block x x x x x

check point area - - - o -
segment info table - - - - -

F2FS node address table - - - delay -
segment summary area - - - delay -

main area - - - - -
Write Failure

super block - - - - o
Ext3 group descriptor - - - - o

(Data) block bitmap o o - - -
inode bitmap - - o - -
inode table x x o - -
super block o o o - -

Ext3 descriptor block o o o - -
(Journal) data block o o o - o

commit block o o o - -
super block - - - o -

Ext4 group descriptor - - - o -
(Data) block bitmap o - - o -

inode bitmap - - - - -
inode table x x - - -
super block o - - o -

Ext4 descriptor block o - - - -
(Journal) data block o - - - -

commit block o - - - -
super block - - - o -

JFS control page - - - o -
(Meta) inode allocation map - o o o -

aggregate inode table - o o o -
block allocation map o o o o -

JFS journal super block x x x x o
(Journal) journal data block o o o o o

check point area - x x o x
segment info table - - - - -

F2FS node address table - - - delay -
segment summary area - - - delay -

main area - - - - -978-1-4799-8748-1/15/$31.00©2015IEEE 344


