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ABSTRACT

Nonvolatile memory, which exhibits low I/O latency and guarantees
persistency of data, is considered as a new memory that is going
replace the volatile memory. Since the nonvolatile memory has a
smaller capacity than NAND Flash memory or hard disk drives,
nonvolatile memory requires a swap partition on a storage device
to free the limited resources for other applications. Most of the
existing swap algorithms use a page replacement policy optimized
for volatile memory; however, the algorithms do not take the char-
acteristics of the nonvolatile memory into account. Thus, there are
irrelevant or unnecessary operations for the nonvolatile memory,
thereby reducing the overall performance of the system. In this
paper, we develop UFLRU (Unmapped object First LRU) swap algo-
rithm that is optimized for the nonvolatile memory. We evaluate the
swap out and in performance of FIFO, SCLRU, CFLRU, and UFLRU.
The result shows that UFLRU is 30%, 25%, and 15% better than FIFO,
SCLRU, and CFLRU in performing swap out, respectively; for swap
in, UFLRU shows 35%, 55%, and 28% better performance than the
FIFO, SCLRU, and CFLRU, respectively.
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1 INTRODUCTION

Nonvolatile memory, such as FRAM (Ferro-electric RAM), PCRAM
(Phase-Change RAM), STT-MRAM (Spin Transfer Torque Mag-
neto RAM), Resistive RAM (RRAM), TAS-MRAM (Thermal Assisted
Switching Magneto RAM), and 3DXPoint is considered as a next-
generation storage device that supports byte addressability, persis-
tency, and the low latency that is comparable to DRAM[6]. One
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of the use-cases of the nonvolatile memory proposed by the re-
searchers in the field is to use it as the memory for storing persis-
tent objects in the address space of a process [1, 5]. They show that
storing persistent objects in the address space to the nonvolatile
memory is better than storing them in the block devices such as
HDD and SSD because it can avoid the use of slow block I/O devices,
and thus increase the overall system performance.

HEAPO allows CPU to directly access nonvolatile memory to
exploit the low latency and the byte addressability of nonvolatile
memory in the system. HEAPO [1] provides persistency to ob-
jects in persistent heap in the virtual address space of a process by
binding the address space to a physical address [2].

The number of persistent objects that can be created within the
persistent heap area of a process in HEAPO is bounded by the size
of the nonvolatile memory used in the system. It is because the
persistent heap space is one-to-one mapped with the nonvolatile
memory. This approach has a self-explanatory problem of main-
taining the infrequently used or unused persistent objects in the
limited capacity of the nonvolatile memory. Current version of
HEAPO cannot handle such situation. To make room for currently
and frequently used objects, HEAPO can swap some of unused
objects out to a slower storage device. Current swap policies such
as SCLRU (second-change LRU) or CFLRU (clean-first LRU) [4] are
optimized for file system based memory system. HEAPO exploits an
anonymous page in memory instead of the file system [1]; however,
the current swap policies do not consider anonymous pages. Thus,
we need a paging algorithm that takes account of overhead of swap
in and out of anonymous pages in the nonvolatile memory.

In this paper, we design a swap policy called UFLRU (Unmapped-
object First LRU) for a hierarchical structured system with non-
volatile memory and storage device. UFLRU evicts a persistent
object that incurs the least swap out overhead to swap partition of
storage device when it is unable to allocate a persistent object in
nonvolatile memory. The policy not only expands the volume of
persistent objects that can be created in the process address space
but also provides optimized algorithm for selecting victim persis-
tent object. Compared with CFLRU [4], UFLRU reduced swap out
latency by 15% and swap in latency by 28%.

2 BACKGROUND

2.1 HEAPO: Heap-based Persistent Object Store

HEAPO (Heap-Based Persistent Object Store) [1] exploits a range
of a virtual process address space as the address space for storing
persistent objects. The address space for the persistent objects in
the virtual address space of a process is called persistent heap
area, and HEAPO provides an interface for process to access the
persistent objects in the persistent heap. When a process creates
a persistent object, it is stored in the nonvolatile memory, and
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Figure 1: Architecture of UFLRU

they are guaranteed to be persistent even after the system has
shut down [2, 3]. The virtual address space allocated for storing
persistent heap is one-to-one mapped with physical address of the
nonvolatile memory. Thus, a process can access a persistent object
with the virtual address of the object without having to identifying
the physical address of the object.

2.2 Memory management of HEAPO

The current implementation of HEAPO creates a persistent ob-
ject and stores it only in the nonvolatile memory. Thus, if there
is insufficient space in the memory, HEAPO cannot create any
more persistent objects. To resolve the problem, HEAPO needs to
employ swap in/out mechanism with hierarchical storage layers
that consists of nonvolatile memory and storage device. With the
swap in/out feature implemented in HEAPO, it can procure the free
space needed for storing new persistent objects in the nonvolatile
memory.

3 UFLRU: UNMAPPED-OBJECT FIRST LRU

3.1 Overview of UFLRU

Fig. 1 illustrates the architecture of UFLRU. In UFLRU, volatile mem-
ory and nonvolatile memory are in the same hierarchy. UFLRU
updates page tables for persistent objects. This page table contains
the mapping information of persistent objects stored in the Persis-
tent Object Area. The page table translates the logical address of a
process to the physical address in the nonvolatile memory. When
the space in the nonvolatile memory becomes insufficient, HEAPO
swaps the data in the nonvolatile memory out to storage device.

3.2 Memory Management of UFLRU

3.2.1 Selecting the Swap Out Page. There are two important
design choices that UFLRU must make while selecting the victim
page to swap out. UFLRU must decide its policy for a page shared
by multiple processes and for dirty pages. When a victim page is
referenced by more than a process, all the processes must update
their page table entry. Searching and updating the page table of
different processes is a time-consuming operation. To reduce the
overhead, UFLRU first checks the reference flag of a page. UFLRU
gives higher priority to a page without any processes referencing it
rather than a page referenced by processes. The rationale behind this

1134

New Allocated Page

Head
Page

Tail

Page Page

| |
©+| list_head Iru

Active List list_head Iru

Next

list_head Iru

Prev Prev

Page Emjssion

Mapped Page Unmapped Page

Head Tail
[ o ] |
list_head Iru list_head Iru

Next .‘ Next

Page

Page

| |
list_head Iru

Figure 2: Page List Management in UFLRU

Inactive List

Prev Prev

approach is that if none of the processes are referencing the page,
the page can be chosen as the victim without having to go through
all the page tables. One other thing that UFLRU must consider is its
policy on a dirty page. Dirty bit of a page indicates that the content
of a page in the memory is different from the content in the storage.

Thus, if we chose a clean page as the victim, we do not have
to access the storage and can immediately swap the page out to
the nonvolatile memory. This approach guarantees the better swap
in/out performance than selecting the dirty page as the victim.
Therefore, UFLRU gives higher priority to a clean persistent object
page rather than a dirty persistent object page as a victim for the
swap out operation. In the case where all the pages in the page
list is referenced by at least one process, UFLRU follows LRU swap
in/out policy in Linux. It takes the tail of the page list and choses it
as the victim of the swap repeatedly until enough space is reclaimed
to store new persistent objects.

3.2.2  Sorting Active/Inactive Page List. UFLRU sorts pages to
increase the performance by reducing the time spent in traversing
processes and updating page tables. Fig 2 illustrates how UFLRU
sorts a page in active and inactive page lists. A newly allocated
page and a frequently accessed page is inserted into the head of the
active page list, and the internal order of the pages are managed
with LRU algorithm. When the number of pages in active page list
is smaller than that of inactive page list while performing swap out
operation, UFLRU relocates a page from the tail of the list to the
inactive page list. UFLRU checks flags associated with the page to
decide whether to put it in the head or the tail of the inactive list. If
the page is referenced or is dirty then it is inserted to the head, and
if the page is not referenced by a process or is a clean page then it
is put into the tail of the list. After deciding where the evicted page
should be placed, all pages that takes less time in swap operation
are put into the tail of the list and all pages that takes relatively
longer time in swap are put into the head of the list.

4 EVALUATION

To evaluate the performance of swap algorithms, we used Linux
Kernel version 3.15 running on Intel i7 (920) 2.67 GHz CPU with
WD 1 TByte 7,200 RPM HDD. We used 1 GByte of DRAM and 512
MByte of NVRAM and 18 GByte of space as swap partition. To
evaluate the performance of swap algorithms, we created three
processes and four hundred 1 Mbyte sized persistent objects which
are randomly mapped to different pages. Then, we created four
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Figure 3: Swapping Performance of Swapping Algorithms

hundred more 1 MByte sized persistent objects to trigger swap out
algorithms and measure the performance of swap algorithms.

We used Second-Chance LRU (SCLRU, the default swap algo-
rithm in Linux Kernel version 3.15), First-In First-Out (FIFO), and
Clean-First LRU (CFLRU) to compare the performance of the swap
operations

4.1 Workload

The persistent objects in the nonvolatile memory is referenced by
three processes, the total number of references a page can have is
minimum of zero to maximum of three.

Depending on the number of references it has, we categorize
them as Unmapped(0), Mapped(1), Mapped(2), and Mapped(3) Ob-
ject. We set the ratio between the objects as 1:1:1:1. After creating
four hundred 1 MByte sized persistent objects and referencing them
in equal ratio, we create another four hundred 1 MByte persistent
objects to trigger run the swap out algorithms and measure the
running time and page reclamation rate.

After that, we access the Unmapped(0), Mapped(1), Mapped(2),
and Mapped(3) Object to measure swap in latency and number of
storage access of each swapping algorithms.

4.2 Experiment Result

Fig. 3a shows the swapping latency of each swap algorithm when
there are hundred persistent objects in Unmapped(0), Mapped(1),
Mapped(2), and Mapped(3) Object groups. It shows that in swap out
latency, UFLRU takes about 30%, 25%, and 15% less time than FIFO,
SCLRU, and CFLRU algorithm , respectively. In swap in latency,
The result shows that UFLRU takes about 35%, 50%, and 30% less
than FIFO, SCLRU, and CFLRU algorithm, respectively.

Fig. 3b shows that UFLRU has the highest page reclamation rate
among the swap algorithms. It is because there are more number of
pages that can be swapped out with less number of extra operation
for searching and updating the page table information compared
to the other algorithms.

Fig. 3c shows that UFLRU and CFLRU has the lowest storage
access compare to the other swap algorithms. Low storage accesses
means relatively low disk I/O usage, suggesting that UFLRU and
SCLRU swap performance is better than the other swapping algo-
rithms.

Fig. 3d shows that UFLRU has the lowest number of swap in
attempts compared to the other swap algorithms. Lowest swap in
attempts in UFLRU suggests that UFLRU has the highest swap in
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success rate than the other swapping algorithms that takes several
attempts to retrieve the wanted pages.

5 CONCLUSION

In this paper, we designed and implemented UFLRU algorithm that
considers number of processes that maps the nonvolatile memory
page while selecting victim pages to swap out. By freeing the space
allocated by the victim of swap out operation, UFLRU successfully
provides enough space to serve the requests. We have evaluated
the swap out performance of FIFO, SCLRU, CFLRU, and UFLRU
and showed that UFLRU is better than FIFO, SCLRU, and CFLRU by
30%, 25%, and 15%, respectively; and for the performance of swap
in, UFLRU is better than FIFO, SCLRU, and CFLRU by 35%, 55%, and
28%, respectively.
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