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Abstract- Web applications are launched by Wekkigine. Dominant fraction of launch latency is rgpen

serializing the resource file. Webkit engine lodlds HTML format based resources from the storagécdeand

converts them to memory representation creating iDdtument Object Model) tree and render tree. dverhead
of this deserialization is excessive and the modeim applications suffers from tens of a secorapiplication launch
latency. We develop a new software lalyastlO. FastlO maps a file system region to memory ared tiis memory
region to persistently store the tree represemtatay., DOM tree and render tree, of the resoudaestly to the
storage device. The FastlO layer eliminates thehmasl of serializing and deserializing the HTML dxsesources;
parsing the documents, and creating DOM tree anderetree. We implement FastlO layer in commodiBydhd

adopted FastlO on the Webkit engine. With Fasth®@,dpeed of launching an application increasesAtfx4 7.9x,

and 2.9x when the resource files reside in ram@8§), and eMMC, respectively.

Keywords — Persistent heap, web application, Welbkiserialization

|. INTRODUCTION

Native application platforms consist of Operatingstém (OS), e.g., linux, solaris, windows, etc, d8é
(Instruction Set Architecture), e.g., x86, ARM, .ditowever, the native application platforms havgadivantages in
portability. To reduce development costs in diveasbardware and OS, JVM (Java Virtual Machine)] [28d web
platforms are deployed in these days. These afiplicplatforms support to launch applications inglegently to
hardware and OS. Java applications are compiledaintintermediate code called bytecode. Since Jehktates the
bytecodes into the machine code in runtime, Japhcabions can be executed in any environmentsiilt is running
on. The application platform for web applicatioasalled a web platform. The web platform alsodraadvantage in
portability since web applications can be launcimedarious web engines, e.g., Webkit [5] and Ge@oMost web
platforms are based on an open source framewddddalebkit. When an application is launched, Welakdtls XML,
HTML, CSS, JavaScript [4], and images into memdhen, it converts these resources into tree datetstes called
DOM (Document Object Model) tree and render treé3.[1

Mobile Operating Systems, e.g., Android [1], web[@F and ChromeQOS [14], adopt these machine-indegn
application platforms. Android provide Java-baspgliaation platforms, e.g., dalvik [13] or ART (Arad Runtime).
WebOS and ChromeOS provide Webkit-based applicgblatforms. However, compared to native application
platform, these kind of application platforms haisadvantages in aspects of performance sincedaeyre additional
overhead of translation or tree construction [ShiM/Java applications are required to translatednde, the overheads
can be minimized by pre-compiling, Just-In-Time @iler, etc. However, time consuming tree constarcis always
required for launching web applications. When tppligation is finished, Webkit discards the DOMetr@nd render
tree. Whenever an application is started, Webkieats the process of loading resources and cre2tig tree and
render tree. This deserialization overhead is Oftehsive and becomes more significant in mobilembedded
devices.

In this work, we develofrastlO technique and adopt it on Webkit to eliminate deserialization overhead in
launching web applications. FastlO is aligned ® plersistent heap approaches [28, 11, 15, 16]tifxipersistent
heap techniques have difficulties in deploying theémce they are designed for NVRAM devices thattiigadvantage
in cost and size at current. However, FastlO uksesh fdevices to make memory data persistent. Beh ftlevices,
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existing persistent heap mechanisms induces signifoverheads due to excessive page invalidatidgtes-leading
block 10. In FastlO, we eliminated the overhead dasuring consistency which is inessential for ilating the
deserialization overhead. FastlO is implementedsier-level library and does not require any modltfan of the
kernel. In addition, we adopted FastlO for Webkitmheasure the performance improvement by elimigatire
deseralization overhead.

Il1. RELATED WORK

The techniques to improve the performance of welvbers have been around for decades. Smart ca@thg
observed that style data and layout data can lsedefor revisiting the same web page. It eliminsibesredundant
computations in style formatting and layout caltiotaby caching style and layout data. A numbewofks propose
to improve the performance of web browsers by dtiptp parallelism. Separating the works of web bsw into
several threads is proposed to improve the endfigieacy and the speed of web browsing [17]. leextes multiple
threads in parallel for parsing, layout calculatiand JavaScript handling. A technique to divide rinder tree into
sub-trees and exploit parallelism for each subir@eoposed to improve the loading speed of alwetyser [19]. Kim
et al. proposes to divide the process of web pagéig in to a main-thread and sub-threads [18¢ Main-thread
requests and parses HTML documents and the subdhrequest sub resources. ZOOMM [8] is a panabbl browser
engine optimized for mobile devices equipped withitircore. It provides subsystems which operatparallel for
resource manager, DOM engine, rendering engin@Siaipt engine, and user interface.

This work focuses on the memory persistence toimdita deserialization overheads by reusing mematg.d'he
memory persistence is also known as orthogonaligpense which was proposed by Atkinson [12]. Orthvag
persistence means that every memory data as wigk @ata is ensured to be maintained againstga®termination
and system crashes. The development of non-volamory technologies, e.g., FRAM, PCM, RRAM, andlST
MRAM, is providing opportunities to support persiste on the memory [27, 20]. There exist a fair lIneinof works
to exploit memory persistence. Mnemosyne [28], N¥apis [11], SoftPM [15] and HEAPO [16] propose tpleit
NVRAM as persistent heap. They place a special sagin the process address space as persistentdheapbor
persistent object and this segment is mapped imsipal NVRAM. They also provides for applicationsw set of
interfaces to create/delete the persistent menegiipin. Our previous works proposed flash-basedgtens heap layer
[21, 22]. Different from our previous works, we rsaee the performance of flash-based persistent beagrious
devices including ramdisk and eMMC. In addition, ea@mpare 1/O patterns to validate benefits of elating the
deserialization overheads in launching web apptinat

Ensuring consistency against system crashes amrtiamp to exploiting persistence on the memory. kég of
providing consistency is ensuring the ordering efmory writes. The memory writes can be reorderedtdwut-of-
order execution and write-back cache policy ofgheeessor. Techniques to provide a persistent tiesqribed above
also handles consistent problem by guaranteeingmtite order with cache-related instructions. Bhemdet.al.
compared various software based ordering guaramtéebanisms in the x86 architecture [7]. Persisarhory Block
Driver [10] is a block device abstraction for th# RAM and provides several operations for orderingrantee. WSP
[25] suggested using capacitor to ensure persistamd consistency for the whole system includirnfpea and registers
in the processor as well as memory.

To resolve the cost and capacity issues of curmemtvolatile memory technologies, alternative hgtapproaches
are proposed. NV-DIMM [26], and teraDIMM [3] arerdavare techniques that provide DIMM interface te BBAND
flash memory as byte-addressable persistent memory.

I11. BACKGROUND

A. Launching Web Application in Webkit —

Webkit is an open source framework which provigedlities to create a web browser and execute wplications.
In Webkit, the process of loading web pages anddaing web applications are similar except that page loading
requires a network connection. Figure 1 shows m®oéloading web pages in Webkit. After finding tlveb server
by URL, a HTML document which is main resource @wvdloaded into the memory or the storage. The HTML
document contain information of the page layoutiesof the page, existence of JavaScript, sizenages, and the
number of images. To extract these information, Miteberforms parsing the HTML file. The parser inelkit
tokenizes the HTML document into HTML elements,tsias HTML tags and contents, and creates two ta¢e d
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structures called a DOM (Document Object Model ed a render tree, respectively. Then, sub ressimcluding
CSS, JavaScript, and images are additionally réedds the web server and downloaded into the mgroothe
storage. JavaScript engine updates DOM tree, regjresources, and modifies style information wlitd downloaded
JavaScript. Similar to HTML, CSS is parsed andstiyke information is extracted from CSS. Finallyel¥it displays
the web page using the tree structures.

Request

—

Resource

/ﬁ DOM Tree Render Tree T
Main resource ===

Layout

URL Attach Renderin N
—.| HTML : Rendering l." 8
Parsing =

Sub resource I

Javascript

css { Style rule

| Decode
Image

Image

—/
Figure 1. Process of loading web page in Webkit

B. Problem Assessment —
Table -1 Resource Loading Time and Web Page Loabimg

Web Site Resour ce L oading (sec) Web Page L oading (sec)
Facebook 0.082 0.531
Y outube 0.271 1.115

Google 0.127 0.988

Naver 0.241 1.044

Daum 0.335 1.041

In loading web pages and launching web applicatitnesprocess of constructing tree structures tlmmwesources,
e.g., HTML, CSS, and JavaScript, are required. & Abshows resource loading time and web page lgdufire for
five websites. The time is measured where the ressueside in the local storage. Resource loaitimgis the time
to load the resources into memory and to create D@Mand render tree. Web page loading time isvkeall time
to display the web page. On average, resourcerigdifhne takes about 21.6% of web page loading tirhes implies
that the overhead of constructing tree structuressinificant and imposes significant delay innehing web
application as well as loading web pages. In thiskwwe call the overhead of constructing treecstnes from
resources, e.g., HTML, CSS, JavaScript, etc, aaridd¢ization overhead.

In web page loading, each accesses for web pagesaelownloading web pages. Although some ressuraa
be cached in the local storage, network delayasaoidable to ensure that the web pages are uptto{dareover, web
pages tends to be updated frequently. However, aygdications are rarely updated compared to welegpag
Nevertheless, constructing tree structures arepeed every time when web applications are launchied reason is
that the tree structures cannot be reused singédtate in the volatile memory which serves fa tieap of the process
address space. The deserialization overhead calsdéund in loading various kinds of files, egpread sheet, word
processor, etc, which are formatted in markup lages, e.g., XML.

Persistent heap mechanisms [28, 11, 15, 16] pr@pgertunity to eliminate the deserialization owati by reusing
the memory data. However, they are designed for AMRNon-Volatile RAM) devices. As commercial NVRAM
devices have small size and high cost, it obstrhetsieployment of utilizing the persistent heagetaln this work,
we propose providing the persistent heap layer fléish devices to encourage an immediate deployniesting
persistent heap techniques make an effort on prayfdilure-safe atomicity to ensure the consisyasfanternal data
structures. However, we do not need to concerntahewconsistency and durability of the tree stitesince they can
be reconstructed from resource files against thghciMoreover, ordered word writes to flash impeses
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overhead since each word is written in block unidl @ach word update for the same block invalidt#tespage
immoderately.

IV.DESIGN
A. Overview —
[ Stack | y - I ©
n // Metad. T
. SR ) Metadata
Shared library ||, R - Object File

' . ﬁ
Persistent
Area - - - | Object File A
[ s | 00

+
t
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Figure 2. FastlO basic concepts

This paper proposeBastlO technique which preserve memory data after thega® is terminated. Figure 2
illustrates the overall structure of FastlO. Fas#€erves virtual address region in the proces®addpace. The region
of FastlO consists of persistent area and metadapersistent area consists of objects. Eaclcbisj@ persistent
heap and has its own name. Object can be crelkaded, and mapped by the interfaces of Fasti@aByc memory
allocation is handled on the object which is spedifs a parameter of the dynamic allocation iaterf To extent the
object in the process address space without rébogdtastiO support that an object can residesveral discontinuous
pieces of pages. The metadata object is a spagijabpe object in FastlO. Hence, the metadata olsj¢iated as an
object internally. To make the object persistemistFO stores each object into the object file. Birlyi, metadata is
written into the metadata object file. FastlO usesmmap() system call to map object files and tadeta object file.

The metadata region maintains names and mappiogmafion. Since FastlO provides a programming méalel
reuse the persistent data with a name, FastlOsst@mes of objects in the metadata. The mappimgniation is
maintained in metadata region to make objectsways mapped to the same address space. The dlejgetré mapped
by mmap() system call. When an application is réstia the virtual addresses which persistent datacated at is
changed after the termination of process. If thdresb changes, the pointer values stored in theetsbiose validity.
To prevent this FastlO keeps the address to mdpadgect. The details are discussed in later.

Storage Storage

S—

DRAM

DRAM

Obj i
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Figure 3. Comparison of loading web resourcesénvikb platform

FastlO provides primitives to reuse memory daterafte process termination. Figure 3 shows thewdiffces of
Webkit behavior when FastlO is not adopted and &dbWithout FastlO, resources are load into tlgepaache and
then DOM tree and render tree is constructed (Ei@a). These processes are alway required singéeethstructures
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are not retained. However, we can reuse the treetstes with FastlO (Figure 3b). By reusing themoey data, it is
possible to eliminate the deserialization overhead.

B. Design Principles —

In this work, we develop FastlO providing a peeistheap layer to eliminate deserialization ovettkea loading
files written in markup languages, e.g. XML, andriehing web applications. In developing FastlO,make efforts
on satisfying three design principles: reusabditynemory data, flash-based persistence withouifgignt overhead,
and dynamic allocation/deallocation capability. g memory data is essential to eliminate deszaisdn overhead.

To provide reusability of memory data, FastlO pdm& a persistent heap layer. We define interfaces a
programming model to support reusability of memdaya. FastlO uses flash devices to store memoaytdatsolve
cost and size issues in using NVRAM technologieg, STT-MRAM, PCM, etc. Typically, writes to thersistent
memory are serialized to guarantee write ordernBweNVRAM which is byte-addressable, ordering guree
overhead is significant since it limits parallelismd cache efficiency. The overhead of orderingantae becomes
more significant for flash devices. The flash desgiare accessed in page unit and erased in blatckruasing flash
devices as persistent memory, every writes forlbigtes incur block write. Moreover, consecutive esito the same
page induces excessive invalidation due to outadepconstraint of flash I/O. Fortunately, we do meed to concern
consistency in exploiting persistence to elimirdgserialization overhead. Once the deserializea idagtored in the
persistent memory, it is not changed until theindted data, e.g., web applications, is updateds;TWwe may assume
the persistent data is read-only after creatioconsistent data is remained in the persistent feragrashes during
creation of persistent data. However, it can bepbirhandled in our case since persistent memougtstres can be
reconstructed from original files.

FastlO should provide dynamic allocation/deallamatapability. In launching web applications, theles of tree
structures are dynamically allocated by malloc@stFO provides malloc()-like interfaces to providégnamic
persistent memory allocation/deallocation.

C. Interfaces —

FastlO provides eight interfaces for reuse and hjoallocation/deallocation: p_create(), p_deletp()map(),
p_unmap(), p_malloc(), p_free(), set_prime_node(Q, get_prime_node(). The brief description of¢hiaterfaces are
as follows.

* void p_reserve() initializes the process addreasesfo use FastlO primitives.

* int p_create(char* name) creates an object andgatidile. The name of the new object is determibg
the name parameter. Initial size of the object BledKB. The mapping and the name information is
registered in the metadata of FastlO. After thigpeiiforms mapping the new object into the proeessess
space.

* int p_delete(char* name) deletes an object andgttfile specified by the name parameter. Thepirep
and the name information is unregistered in theadwtt of FastlO.

* int p_map(char* name) maps an object specifiechbyname parameter into the process address space.
e int p_unmap(char* name) unmaps an object spedifigtie name parameter into the process address.spac

* void* p_malloc(char* name, int size) allocates went memory from the name object. The size of
memory allocation is specified by the size. It matuthe allocated address as legacy malloc() does.

* void p_free(char* name, void* addr) frees persistaamory specified by the parameters.

» void set_prime_node(char* name, void* addr) sethpsaddress of prime node of the object specified b
the name parameter. The address is stored indtedata region of FastlO.

* void* get_prime_node(char* name) returns the addoéshe prime node which is set by the user.

The p_reserve() is a function that should be inddiefore using FastlO. The p_reserve() preventeadaonflicts
between FastlO region and legacy file mapping, eagnap(). The details of the address conflict istFa will be
discussed in later.
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p_create(), p_delete(), p_map(), and p_unmap()rrstuccess or fail values to handle error condifidre dynamic
allocation/deallocation interfaces of FastlO isikmo the legacy malloc()/free() which is provitlby glibc, except
that FastlO requires an additional name paramEs=tlO defines a prime node which is a special rasdeng the
dynamically allocated memory. The prime node is aitne dynamically allocated memory which makgassible to
visit every dynamically allocated structures. Fearaple, prime nodes of tree structure, linked-asijl array are root
node, list header, and the start address, respBctiVhe prime node should be set by the user @iplifor reuse.
FastlO provides set_prime_node() and get_prime_(haaterfaces to set and get the address of tiegoniode.

When the size of an object is insufficient to hanull malloc() request, the size of the object ardtiject file are
increased. Then, modified object information, eagdress region, is affected into the metadateasfi®. Increasing
the size of an object is implemented by p_exteimt€ynal function. The p_extend() function incresattee size of the
object file and maps the file to process addreasesplo determine the address of the expandedpppi extent()
allocates the address region from the persisteatiarthe process address space and updates thengagformation
of the object which resides in the metadata oFRas|O.

#include <p-lib.h>

. Process
struct list { . . .
int data; Application p_create (“Object B”); Address Space

struct list *next;

2 e

int main(void)
i 1 Search Mapping Table -

struct list *head, *node; for name
int i; —> Name Address

p _reserve(); Libp.s0.0.0.0 L ObjectA | 0x6000_ ObjectA
’ (Library) ' |

if (p create(“list”) == 0) .
“p_map (“list”); 2. F'(|49'ch)eate """"""" [P N
p - 1
head - get_prime node ("list”); 3 Complete] | 4. mmap(id, 0xgoboy |1 _ OB
node = (struct list *)p malloc(“list”, | _ = — ———f——————— @ — ———— " |"7T7T7"""
sizeof (struct 1list)); ~ | ———— — ————T === T -
node->data = rand();
node->next = head; Filesystem )
set_prime node(“list”, node); Kernel 5. Mapping
. ObjectA file 0x8000
p_unmap (“list”); ¢+ b - >
return 0;
S I
Figure 4. Example source code for FastlO Figure 5. Process of p_creatg@rface in FastlO

D. Programming Model —

FastlO provides a simple programming model in etiplp the persistence of the memory. Figure 4 shows
programming example of FastlO. At first, p_reseyvis( invoked in order to prevent address conflithe
p_create("list") is used to create an object naftistl. When the object named "list" exists, striequired to map the
object explicitly by p_map('list"). To reuse datd&rustures in the object, the prime node is obtairmd
get_prime_node("list"). The application uses p_owllist", size) to allocate persistent memory frtma “list” object.
The prime node is set by set_prime_node("list",@)a@ince the head of the list is changed. Afteslfimg the use of
the object, p_unmap(“list") is called to reledsis bbject in process address space.

V.IMPLEMENTATION

We develop FastlO on Linux 2.6.35 for x86-32bitétecture. FastlO provides the persistent heapifvies in the
user library level. As FastlO does not requires ification in kernel, FastlO can be easily portedJdIX systems
without significant modifications. In this sectiome explain the implementation issues in detail.

A. Persistent Support with Flash Devicest —

As FastlO provides persistence with the flash dmyiit is required to map the pages of flash imgarocess address
space. For this purpose, FastlO uses mmap() systbrBecause the flash devices cannot be accestexlit loading
into the memory, the kernel load the data fromfléigh device to the page cache. Then, the pagedachapped to
the process address space and every read/write angmory is performed on the page cache. Thissnieoonsistency
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between the page cache and the flash devicesairotte updated data, msync() system call candk ®nce FastlO
is based on the flash devices, synchronizing meratiactures smaller than a page size is not redjuvtoreover,
completely constructed in-memory structure of Fastte read-only for our use case of reusing in-mgrstoucture of

web applications. Our approach in providing a stesit heap for flash devices can reduce signifioaethead of
ensuring consistency.

Figure 5 illustrates the process of handling p_teq¢&all. For comprehension, the metadata straafiFastlO is
represented in conceptually. The detailed struatimetadata will be discussed in next sectiontl®as provided as
a library. When p_create("Object B") is called, ttzame “Object B” is search on the metadata of Badflnot found,
object file named “Object B” is created on the diogy which is reserved by FastlO. Then, regidter‘Object B” in
the metadata of FastlO. After then, mmap() is irehkvith the specified address in the FastlO libr&igally, the
mapping is established for the “Object B".

B. Metadata Structure —

Process Address Space

p_superblock p_ns_entry P_vm_area Storage
B " Metadata [[~.. ——
Hash Table L_metd Object “f——
Metadata
“daum” | Object A || ™. N Object File
- Object File A
| otjecta ||
“naver” | Object B e Object File B
" S @
| objects ||~

Figure 6. Metadata structures in FastlO

Figure 6 shows the metadata structure of Fastl®.métadata is stored in the metadata object fidenaapped
into the metadata region (figure 2). As the metddiect is also an object in FastlO, the metadhjiect has also the
prime node. The p_superblock is the prime node@htetadata object. The p_superblock maintaingbimters for

Application execution Application re-execution Application Execution Application Re-execution
I Stack I Storage | Stack | | Stack I | Stack I
Storage
¥ ¥
Object File "
h : ) ; : ) T ] x3000 Shared library 3000
S T X Shared libi X
X Object O | Object | X s
) ——) ——] : [ —
) 3
t 1 1 1
| Heap | | Heap | Heap Heap
Data Data Data Data
Text Text Text Text
Figure 7. Problem of invalid pointer iglre 8. Address conflict with shared libraries

p_ns_entry structures: the head of list and thetppto the hash table. Each p_ns_entry can belézliby both the list
and the hash table. The hash table uses the naareegisWhen searching an object with a name, dsb table is used
to avoid sequential list search. The p_ns_entgllixated for each object and consists of foudfial name, in-use
count, and two pointers. The name is used to searct by its name. The in-use count containsnim@ber of
processes that maintain the mapping to the olijéstused to prevent the object which is usewfber processes from
being deleted by p_delete(). The two pointers egicp_vm_area structures. The p_vm_area repreaesitsgle
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contiguous address region for the object. Each p avea contains the start address, size, and daff$eé file. The

start address and the size determines the regimapoobject into the process address space. Thistgat data for the
region is maintained in the file and the offsefilefto load is contained in the p_vm_area. Asdbgct can reside in
discontinuously in FastlO, p_vm_area structuregtersame object are organized with the linkedslisicture. The
two pointers in p_ns_entry indicates the first kst p_vm_area} structures which organize the dbjec

C. Ensuring Pointer Validity —

The p_map() interface performs mapping an objétrito the process address space by mmap() systibrsince
FastlO stores in-memory data structures into theobHile, it is possible to reuse in-memory dafteraprocess
termination. To support reusing data properlysitdquired to ensure the validity of pointer vaealkto reuse them.
The pointer variable becomes invalid when the exidoé data designated by the pointer is changgdré&i/ illustrates
the situation that the pointer becomes invalideAfie-launching the application, the pointer vdgatan indicate a
wrong address when the address that object areedapphanged. Although the address is given taitinap() by the
parameter, the address is ignored if the mappimgpsssible on that address. There are two wagslt@ this problem.
The first is to use pointer swizzling [24] to fiachode in the object. The second is to ensuregronalidity by always
mapping the object to the same address space. &ecéithe overhead in the pointer swizzling, we thgesecond
method and designed objects to be mapped to the address.

D. Preventing Address Conflicts —

To ensure the validity of pointers, FastlO alwaygsithe object into the fixed address. Thusrédgsired to ensure
that any objects of FastlO does not conflict withes memory regions to locate them properly. SiRastlO uses
mmap() system call to map object files, the objeapping on the specified address may fail if théresk is occupied
by others. There can be two reason of addressictsnBhared libraries and file mapping. Fasti®@hess the address
conflicts by reserving the address space.

Process Address Space Process Address Space
parsing Proc file... | Stack | Stack |
-- Shared library area ------

- Ty . p_vm_area
D - N sharea Lirary_J [ o
L i s Shared lirary Area
b76fbeee-b76fe000 ®
b75fa0e0-b76fbeee /lib/libc-2.13.s0 e
b7678060-b7612600 /1ib/libc-2.13.50 Fixed R d Metadata
b757f060-b76f8600 /Lib/Lib so location eserve

Metadata Area | oboct |
- jec!
Shared libr?ry size = 1b4ece ObleCt
P _base: BXB6S54DBOO | ---------------------- EEEEEE mmap | mmap |
¥ 4
t t
Heap Heap
Data Data
Text Text
Figure 9. Reservation to prevent conflicts withrgldibraries Figure 10. Reservation for existirjects

When an application is executed, shared librages, libc, are mapped into the process addres® spalinux,
shared libraries are also mapped by the mmap()mirhap() system call initially search a proper \attaddress region
starting from mmap_base which is defined in then&kerThe value of mmap_base is randomly determieen a
process is create. The problem for this randomevafunmap_base is that newly created object ol ®a=tn conflict
with shared libraries in other process contexts.

Figure 8 shows the example of address conflicthgred libraries. An object was located in 0x300G@mvian
application was executed at first. However, a ghéibeary is loaded at 0X3000 when the applicai®restarted after
termination. In this case, the object cannot beddaat that address at which the object has beateld before. To
avoid address conflicts, FastlO always locatesolgjects starting from the fixed location definedfbase in FastlO.
The size of the shared libraries vary among thdéiGgipns and the value of mmap_base vary amonggssocontexts,
it is possible to avoid address conflict by cardgfdetermining the P_base. Fortunately, the vamatif mmap_base is
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only 2MB centered at 0xB7701000 in Linux. In ourremt implementation, we assume that the only a dbared
libraries are used. However, it is trivial to adijtie value of P_base.

Figure 9 illustrates the process address space abplication that is initialized for FastlO. Tceepent the address
conflicts between shared libraries and objectsiBagserves the unused region between the et ahtared libraries
and the P_base. The reservation process is peiddmgne_reserve(). By parsing “/proc/pid/maps” filEastlO extracts
the end of the shared libraries. Then, empty addipaces between shared libraries and P_basesarea by calling
mmap() system call. After this reservation, itisered that objects are not mapped to this area.

Another kind of address conflicts can occur duthofile mapping. In FastlO, objects are always jpeajpto the
same address to ensure the validity of pointersveier, if the addresses for the object are useéllfomapping in
advance of object mapping, an address conflictrscdo prevent this, p_reserve() searches evegctdbhand reserves
address spaces of objects. Figure 10 shows theveglsareas of FastlO in the process address sNate.that this
reservation does not map existing objects intgptioeess address space. To ensure that the regeistihg objects
are not allocated for other purposes, the p_refgpeeforms dummy mapping to reserve the regiorctvican be used
for objects of FastlO. Therefore, it is requirediiscard the reserved mapping before mapping atohihen p_map()
is called.

E. Dynamic Memory Allocation/Deallocation —

The legacy dynamic allocation/deallocation is perfed in the heap area by malloc()/free() whichpaoeided
by the libc. FastlO provides familiar interfaces dignamically allocating and deallocating persisteemory:
p_malloc() and p_free(), respectively. The dynaafiiccator of FastlO is almost similar to the libmdmic allocator.
The malloc_state structure maintains free listhemory chunk. The allocation is performed by therdging the

URL

Process Address Space Process Address Space
[ Stack | [ Stack | Applied
¥ LS N K fastio___
Object 4 || No free space T object i i
i | ! Request | 1
Jenms | g L ]|
: ! : :
v I ! 1 Style Rule | 1
bﬂ;() p_extend() “\; ! !
| Y s ’ i i
No f H t R s s
o free space eap Heap
Data Data Layout
Text Text
malloc() p_malloc()
Figure 11.malloc() vs. p_malloc() Figure 12. Flow of Webkit with FastlO

free list. Different from the libc, malloc_statesi®red at the beginning of each object in Fastiis is because FastlO
allocates and deallocates persistent memory frarn ebject and the information of free chunks neelet persistent.

When p_malloc() is called with the size and the @atine corresponding object is searched. Thepaiches free
chunks in the found object and allocates memotlérobject. When the request cannot be allocatedaliack of free
space in an object, the object need to be expardéede case of the legacy volatile heap, the banndf the heap
increases continuously by the brk() system callweleer, the object cannot be enlarged continuoustpé process
address space if the addresses to enlarge ardyatreeupied by other file or object mapping. Tomap discontinuous
expansion of objects, p_extent() internal functioased in FastlO. The p_extent() function extéradsize of the object
file and perform mapping the extended area ofitedoff mmap() system call. hen, the extended pagesserted into
the list of free chunks.
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F. Adopting FastlO on Webkit —

To load web pages, a web browser starts from dawig and parsing HTML document. Then, DOM tree and
render tree are constructed and web page is dramtheoscreen according to the DOM tree and theeretide.
However, if the browser is terminated or it accesm®other a web page, the DOM tree and the rerekepf the web
page are discarded from the memory. When web browsestarted, HTML document is loaded into menfooyn
the storage and DOM tree and render tree are reaotesd. Launching web applications is almost saaméxcept that
they does not require a network connection analarays loaded from the local storage.

We adopted FastlO on the QT-4.6.4 web browseritoirgting the deserialization overhead. The QT#4w8eb
browser is based on Webkit. Figure 12 is a flowrichbweb browser with FastlO. First, existenceobject for URL
is tested. If there is object, object file is loddeto memory and DOM tree, render tree and in-nrgratructure sub
resources are reused. But, if there is not objes, browser loads resources and DOM tree and réredeare created.
The process of loading resources and creating D@&and render tree is eliminated when accessengaime URL
again by storing DOM tree, render tree, and in-nmgrstructures of sub-resources with FastlO.

V1. EXPERIMENT AND RESULT
A. Experimental Setup —

To measure the performance improvement of adoptasylO, we apply FastlO on Webkit-based QT-4.6.6 we
browser. In addition, we measured the performarideypvalue stores adopting FastlO to measure érfopnance
when FastlO is used for read/write workloads. Gitrmmplementation of adopting FastlO on the Welskichieved
to store in-memory structures of resources intodbject of FastlO. The experiment was performedeudMD
Phenom X4 925 Processor with 4GB DDR3 DRAM. We raeashe resource loading time in Webkit-based web
browser. For flash storage, we used a commerci@il@ASSD (Samsung 840 Pro 256GB) and eMMC 4.41 bites
deivce. To measure the improvement of FastlO irfdaker storage device, we used ramdisk.

B. Eliminating the Deserialization Overheads —

We measure the improvement of eliminating desegtibn overhead in the web browser. In this expeninwe
compared the loading time of web page resourctinnmodified web browser and the FastlO-adopteuvowser.
Although our interest is the improvement of laumchiweb applications, the process of loading webepaand
launching web applications are almost similar ekdepthe network delay. To eliminate the networay in web
page loading, we store every resources on the steedge. In addition, we use a file path instefddRL.
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Figure 13. Resource loading times on legacy Wedit Webkit with FastlO
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Figure 13 shows the resource loading time of agirtal web browser and a web browser with FastiQG¢chviare
depicted as Webkit and F-Webkit, respectively. Weasure the performance on five web pages whennasoreside
in SSD, ramdisk and eMMC. For Webkit, the loadiimget is defined by loading resources from the steragd
constructing in-memory structure including DOM tie&d render tree. For F-Webkit, the loading timddined by
mapping an object and loading every pages of thecblrom the storage. Main resource loading referthe time
spent on loading the HTML document into the mem8yb resource loading refers to the time spenbvadihg CSS,
JavaScript, images, and others into memory andesting them into in-memory data structure. Parsafgrs to the
time spent on parsing the HTML document and crgadiDOM tree and a render tree. FastlO refersedithe spent
on loading to memory from the files to reuse theNDtee, render tree, and in-memory structure ofresburces.

In case of legacy web browser, most of time is sfmrloading main and sub resources. In youtulzefanebook
web pages, many portion of time is possessed bsteonting DOM tree and render tree In other webepaparsing
time is not very significant. However, the performa improvement of adopting FastlO is impressivee ading
speed is higher than that of legacy web browseaonlisk, SSD, and eMMC by average 44.8x, 7.9x,,2ébpectively.
As we described in Table 1, the resource loadimg tbccupied 21.6% of web page loading on averagapBlying
the improvement of resource loading with Fastl@, dkerall web page loading time on average camipeoved by
21.1%, 18.9%, and 14.15% on ramdisk, SSD, and eMig&pectively.

C. I/0 Overheads in FastlO —

Table 2 shows the number of files and the sizetal resources required to loading web pages inkivabd F-
Webkit. In F-Webkit, every resources for a web pagestored as a single object file. However, the sf an object
increase since in-memory data structures maintaompressed data for images. The increased sidgecamproblem
when the storage size is not sufficient. The resmsize of F-Webkit implies that the amount of sire eventually
required in the memory to load the web page ordhuhe web application. As the size of storagdariger than that
of memory by order of magnitude in most devices,asgeume that the storage is capable of storingetaurce for
FastlO. In addition, the original resource fileg te& deleted after creating in-memory structuresptetely. Although
FastlO does not ensure consistency during creafiommemory structures, it does not have consgstéssues after
creation since FastlO assumes that the in-memnargtates are read-only.
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Figure 14 1/0O time in Webkit and F-Webkit

As the size of the deserialized data maintaine@dwstlO is larger than that of original resourcesfilF-Webkit
requires more I/Os than original Webkit. Figureshéws the 1/0 times of Webkit and F-Webkit in loegliveb pages.
As expected, F-Webkit consumes more time for I/@gared to Webkit and it is dependent to the perforre of the
underlying devices, e.g., ramdisk, SSD, and eMM&.dfow storage devices such as HDD, FastlO mahaed any
advantages in loading web pages or launching wplications. However, FastlO improves the overaddimg time
significantly for flash devices despite of the B@erhead (Figure 13). For more fast storage devihesmprovement
is more significant as shown in the result of raskdi
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D. FastlO as a General Persistent Heap Layer —
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Figure 15 Key-value store performance

In designing FastlO, we focuses on the eliminatiregdeserialization overhead in launching web appbns. In
this case, the persistent memory regions are raydidowever, FastlO can be still used for read&wiorkloads by
adopting msync() properly. To measure the perfoceawhen the FastlO is used for read/write worklpads
implement two kind of key-value stores adopting HestlO: B-tree based and hash based key-valuesstoNe
compare the performance of the key-value stords Bérkeley DB (BDB) on a SSD device. Insert, lookaipd delete
operations are performed for 1 million pairs of k&jues. The size of key and value are 16 byte Zhdyte
respectively. In implementing key-value stores,use msync() to providing consistency.

Although msync() based synchronizing can induceiicgnt overhead in flash-based FastlO, the peréorce is
improved compared to BDB. The key-value store base®-tree is 1.9x-2.7x faster than BDB (Figure )15&e
improvement is more significant for hash-based kaye store. The performance is 2.4x-12.8x fadtantBDB
(Figure 15b). This result suggests that FastlObsaadopted as a general-purpose persistent heap lay

VII.CONCLUSION

This paper proposes FastlO technique to eliminaedeserialization overhead in launching web appbaos.
FastlO is a technique that provides a persisteap tegyer to reusing the memory in the process addspace. We
adopted FastlO into the Webkit to support reusmgnemory structures including DOM tree and rendee tand
remove the process of deserialization. FastlOshasge overheads since the size of in-memorytstes stored in
the storage increases compared to original resdilecéHowever, FastlO improves the performancéoafling web
pages or launching web application significantlytfe flash devices. By adopting FastlO on the Vitelde improve
the resource loading time by 7.9x and 2.9x for 88eMMC, respectively. Since most mobile devisssflash based
storage, FastlO can provide improvement in laurgchiab applications. As the performance of the g@idevices are
improving, we believe that the improvement of aduaptFastiO will be more significant in the futur®ur work
contributes in providing a persistent heap layerflash devices without significant overhead andpihg it to
eliminate the deserialization overhead in launchird applications.
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