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ABSTRACT
Huge page is an attractive technique that can improve performance
by reducing the number of TLB (Translation Lookaside Buffer)
misses and address translation overhead. However, a lot of memory
intensive applications such as Redis, Hadoop and MongoDB recom-
mend to disable this technique due to the performance anomaly. To
address this issue, this paper proposes a novel analytic framework,
called HPanal, that can evaluate the benefit and cost of the huge
page technique quantitatively. The benefit is estimated by three
parameters, namely TLB miss, page walk overhead and page fault,
while the cost is assessed by the page allocation overhead. These
parameters are affected by not only application characteristics such
as working set size and access pattern but also system conditions
such as available memory and fragmentation degree. HPanal also
provides run time capabilities for measuring these parameters while
changing application characteristics and system conditions dynam-
ically. Real implementation based experimental results reveal that
our framework can explore the tradeoffs in an appropriate way and
the fragmentation degree plays a key role on performance of the
huge page technique.
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• Software and its engineering→Memorymanagement; Soft-
ware performance; •Computingmethodologies→Modeling and
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1 INTRODUCTION
Modern computing systems equip with terabytes of RAM to support
memory-intensive applications such as big data analytics, deep
learning, key-value store and cloud workloads [1]. However, they
still use the traditional 4KB base pages, which incurs two problems.
One is increasing TLBmisses and the other is the address translation
overhead, resulting in poor performance [2].

To tackle these problems, many researches have introduced the
huge page technique that makes use of 2MB or 1GB huge pages,
also called as large pages, instead of 4KB base pages [3–8]. By
utilizing huge pages, we can enlarge the TLB coverage that gives
a positive impact on TLB misses. In addition, the page walk for
address translation goes through 2 or 3-levels in huge pages instead
of 4-levels in base pages, which can reduce the translation overhead.

However, even though its potential benefits, a lot of memory-
intensive applications recommend not to use the huge page tech-
nique due to the performance anomaly [9–12]. For instance, redis
reports a big latency penalty induced by the CoW (Copy onWrite) of
process memory when it uses huge pages. An excessively high uti-
lization and an I/O throughput degradation are observed in Hadoop
and Oracle, respectively. Couchbase and MongoDB also suggest
users to disable the huge page tecnique since it is detrimental to
the performance and function.

Intrigued by such performance anomalies, this paper proposes
a new analytic framework, we refer to it as HPanal (Huge Page
Analyzer), that can investigate the benefit and cost of the huge page
technique. The framework consists of four components, namely
tradeoff explorer, workload generator, system configurator and
measurement facilities.

The tradeoff explorer examines parameters such as working
set size, number of page faults and page allocation overhead that
affect the cost-benefit analysis. The workload generator sets up
application characteristics using the existing and synthetic work-
loads. The system configurator controls experimental environments
including available memory and fragmentation degree. Finally,
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the measurement facilities collect real experimental data through
hardware-level performance monitoring [13, 14] and kernel-level
profiling [15].

We implement our proposed HPanal in the Linux kernel version
4.6 on an Intel Core i7 system. From experimental results, we make
the following three observations. First, most applications obtain
performance gain by using huge pages. But, some applications,
especially those having sparse memory access patterns on a large
working set, suffer from performance degradation. Second, the
performance trends of applications are well matched with those of
the TLB miss and page walk overhead reduction. Also, the portion
of these benefit in the overall execution time depends on the total
execution time of an application. The final observation is that the
degree of memory fragmentation affects the benefit and cost of
huge page greatly, resulting in latency spikes.

The rest of this paper is organized as follows. In Section 2, we
explain the background of the huge page technique. Then, the
motivation and proposed framework are described in Section 3.
Implementation details and analysis results are discussed in Sec-
tion 4. Related work is surveyed in Section 5. Finally, we summarize
conclusion and explain future work in Section 6.

2 BACKGROUND
In this section, we first explain what differences are there between
base pages and huge pages. Then, we discuss how the huge page
technique is implemented in Linux.

Paging is a well-known mechanism employed by most operating
systems for supporting virtual memory [16]. Figure 1 shows page
tables used for address translation in the paging mechanism on
64-bit Intel and AMD CPU considered in this study. It basically
manipulates physical memory in 4KB unit, we refer to it as a base
page. Then, it makes use of 4-level translation tables, namely page
global directory (PGD), page upper directory (PUD), page middle
directory (PMD) and page table, which are indexed by each 9-bit
offset in a virtual address. Hence, translating from a virtual address
to a physical one requires to lookup these tables, incurring the
address translation overhead (also known as page walk overhead).
This overhead becomesmore serious in a virtualization system since
the address translations are conducted both in a guest operating
system and host operating system (or hypervisor) [3, 7].

Figure 1: Address translation: 4-level for base pages vs. 3-
level for huge pages

To reduce the address translation overhead, a huge page tech-
nique is introduced that manipulates physical memory in a larger

unit such as 2MB or 1GB unit instead of the 4KB unit. The larger
unit is called as a huge page or large page [8]. In this paper, we focus
on the 2MB unit only while our results are generally applicable
to other units such as 1 GB. The 2MB huge page technique uses
3-level translation tables rather than the 4-level in the traditional
4KB base page technique as shown in Figure 1. In specific, it makes
use of PGD, PUD and PMD for the address translation and the final
PTE is used just as an offset in a huge page. This 3-level translation
allows to reduce the page walk overhead.

Another advantage of using huge pages is that it can extend
the coverage of TLB (Translation Lookaside Buffer). TLB is a kind
of cache that keeps recently used virtual-to-physical translation
information. Hence, if a memory request hits in TLB, it can access
physical memory directly without paying the page walk overhead.
The huge page technique can extend the TLB coverage by up to
512 times theoretically considering the size difference between the
huge and base page.

For obtaining the advantages of huge pages, many operating
systems including Linux, Microsoft Windows, and BSD provide
their own huge page support mechanism [17]. Linux initially sup-
ports a mechanism, called HugeTLB, that provides interfaces to
set up memory pools and to map huge pages explicitly [18]. Later,
from the kernel version 2.6.38, Linux releases a new mechanism,
called THP (Transparent Huge Pages), that manages huge pages
transparently by supporting automatic promotion and demotion of
page sizes [19].

When a page fault occurs in an application, THP tries to allocate
a huge page whenever possible (in other words, there exists an
available entry in the 29 order of the buddy system). If it fails to
allocate a huge page, THP has two options [19]. The first one is that
it directly reclaims base pages and compacts them in an effort to
allocate a huge page immediately. The second option is allocating
a base page to the application, while triggering the background
defragmentation. In specific, it wakes up two kernel threads, called
kswapd and kcompactd, in the background to reclaim pages and
to compact memory. Note that there are tradeoffs between two
options; the former may cause a long latency while the latter defers
the benefit of huge pages.

THP has another kernel thread, called khugepaged, that relocates
base pages to huge pages when more huge pages become available.
It is invoked periodically at the low priority. In addition, a huge
page can be splitted into base pages when it becomes old and is
being reclaimed.

3 DESIGN
In this section, we first discuss the motivation of this study. Then,
we explain the structure of our HPanal (Huge Page Analyzer) frame-
work.

3.1 Motivation
Figure 2 presents the application execution time results that stim-
ulate this study. In this experiment, we execute applications from
CloudSuite [20], YCSB [21] and PARSEC [22] benchmarks under
two different environments; one is based on base pages and the
other on huge pages. Details of experimental environment and
benchmarks will be further described in Section 4.
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Figure 2: Application execution time comparison between
base and huge pages

From Figure 2, we can observe that some applications such as
redis, data analytics and graph analytics obtain performance gain
by using huge pages. It can enhance the application execution
time ranging from 14% to 31%. The canneal application shows
similar performance regardless of which pages are employed. On
the contrary, huge pages give a negative impact onmedia streaming,
degrading 44%.

Now the question is what factors lead to such results. As men-
tioned in Section 2, the huge page technique can reduce the TLB
misses and address translation overhead, which give a positive ef-
fect on performance. Besides, it can decrease the number of page
faults since it allocates 2MB pages rather than 4KB ones at each
fault. On the contrary, the allocation overhead of huge pages can
be bigger than that of base pages since allocating a huge page de-
mands 512 adjacent free base pages. In addition, it has a potential
to waste memory when they are used sparsely or to amplify I/Os
for swapping.

Note that all these factors eventually depend on application char-
acteristics such as working set size and access pattern. Also, they
are affected by system conditions such as available memory and
fragmentation degree. Exploring the influences of these parameters
is the key motivation of this paper.

3.2 Framework
To analyze the benefit and cost of the huge page technique quanti-
tatively, we design HPanal, a huge page analysis framework. It con-
sists of four components, namely tradeoff explorer, workload gen-
erator, system configurator and measurement facilities, as shown
in Figure 3.

Figure 3: Internal structure of the HPanal framework

The tradeoff explorer inspects parameters such as working set
size, number of page faults and page allocation overhead that affect
the cost-benefit analysis. To investigate the application execution

time discussed in Figure 2, it devises an analytic model, expressed
as follow:

Tapp = Tcpu +Tmem = Tcpu +Tprepare +Taccess (1)

, where Tapp , Tcpu and Tmem are the overall application execu-
tion time, the total time spent on CPU, and the total time elapsed
for memory, respectively. The Tmem can be further divided into
Tprepare andTaccess , where the former is the preparation time for
memory accesses while the latter is the actual memory accessing
time.

Tprepare is the time spent for preparation before actual memory
accessing, which can be represented like this:

Tprepare = Npaдe_f ault ∗Tallocation (2)

, where Npaдe_f ault is the number of page faults andTallocation is
the page allocation overhead. Note that the page allocation overhead
includes times not only for allocating from the buddy system but
also for zero filling and defragmentation.

Finally, the actual memory accessing time,Taccess , can be repre-
sented as follow:

Taccess = Nr equest ∗ (NT LB_miss ∗Tpaдe_walk +Tlatency ) (3)

, where Nr equest , NT LB_miss , Tpaдe_walk and Tlatency are the
total number of memory accesses requested by an application, the
number of TLB misses, the page walk overhead and the DRAM
latency, respectively.

Among these parameters,Npaдe_f ault ,NT LB_miss andNr equest
rely on application characteristics. To analyze these influences, we
design the workload generator in HPanal. It allows to run existing
applications [20–22] with different setups. In addition, it provides
a new synthetic workload so that a user can change application
characteristics including working set size, memory access patterns
and total number of memory requests. Currently, it supports three
patterns, namely sequential, random and stride.

Other parameters such as Tallocation and Npaдe_f ault can be
affected by system conditions. The system configurator is designed
to analyze these influences. It can configure experimental envi-
ronments including available memory and fragmentation degree.
To control available memory, it runs a synthetic workload that
consumes memory until a specified threshold. To govern the frag-
mentation degree, it employs UFSI (Unusable Free Space Index) [6],
which is expressed as follow:

FraдmentLevel(j) =
TotalFree −

∑max
i=j 2i ∗ ki

Total f ree
(4)

, where j is the order of the buddy system to assess the fragmen-
tation degree, TotalFree is the number of free base pages and Ki
is the number of free pages at the order of i . Therefore, when we
set j as 9 (in other words, 29 ∗ 4KB = 2MB), we can assess the
total free huge pages over the total free base pages. By verifying
this value while running the synthetic workload, we can initialize
the fragmentation degree at the level we want to set. One concern
of this approach is that it may require a long initialization time.
Alternative approach for the system configurator is manipulating
the buddy system directly through a new system call and we leave
it as future work.

The final component of HPanal is measurement facilities which
are used for collecting real experimental data. When an application
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runs, we can measure the Nr equest , NT LB_miss , Tpaдe_walk and
Tlatency through hardware-level performance monitoring [13, 14].
In addition, theTapp , Npaдe_f ault andTallocation can be collected
through kernel-level profiling [15].

4 EVALUATION
We have implemented HPanal in our experimental system. It con-
sists of Intel Core i7-6700 3.4GHz quadcore, 32GB DRAM and 1TB
SSD. Each core has 1,536 shared TLB entries both for 4KB and 2MB
pages in L2 cache [23]. Also, in L1 cache, there exist 64 entries for
4KB pages as I-TLB and D-TLB, respectively. On this platform, we
install the Linux kernel version 4.6.

In HPanal, we can execute several applications from CloudSuite,
YCSB and PARSEC benchmarks. CloudSuite is a benchmark suite for
cloud services such as data analytics, graph analytics, media stream-
ing and web search [20]. YCBS is a framework and common set of
workloads, such as redis and mongoDB, for evaluating the perfor-
mance of different key-value and cloud serving stores [21]. Finally,
PARSEC is a benchmark suite designed to be representative of next-
generation shared-memory programs for chip-multiprocessors [22].
It includes canneal, bodytrack, blackscholes and so on.

4.1 Cost/Benefit analysis
Figure 4 presents the TLB miss results measured by HPanal when
we run each application under two system configurations: one is
based on base pages while the other is using huge pages. Note that
the y-axis is a value of huge pages relative to that of base pages.

Figure 4: Huge pages impact on TLB misses

From Figure 4, we can observe that huge pages are indeed bene-
ficial on TLB efficiency. All applications that obtain performance
gains discussed in Figure 2 also exhibit considerable TLB miss re-
ductions. One exception is the media streaming application. Our
sensitivity analysis discloses that this might be the result of the
striding access pattern which will be further discussed with Fig-
ure 9.

Figure 5 presents the address translation overhead results under
base pages and huge pages. In this experiment, we measure the total
page walk cycles triggered by TLB misses. Therefore, the trends
of this figure is similar to those in Figure 4. When we divide this
address translation overhead by the number of TLB misses, we can
calculate the pure translation overhead only while excluding the
TLB miss effect. Our calculation uncovers that, by converting from
4-level in base pages into 3-level in huge pages, we can reduce the
pure translation overheads 7% on average.

Figure 5: Huge pages impact on address translation over-
head

Figure 6: Huge pages utilization

The huge page utilization, that is the percentage of address space
allocated by huge pages in each application, is given in Figure 6.
Note that the THP (Transparent Huge Pages) mechanism in Linux
tries to allocate huge pages whenever possible. However, when
a request size is 4KB or when a request is not aligned in 2MB or
when an available huge page is insufficient, it allocates base pages
and tries to promote them into a huge page later. Applications that
obtain performance gains from huge pages all exhibits higher huge
page utilization. On the contrary, applications with lower huge
page utilization, canneal and media streaming in this experiment,
show similar or degraded performance as shown in discussed in
Figure 2.

Figure 7: Huge pages impact on page faults

Figure 7 shows the number of page faults under base and huge
pages. Indeed, applications with higher huge page utilization also
shows smaller number of page faults. Especially, an application that
has strong locality in a huge page, the redis application in this case,
shows a significant page fault reduction.
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4.2 Sensitivity analysis
To look into the performance evaluation results further, we build a
synthetic workloadwherewe can control application characteristics
such as working set size, access pattern and number of memory
requests in the workload generator of HPanal. Figure 8 presents
one of our sensitivity analysis results that shows the execution time
of the synthetic workload with different working set sizes.

Figure 8: Effect of working set size

From Figure 8, we can observe that, when the working set size
is larger than available memory (32GB in this experiment), huge
pages deteriorate performance due to the swapping overhead. Even
though THP tries to split huge pages into base pages and swap
them out in the background operation, the huge page swapping
with the size of 2MB incurs considerable overhead than the base
page case. It implies that there is a room for optimization in the
current swapping implementation in THP.

Figure 9: Effect of access pattern

Figure 9 shows the effect of memory access patterns. Three
graphs in the figure correspond to three different patterns, namely
sequential, random, and stride with the length of 2MB. In each
graph, the x-axis represents a sequence of memory accesses while
the y-axis the accumulated execution time.

In this figure, we can make the following three observations.
First, in the sequential pattern, huge pages outperform base pages
consistently due to its strong spatial locality in a huge page. Second,
in the random pattern, huge pages show considerable overhead
in the initial stage, while performing better in the later stage. It
implies that huge pages pay higher cost for the initialization, while

reaping benefits during the memory access period, which indicates
that a long run memory-intensive application has a potential to
achieve performance gains by using huge pages.

Finally, in the stride pattern, huge pages perform worse than
base pages when an application accesses memory with the 2MB
stride length. This is because the 2MB stride pattern triggers a page
fault at each reference and the allocation cost for 2MB huge pages
are much bigger than that for 4KB base pages. It indicates that an
application which accesses memory sparsely does not obtain gains
from huge pages, which is the reason why the media streaming
application shows worse performance in Figure 2. We actually trace
the memory reference of this application and find that it accesses
memory with a quite weak locality in a wide range of address space.

Figure 10 presents the experimental results when we execute the
redis application based on huge pages under two different system
conditions, non-fragmented and fragmented. For the fragmented
condition, we first execute MongoDB and make the fragmentation
degree as 80%, which were discussed using Equation 4. Then, we
execute redis in the fragmented condition. On the contrary, for the
non-fragmented condition, we execute redis just after booting.

Figure 10: Effect of memory fragmentation

From the figure, we observe that the execution time of redis
degrades around 19% in the fragmented condition. In addition, the
number of page faults increases 2.5 times since the huge page
utilization reduces into 11%. Note that the current THP implemen-
tation in Linux supports complicated background operations such
as promotion and demotion by khugepaged and defragmentation by
kcompactd, which makes noticeable variation of execution time at
each experiment. However, all results disclose that high fragmenta-
tion degrades performance greatly and efficient reclaiming of huge
pages is essential for enhancing the effectiveness of huge pages.

5 RELATEDWORK
There are several previous studies that try to utilize huge pages in
an efficient and cooperated manner. Kwon et al. propose Ingens, a
framework for huge page support, that can reduce tail latency and
bloat while improving fairness and performance [3]. In specific, they
devise several primitives including fast page faults, utilization-based
promotion/demotion and proactive batched compaction. Navarro
et al. implement a super pages supporting subsystem in FreeBSD
that has several features such as reservation-based allocation, in-
cremental promotion and fragmentation control [5].
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Panwar et al. find out that, when huge pages are used, problems
such as high CPU utilization and latency spikes occur because of
unnecessary work (e.g., useless page migration) [4]. To overcome
this issue, they present an efficient memory manager, called Illu-
minator, that provides the ability to track all unmovable pages and
allows to make informed decisions for eliminating unnecessary
work.

They also explore the fragmentation avoidance and recovery
mechanism for huge pages [6]. Gaud et al. discover that, on NUMA
(Non-Uniform Memory Access) systems, huge pages may fail to
deliver benefits or even degrade performance [8].

To address this problem, they extend an existing NUMA page
placement algorithm with support for huge pages. Agarwal and
Wenisch design Thermostat, an application-transparent huge-page-
aware mechanism for two-tiered main memory systems [7]. They
devise a new hot/cold classification mechanism to distinguish fre-
quently accessed pages (hot) from infrequently accessed ones (cold)
and place cold pages into slow memory.

Part et al. quantify the performance impact of huge pages on
in-memory big-data workload and identify two optimization tech-
niques, automatic NUMA balancing and advanced TLBs [24]. Guo
et al. design a new host huge page management policy in VMware
ESXi [25].

The policy breaks huge pages at different rate according to the
free memory level and reclaim base pages through page sharing.

Guo et al. introduce SmartMD that obtains benefits of high per-
formance by accessing memory with huge pages and high dedu-
plication rate by managing memory with base pages [26]. Our
work differs from previous studies in that HPanal can investigate
the performance effect of huge pages while changing application
characteristics and system conditions.

6 CONCLUSION
As memory-centric applications increase and modern computing
systems equip with more memory capacity to support these appli-
cations, huge pages become more and more important. This paper
proposes a new analysis framework that supports real data mea-
surement facilities while altering application characteristics and
system conditions. Our analysis shows that huge pages have a po-
tential to obtain performance gains in term of TLB misses and page
faults while having concerns in term of page allocation overhead. It
also uncovers that these factors depend on a variety of parameters
such as access pattern, working set size and memory fragmentation
degree.

There are three directions for future research. The first one is
extending HPanal so that it can configure system conditions such
as the fragmentation degree by directly manipulating the buddy
system. The second direction is devising an efficient defragmenta-
tion scheme with the consideration of two issues; when to start and
how to compact. The final direction is guiding applications so that
they can actually achieve performance gains by using huge pages.
In specific, designing an application with the huge-page friendly
pattern and performing memory initialization and accessing in a
pipelined fashion will be beneficial on performance.
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