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ABSTRACT

In this work, we present a new order-preserving mechanism
for software RAID, called Order-Preserving All Flash Array,
O-AFA. O-AFA is designed for barrier-compliant devices in a
RAID system. Our contributions are three-fold. First, Barrier
Stripe is employed to preserve the storage order in individ-
ual storage devices in the storage array. The cache barrier
command stripe is dispatched to a flash array. Second, Inter-
stripe epoch management is employed to follow the ordering
constraint imposed by the filesystem. When the Linux MD
dispatches the current stripe, it receives the information
on whether there is a remaining write request among un-
dispatched stripes. Based on this information, the Linux MD
converts the current stripe to dispatch to the Barrier Stripe or
not. Third, we use a shadow-page aware dispatch mechanism
to replace the transfer overhead with the dispatch overhead.
It brings the performance gain for the IO handling by 19%.
The new order-preserving mechanism of O-AFA brings 75%
performance gain for varmail and 77% for OLTP-Insert on
MySQL.

CCS CONCEPTS

« Information systems — RAID; Storage management;
« Software and its engineering — Secondary storage.
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Software RAID, Operating Systems, Linux Kernels

1 INTRODUCTION

All flash array denotes the storage infrastructure that con-
tains only flash drives. All flash array is one of the most
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Figure 1: Ordered vs. Orderless I/0

popular ways to configure the storage system with flash stor-
age devices. From 2019 to 2026, the AFA market is expected
to increase at a CAGR of 24%[2]. AFA market is projected to
reach 32B USD by 2026[2]. In most circumstances, RAID[16]
is the most widely used way of managing the flash storage
in AFA.

RAID technology is used to form one logical disk by aggre-
gating multiple physical disks. RAID improves I/O through-
put by distributing I/O to multiple disks, exploiting the par-
allelism of multiple disks. With RAID, one can build a large
storage device using a set of small commodity storage de-
vices. RAID adopts parity, mirroring, etc, to improve the
reliability of the storage device. Current RAID technology
can reconstruct the data against failure in up to two disk
drives. It is frequently used in many systems, especially for
server level[18], due to its advantages in terms of perfor-
mance, capacity, and reliability.

For the past 50 years, the block device layer has been inter-
leaving two requests with transfer-and-flush when it needs
to ensure the durability order between the two. The over-
head of durability order becomes more severe as the storage
device gets quicker and faster. Separating the ordering guar-
antee from the durability guarantee is one of the most critical
issues in modern I/O stack design. A fair amount of works
have been dedicated to resolve the overhead of enforcing
the durability in modern I/O stack [19][20][33][27][23][22].
These works leave substantial room for improvement to be
applied in the storage array which consists of multiple inde-
pendently working storage devices.

We examine the performance overhead of enforcing the
durability order in the sequence of write requests. We con-
struct two RAID-5s. We use Linux MD[8] to construct soft-
ware RAID. One consists of plain SSDs without supercap
(Samsung 860 PRO). The other consists of Supercap SSD
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(Samsung SM883). To enforce the durability order, the ap-
plication interleaves the write requests with fdatasync(Q).
We use three workloads: bufferd I/O, write followed by
fdatasync(), and write followed by £sync(). Fig. 1 illus-
trates the results. When we enforce the durability order using
fdatasync(), the random write performance decreases to
1/300 and 1/30 against the plain sustained write in RAID-5
with plain SSD and RAID-5 with Supercap SSD, respectively.
The internal mechanism of software RAID does not align
with the semantics of durability order guarantee and renders
substantial performance degradation when it needs to en-
force the order among the write requests. Storage vendors
use Supercap (or persistent memory) inside the SSD to hide
the flush latency to the host. Using a supercap inside the SSD
controller, SSD can guarantee the durability order of the data
once it is transferred to the storage and therefore it returns
the flush command immediately. Without actual flushing the
writeback cache of the storage device, in supercap SSD, the
overhead of servicing flush command becomes much less
significant them in plain SSD without supercap. However,
as we can see in Fig. 1, the overhead of enforcing the dura-
bility order is still substantial in the RAID-5 with supercap
SSD. fdatasync() not only serializes the behavior of the IO
stack neutralizing all sophisticated pipelined mechanisms in
each layer of the I/O stack(request queue at the block layer,
command queue at the storage device, writeback cache at the
storage device) but also serialized I/O activities of participat-
ing SSD’s in the storage array, which can proceed in parallel
if ordering guarantee is non-existent. In the Flash storage
array, fdatasync() that is used to enforce the durability
order among the write request not only expose the NAND
flash programming latency to the host but also may serialize
the I/O activities that may proceed in parallel.

A body of work has been proposed to mitigate the or-
dering overhead. A group of works proposes transactional
SSD[28][26][24][29][25][23], but it uses a different interface
from standard block device. Another group of work pro-
poses to place a checksum at the journal commit of EXT4
filesystem[3]. This is to eliminate the overhead of the or-
dering guarantee between journal log blocks and a journal
commit block in committing the journal transaction to the
disk. HORAE[22] uses on-disk NVRAM to support durability
order among the write request without interleaving them
with a flush. BarrierFS[33] proposes order-preserving I/O
stack. BarrierFS works only for a single physical storage
device with a single command queue.

In this work, we propose a new order-preserving mecha-
nism for the All Flash Array. The contribution of this work
can be summarized as follows.
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e Cache Barrier Stripe We propose a technique Barrier
Stripe. With a Barrier stripe, the RAID device can pre-
serve the storage order in individual storage devices in
the storage array.

Inter-stripe epoch management An epoch can span
more than one stripe. We develop inter-stripe epoch man-
agement so that storage order can be preserved even when
the RAID driver services two consecutive stripes in out of
order manner, i.e. when write requests in the next stripe
are serviced before the write requests in the preceding
stripe are.

Shadow page-aware Dispatch The RAID driver sep-
arates the block device layer from the physical storage
device. The state of the physical request is not visible from
the block device layer. In O-AFA, the block device layer be-
comes aware of the service state of the command. It allows
the block device layer to issue the following command
immediately after the preceding command is dispatched
when it is possible. We call this technique Shadow page
aware dispatch.

We implement an order-preserving mechanism for all flash
array at Linux MD. While our work is implemented on Linux
MD, the techniques proposed in this work is generic enough
to be applied in most Linux Mapping Layer software such
as the various module of the device mapper[7]. We eval-
uate O-AFA using various benchmarks, including FIO[5],
Filebench[4] and etc. With O-AFA, the throughput improves
up to 77% and scales well.

The remainder of the paper is organized as follows. Sec-
tion 2 briefly explain the design of Linux MD and BarrierFS.
Section 3 describes the challenges that we faced. Section 4
suggest the solution to the stated problems. Section 5 evalu-
ates our solution using various benchmarks. Section 6 dis-
cuss some corner cases. Section 7 deal with the related works.
Section 8 concludes the paper.

2 BACKGROUNDS

RAID can be implemented in either hardware[21] or
software[32]. Software RAID is a kernel module managing
disk array at the host level[32]. We call the disk array a logi-
cal drive. In Linux, MD (Multiple Devices) is one of the most
popular software RAID driver[30]. In this work, we use Linux
MD as a baseline platform to implement the ideas proposed
in O-AFA.

2.1 Design of Linux MD

Linux MD supports various RAID levels such as RAID-0,
RAID-1, RAID-4, RAID5, and RAID-6. In Linux MD, a RAID
level can be configured with mdadm[1] command.

In RAID, a drive is represented by an array of fixed size
chunk. A set of chunks at the same offset from each disk
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Figure 2: Example of Stripe in Linux MD

is called a stripe [16]. The example is shown in Fig. 2. In
software RAID, the chunk size is fixed to 4 KByte. Each I/O
in the stripe is directed to an individual disk in the stripe.
To differentiate the I/O request to the software RAID from
the one that arrives at the disk, we call the former and the
latter the logical I/O request and the physical I/O request,
respectively.

When a user requests I/O in a logical drive, a number of
physical IO requests can be created as a result. Linux MD
computes the following attributes in creating the physical
requests; the chunk number(N,), the chunk offset, the stripe
number, and the disk index of the blocks(DI). A chunk is a
unit of an I/O that is written to an individual disk. It is fixed to
4 KByte in Linux MD. N, is obtained by N, = Lmi
Let N be the number of disks on the RAID. Then, the disk
index DI to which a chunk N, is written corresponds to
DI =N, mod N.
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Figure 3: Overview of Linux MD (I) Map: Mapping Log-
ical I/O requests to physical I/O requests, 2) Insert:
Inserting stripe head into handle list, 3) ~ 6 are de-
scribed in Section 2.1

Fig. 3 illustrates how IO’s are handled in the Flash array
within Linux MD. There are three requests from the appli-
cations, Wi, W, and W3 towards the Flash array. Wi and W
consist of a single physical request, respectively. W3 consists
of two physical requests. In W3, one of the two logical re-
quests belongs to one stripe and the third one belongs to
another stripe. Linux MD keeps track of the number of phys-
ical I/Os in a logical I/O request. This counter is initialized
to the number of created physical I/O requests. This counter
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decreases by one each time when a physical I/O request
finishes.

Linux MD maintains a metadata stripe head for each stripe.
The stripe head contains the following information; state of
the stripe, the stripe number, the operation count, the bio
structure for individual physical disk IO, the associated page
for a given I/O, and the status of each disk, such as I/O in
progress. A set of pages owned by stripe heads is called the
stripe cache.

When the application thread writes the dirty pages to the
logical disk, it creates a set of write requests which consist of
a number of associated stripes. In each stripe, there exists a
number of write requests for dirty pages and the associated
parity blocks. For each stripe, the application thread creates
the stripe head and inserts the stripe head to the data struc-
ture called handle list. The handle list maintains a set of the
stripe heads that need to be handled by the MD thread. Once
the application thread (or kernel thread) finishes inserting
the stripe heads to the handle list, it wakes up the MD thread
and puts itself to sleep.

2.2 Updating a stripe in the disk

The Linux MD thread scans the handle list and processes
each stripe subject to its state. There are four states for the
stripe; Read-Required, XOR Ready, Dispatch Ready,
and Transfer Complete.

e Read-Required: The stripe request in this state does not
have the blocks to update the parity block. The Linux MD
schedules the Read to the stripe request.

e XOR Ready: The stripe request in this state is ready to
update the parity block. Linux MD schedules the Modify
to the stripe request.

e Dispatch Ready: The stripe request in this state is ready
to dispatch the physical requests in the stripe request.
Linux MD schedules the Write to the stripe request.

e Transfer Complete: The stripe request in this state has
transferred all the physical requests in the stripe request.
Linux MD performs the Complete to the stripe request.

Writing a stripe to the disks consists of four phases; Read,

Modify, Write, and Complete.

Read. When the application updates the subset of a stripe,
the MD thread needs to update the parity information with
respect to the updated blocks. For parity update, Linux MD
uses two different algorithms to determine which blocks it
needs to read from the stripe; read-modify-write [31] and
reconstruct write [31]. In the read-modify-write algorithm,
Linux MD reads the blocks that need to be updated and the
parity block from the disks. In reconstruct write, Linux MD
reads all blocks in the stripe other than the ones that need
to be updated. Linux MD chooses the one which renders the
fewer amount of read operations in determining the blocks
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to be read from the disk. After the Linux MD driver identifies
to set of blocks to read from the disks, Linux MD dispatches
the read requests to individual disks. After it dispatches the
read requests to the individual disks, Linux MD removes
the stripe head from the handle list. When all the requested
blocks are loaded from the disk, the associated stripe head is
re-inserted into the handle list. And Linux MD updates the
status of stripe head to the XOR Ready.

Modify. MD thread updates the parity block. After it
finishes updating the parity block, it creates the a shadow
copy of the page cache entries that need to be synchronized
to the disks. MD thread removes the stripe head from the
handle list after it schedules the DMA engine to update the
parity block and to create a shadow copy. The stripe head is
inserted back into the handle list when DMA Engine finishes
computing the parity and creating the shadow copy of the
updated pages that need to be synchronized to the disk. And
Linux MD updates the status of stripe head to the Dispatch
Ready.

Write. The MD thread dispatches the write requests for
the data blocks and the parity block(s) to the disks. After it
finishes dispatching the write requests, Linux MD removes
the stripe head from the handle list after it dispatches all
write requests. The stripe head is re-inserted when all write
requests are serviced. And Linux MD updates the status of
stripe head to the Transfer Complete.

Complete. When the write requests for the stripe are all
serviced, MD thread checks if all the requests are serviced
successfully. If the MD thread encounters an error, it informs
the thread which issues the original logical requests that
there is an error during I/O. Otherwise, we decrease the
physical request counter of the associated logical request
with respect to the number of the physical requests that were
serviced successfully.

When all stripes associated with a logical IO request is
removed from the handle list, i.e. the counter reaches 0, the
MD thread wakes up the thread that issued the logical IO
and informs the thread of the completion of I/O.

2.3 flush in Linux MD

How the Linux MD handles the flush request from the
block device layer deserves special attention since it is a very
expensive operation, especially in a RAID device.

When the Linux MD receives a flush command from the
block device layer, it dispatches the flush commands to all
the disks in the storage array. The Linux MD waits until all
flush commands return. When all flush commands return,
the MD thread informs the block device layer that the flush
command is serviced.

Let us take an example £sync() on Linux MD formatted
as EXT4 in ordered mode journaling. Filesystem writes the
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dirty pages, the journal log blocks and the journal commit
blocks in order. The filesystem writes the log blocks after it
finishes writing the dirty pages to the disk. After it finishes
writing the log blocks to the disk, the JBD thread writes
the journal commit block with REQ_PREFLUSH | REQ_FUA
flag. With REQ_PREFLUSH and REQ_FUA flags, the storage
controller flushes the writeback cache before servicing the
associated command and writes the given blocks directly
to the media bypassing the writeback cache, respectively.
When the JBD thread writes the journal commit block with
REQ_PREFLUSH | REQ_FUA flags, the Linux MD module
first flushes all disks. When all flush commands return, it
starts transferring the journal commit block to the storage
with FUA (Force Unit Access) flag. When the write command
for the journal commit block returns, the Linux MD mod-
ule notifies the filesystem that the journal commit becomes
durable. The overhead of writing the journal commit block
can be substantial due to the flush overhead.

2.4 Order-preserving IO stack

This work assumes that the underlying block device layer
preserves storage order with respect to the cache barrier
command[11]. We briefly explain the order-preserving block
device layer proposed in BarrierFS[33]. Issue order is the
order in which the application issues the write requests to
the block device layer. Dispatch order is the order in which the
block device layer inserts the /O command to the command
queue of the storage. Transfer order is the order in which
the write request is serviced by the storage controller. Persist
order is the order in which the disk blocks in the writeback
cache are made durable. Epoch is a set of order-preserving
requests that can be re-ordered with each order. An epoch
is delimited by cache barrier command or its variant such
as barrier write in BarrierFS[33]. Let us briefly explain how
the order-preserving IO stack preserves the storage order in
BarrierFS.

Order-preserving 10 stack bypasses the IO scheduler in
the block device layer. As a result, the block device layer
creates and inserts the bio structure with respect to the order
in which the application issues the write requests. Due to this
mechanism, the order-preserving block device layer aligns
the dispatch order with the issue order.

Order-preserving 10 stack aligns the transfer order with
the dispatch order. To ensure that the write requests are
serviced in which they are dispatched to the storage device,
the order-preserving block device layer sets the priority of
the command to ordered. The SCSI device driver defines
three command priority; simple, ordered and head of
the queue. Most command is assigned simple priority. For
the simple priority command, the storage controller can ser-
vice it at its disposal. When the command requires immediate
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attention by the storage controller, the block device driver
sets the priority of the command as head of the queue.
When the command with head of the queue priority ar-
rives, the storage controller puts the command at the head
of the queue and services it immediately after it finishes
servicing the current command. For the ordered priority
command, the storage controller can insert the command
anywhere next to the most recent ordered priority com-
mand. Setting the priority of the command to be ordered,
the block device driver ensures that the ordered write re-
quest is serviced in order. Exploiting the command priority,
the order-preserving IO stack aligns the transfer order with
the dispatch order.

Order-preserving IO stack aligns the persist order with the
transfer order. Order-preserving IO stack ensures that the
epoch is delimited by the cache barrier command. The cache
barrier compliant FTL ensures that all write requests that
precede the cache barrier command are made durable before
any of the requests that follow the cache barrier command
do.

Order-preserving IO stack ensures the storage order
among the write requests via orchestrating the behavior
of the block device driver, the command scheduler and the
writeback cache manager.

The behavior of the software RAID driver needs to be
aligned with the existing layers in the order-preserving 10
stack to make the entire IO stack with software RAID order-
preserving.

3 PROBLEM FORMULATION

We make Flash array preserve the storage order without
interleaving the write requests with flush requests in be-
tween. In the order-preserving Flash array, the Linux MD
can preserve the storage order among the incoming requests
without interleaving them with flushes. We explain three
key technical issues that need to be addressed in developing
the order-preserving flash array.
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3.1 Missing Cache Barrier

Linux MD allocates the incoming request to the individual
disks with a predetermined policy. When the block device
issues a cache barrier command to the logical drive that
consists of multiple disks, the cache barrier command will
be dispatched to the single disk. Then, the storage order will
be preserved in that specific disk when the cache barrier
command is dispatched. However, in the other disks, it is not
possible to delimit an epoch since there is no cache barrier
coming. In the absence of a cache barrier, the disk array can
make the write request in the following epoch durable ahead
of the write request in the preceding epoch. The storage
order constraint is compromised.

Fig. 4 shows an example of a cache barrier being sent to
the flash array. Assume the sequence of write requests with
the following storage order {Wy, Wao} — {Ws, Wy, W5, Ws}.
Let {W,, .., Wi} — {W;, .., W;} denote that the write requests
{W,, ..., Wi} are made durable before any of {W, .., W;} do. W;
is the i-th write request issued by the filesystem. Assume all
write requests are ordered requests. Among these requests,
W; is followed by cache barrier command, implying that
the epoch is delimited immediately after W5. Linux MD dis-
tributes this request to four disks, from D1 to D4. Then as can
be seen in Fig. 4 only {Wo} — {W;} is preserved. However,
in D1, W5 can be made durable ahead of W; since the cache
barrier is missing. The storage order is compromised. We
call this a missing cache barrier.

3.2 Premature Epoch Delimitation

The Linux MD driver can service the stripe in an out-or-
order manner. Even though the Linux MD driver initiates
servicing the stripes in the head list in order, servicing the
following stripe can finish earlier than servicing the preced-
ing stripe. When an epoch spans multiple stripes, this service
nature of the Linux MD driver can prematurely delimit the
epoch, i.e. Linux MD driver can dispatch the cache barrier
command (or barrier write command) before all write re-
quests in the epoch are dispatched. If the epoch is delimited
prematurely, the missing write requests in the prematurely
delimited epoch can be made durable either with the write
requests of the following epoch or after the write requests
of the following epoch do. The storage order can be com-
promised if the epoch is delimited prematurely. Followings
are three main reasons why the barrier command can dis-
patched prematurely that renders premature delimitation of
the epoch.

First is when sub-stripe write is followed by full stripe
write. Sub-stripe write is a set of write requests that mod-
ify a subset of a stripe. Full stripe write is a set of write
requests that update all blocks in a stripe. Full stripe write



SYSTOR ’22, June 13-15, 2022, Haifa, Israel

Disk 1 Disk 2 Disk 3
B [ _c [ pPL ] Stripe Cache }T
E JCP2 0 F ] C T ]
P ][ H J[ 1 ]

Figure 5: Disk Layout Example

does not accompany read-modify-write overhead. There-
fore, servicing the full stripe write takes a much shorter
time than servicing the sub-stripe write. When the sub-
stripe write is followed by the full stripe-write, the full
stripe write can finish earlier than the sub-stripe write. Con-
sider the following example. Assume that filesystem issues
write(A); write(D); write(E); write(F); asin Fig.
5. Linux MD must load Chunks B and C into memory to pro-
cess write(A). write(D); write(E); write(F) forms
one write request. To update the parity of the stripe that
write(A) belongs to, we need to read blocks from the
storage array. However, parity update of the stripe that
write (DEF) belongs to does not require reading blocks from
the storage array. So, when Linux MD discovers write(A);,
it first reads the old block of A and the old parity block of the
stripe. However, when Linux MD discovers write (DEF);
it immediately dispatches the write requests after updating
the parity block. So, even if write(A); is issued earlier,
write(DEF); is dispatched earlier.

The second reason is the stripe cache. Assume the filesys-
tem issues write(A);write(G); in Fig. 5. To service
write(A);, we need to read Chunks B and C. On the other
hand, to service write(G) we do not need to read chunks H
and I since they are already in the main memory. So, when
Linux MD discovers the stripe that write(A) belongs to, it
first reads the old block of A and the old parity block. How-
ever, when Linux MD discovers write(G) ; it immediately
dispatches the write requests after updating the parity block.
So, write(G); is dispatched earlier.

The third reason is an asynchronous design of Linux MD.
When Linux MD discovers an I/O request, it schedules the
necessary job and goes to the next I/O request, without wait-
ing for the scheduled job of the preceding stripe to finish.
However, the job schedule order is not the same as the job
complete order. Thus, the following I/O can be dispatched
earlier. For example, there are two write request, write (A);
write(E). Linux MD dispatches read request B,C to up-
date the parity of the stripe write(A);. And Linux MD
dispatches read request D,F to update the parity of the stripe
write(E);.If GC occurs at the second disk, the read request
for B takes longer than the read for C, D, and F. In this case,
write(E); will be dispatched earlier than write(A); In
this way, the request dispatch order is different from the
issue order. We say that the dispatch order is out-of-control.
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Fig. 6 shows that ordering constraint is compromised.
In this example, let [W;, Wii1, ...Wi] denote a single stripe
and the associated write requests. There are random write
requests W;,i =1,...,12. There is an ordering constraint
{Wy,..., W} — {Wy,...,Wia}. Then, the cache bar-
rier commands are placed after Ws. Assume that Linux
MD dispatches services the stripes in the following or-
der; [W5, We, Wr, W], [W1, Wa, W3, Wy], [Wo, Wio, Wi1, Wiz].
In this case, cache barrier is not located at the tail end of
the preceding epoch. The preceding epoch consists of only
{Ws, Wg, Wy, Wy }. The following epoch can be made durable
earlier then some of the write requests in {W;, Wa, Ws, W, }
do because these requests do not belong to the preceding
epoch. The storage order is compromised. We call this prob-
lem as Premature Epoch Delimitation problem.

3.3 Invisible Request State

Since the Linux MD uses a shadow copy of the page cache en-
try when it writes the updated page cache entry to the disks,
the state of the individual physical requests is not visible
from the application. In the order-preserving block device
layer, the block device layer can dispatch the following re-
quest immediately after the preceding request is dispatched
and yet can preserve the storage order between the two. To
fully exploit the potential of the order-preserving block de-
vice, it is important that the block device driver (application
thread) detects if the command is dispatched or not imme-
diately. When the write command is dispatched, the block
device driver clears the PG_Dispatch flag for the associated
physical page frame. Examining this flag, the block device
layer can determine if the write command for the physical
page has been dispatched or not.

Linux MD thread uses a shadow copy of the page cache
entry in writing it to the disks. The physical page that the
application thread wants to write to the disk is different
from the one which the Linux MD writes to the disk. When
the Linux MD dispatches the write request for the page
cache entry, the dispatched page cache entry is different
from the one that the application wants to write to the disk.
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The block device driver clears the PG_Dispatch flag of the
shadow copy of the page that the application wants to write
to the disk, not the original page cache entry. Therefore, the
actual state of the request that is dispatched to the disk is not
visible from the application thread. The application thread
is informed only after the given requests are all serviced. In
this study, we refer to this problem as Invisible Request State.

4 ORDER PRESERVING FLASH ARRAY

In this section, we suggest our solution to the problem stated
in Section 3. Order-preserving Flash Array consists of three
key technical ingredients; Cache Barrier Stripe, Inter-stripe
Epoch management, and Shadow Page Aware Dispatch.

We propose a new I/O stack as shown in Fig. 7.

4.1 Cache Barrier Stripe

To address the Missing Cache Barrier problem, we develop
the Cache Barrier Stripe. Barrier Stripe preserves the storage
order in individual storage devices in the storage array. In
O-AFA, we have two types of stripe requests for ordered
writes. The first type is normal ordered writes. In this case,
we dispatch all the physical requests in the stripe as normal
ordered writes. The second type is the cache barrier stripe.
In this case, Linux MD converts all the physical requests to
cache barrier (or its variant, barrier write) in the current-
dispatching stripe, and dispatch this set. There are two cases
for a stripe request to be dispatched as the cache barrier
stripe. First, the stripe request has dirty blocks for all disks
in the storage array. In this case, Linux MD just converts all
physical requests to the barrier write, and dispatches this
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set. Second, the stripe request does not have dirty blocks for
all disks in the storage array. In this case, Linux MD creates
dummy physical requests for the disk that does not have
dirty blocks. Then, Linux MD converts all physical requests
including dummy requests to the cache barrier (or its variant,
barrier write), and dispatches this set. It is possible that two
epochs co-exist in a single stripe. In this case, the block
device layer creates the partial stripes for each epoch so that
the write requests for an epoch can form a separate stripe.
Fig. 8(b) illustrates this situation.

LWy, Wy s Way Wy 3> {Ws, Wt { Wy, Wy, Wa, Wy 3> {Ws, We }

@ @] ]|

SO P RO RORT
RAID w/

% Barrier Support 8 8 8 8

@)
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(a) Full Stripe Write

{WI)WZ}Q{WS)WAIJWS)WS} {wllwz}e{WBJwélin)wS}

Wp|  cach

o o |8 8] @] @
Stripe I = e e |

SN CHCRO NS
RAID w/

@ Barrier Support 8 8 8 8

)

O

(b) Partial Stripe Write: Inserting dummy write

Figure 8: Create and Insert Cache Barrier Stripe

Assume that there is a sequential of with the storage or-
der, {Wq, Wy, W3, Wy} — {W5, Ws}, as shown in Fig. 8(a). W;
is the i-th write request. Wy delimits the preceding epoch.
In the preceding epoch, there is only one stripe request,
which consists of Wy, Wy, W3, W;. When the Linux MD tries
to dispatch the stripe request, it is notified by Inter-stripe
Epoch management that there is no outstanding stripe in
the epoch. Therefore, the Linux MD dispatches the stripe
request as a cache barrier stripe. The Linux MD converts all
the physical requests in the stripe request to barrier writes,
and dispatches this set. So, all command queues of disks have
cache barrier command that delimits the epoch as shown
in Fig. 8(a).

Fig. 8(b) shows the case where the epoch is not aligned
with the stripe, i.e delimited in a stripe, the write requests
of consecutive epochs co-exist in the stripe. Consider the
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two epochs with the following storage order;{W;, Wo} —
{Ws, Wy, W5, Wg}. Only W, will be followed by the cache bar-
rier in the original Linux MD design. As a result, the write
requests in the other disks do not have the following cache
barrier in their physical disk. At the O-AFA, we dispatch
the preceding epoch first. After complete of dispatching the
preceding epoch, we dispatch the following epoch. In this
example, first, we dispatch Wy, Wa, which is the only stripe re-
quest in the preceding epoch. The Linux MD creates dummy
physical requests for D3 and D4, and inserts them into the
stripe request. Then Linux MD converts all physical requests
in the stripe request to the cache barrier (or its variant, bar-
rier write). After dispatching the stripe request, Linux MD
dispatch the second epoch. Now, the cache barrier stripe is
interleaved between the preceding epoch and the following
epoch. Fig. 8(b) shows the command queue of each disk. .

4.2 Inter-stripe Epoch Management

We develop Inter-stripe Epoch Management to address the
Premature Epoch Delimitation stated in Section 3.2. Inter-
stripe Epoch Management ensures that an epoch that spans
multiple stripes is delimited properly while it allows Linux
MD driver to service the stripes in the handle list in an out-
of-order manner.

Inter-stripe Epoch management keeps track of the physical
requests and the associated stripes in an epoch. The key
idea of inter-stripe epoch management is to place the cache
barrier command immediately after the ordered write request
in the epoch that is serviced the last. Linux MD can service
the stripes in an epoch in an out-of-order manner. Via placing
the cache barrier command next to the write command that
is serviced the last in the epoch, it is possible to avoid the
epoch is delimited earlier.

Here is a detailed implementation of the inter-stripe epoch
management. When ordered write requests arrive in the
Linux MD when there is no open epoch, inter-stripe epoch
management creates a new epoch. All ordered write requests
are inserted into the newly created epoch. When the cache
barrier command (or its variant such as barrier write in
BarrierFS) arrives, Inter-stripe Epoch management delimits
the epoch, and sets its delimitation flag. We add a delimitation
flag at the Inter-stripe Epoch management data structure to
keep track of delimitation. When Linux MD dispatches the
stripe request, Inter-stripe Epoch management examines two
conditions; whether the epoch is closed, and whether there
is any outstanding stripe request in the epoch that needs to
be dispatched. Inter-stripe epoch management maintains a
physical request counter for each epoch. It is initialized to the
number of physical requests in the epoch. Before the Linux
MD dispatch a stripe request, the counter decreases by the
number of the physical requests in the stripe request. Each
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time when the Linux MD dispatches the stripe request, it
examines the counter and checks if the counter of the epoch
reaches 0. The zero value of the counter implies that the
stripe is the last stripe request of the epoch. If it is the last
stripe request in the epoch, Linux MD driver dispatches the
stripe with respect to the procedure proposed in our cache
barrier stripe mechanism.

Fig. 9 illustrates an example of Inter-stripe Epoch man-
agement. Assume that the filesystem issues a set of random
write requests, {W;,i = 1,...,12}. Among these requests,
there is a cache barrier command immediately after Ws.
When W arrives at the Linux MD, the inter-stripe epoch
management module creates an epoch. The write requests
W;,i=1,...,8 are inserted into the epoch. The stripe width
is four. The epoch consists of two stripes of the requests;
[Wh, Wo, W3, Wy] and [Ws, Wy, W7, Wg]. The 10 counter of
the epoch is initialized to 8. Each time when Linux MD dis-
patches the write requests for a stripe, it decreases the 10
counter with respect to the number of IO requests in the
associated stripe. Assume that Linux MD dispatches stripe
requests in [Ws, Wg, Wy, W3] first and then it dispatches the
stripe requests in [W;, Wa, W3, W, ]. When the Linux MD dis-
patches the first stripe request, Inter-stripe Epoch manage-
ment module decreases the counter of the epoch by 4 and
the counter becomes 4. When the Linux MD dispatches the
second stripe, it decreases the counter of the epoch by 4 and
the counter becomes 0. When the IO counter becomes 0, the
Linux MD dispatch the cache barrier stripe.

4.3 Shadow Page Aware Dispatch

We develop Shadow Page Aware Dispatch to address the Invisi-
ble Request State problem. We modify the (SCSI) device driver
so that despite that the O-AFA uses the shadow copy of the
physical page in transferring the data to the disk, the caller
is made aware of the status of the logical IO request which
it has been issued. While we implement Shadow Page Aware
Dispatch at the SCSI device driver, the proposed Shadow
Page Aware Dispatch is generic and can be applied to most
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Figure 10: Overview of the SPAD: (I) Create Logical
I/0 request, (2) Create a physical request set form logi-
cal request, 3 Insert physical requests to the dispatch
queue, @ Dispatch to the command queue of each disk,
® Clear PG_Dispatch flag of the page vector of logi-
cal I/O request, so that the thread which issue the I/O
can wake up.

block device interface, e.g. NVMe device driver, UFS device
driver, or eMMC device driver.

For Shadow Page Aware Dispatch, we add an IO
counter (atomic_t dispatch_count) at the block IO ob-
ject (struct bio). When the thread issues a logical IO, the
IO counter at the associated block IO object is initialized
to the number of physical requests that are created from
the logical IO request. The IO counter of the logical IO de-
creases as follows. When Linux MD completes dispatching
the stripe request, the device driver decreases the IO counter
of the original logical request by the number of associated
physical requests in the stripe request. When the IO counter
of the logical I/O request reaches 0, the device driver scans
the page frames in struct bio_vec bi_io_vec of logi-
cal I/O request and clears PG_Dispatch flags of individual
page frames. At this point, the device driver can wake up the
thread which has issued the logical IO request.

5 EVALUATION

5.1 Experimental Setup

We implement Order Preserving All-Flash Array (O-AFA) on
Linux MD driver[8]. We use Linux kernel 3.10.61, and the
order-preserving block device layer of BarrierFS[33]. The
chunk size of the flash array is 512KB. We use RAID 5 (4 +
1) configuration. We use two different SSDs; the one with-
out Supercap (Samsung 860 PRO[10]) and with supercap
(Samsung SM883[12]). We refer to the array constructed by
five Samsung 860 PRO[10] as Plain-SSD-Array, while we
refer to the array constructed by five Samsung SM883[12]
as Supercap-SSD-Array.

Neither 860 PRO nor SM883 supports cache barrier com-
mand. We evaluate the overhead of the cache barrier com-
mand as follows. When the host dispatches cache barrier
Command, we dispatch the dummy command (WRITE_10
with zero size. The dispatching of the dummy command fails
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immediately and invokes an error-handling routine. The
error-handling routine tries to dispatch the dummy com-
mand a number of times. We believe that the overhead of
handling the error at the host side IO stack renders a similar
overhead for handling the cache barrier command. We
use FIO[5] as a Micro-benchmark and Varmail workload at
Filebench[4], Sysbench[14] on MySQL[9], and SQLite[13] as
Macro-benchmarks.

5.2 Micro-benchmark

We compare the IO performance of 4 KByte random write
followed by fsync() and by fdatasync() in Linux MD
and in O-AFA. We use the EXT4 filesystem. Fig. 11 illustrates
the results.

In O-AFA, the EXT4 journal module can dispatch the write
request for journal commit block immediately after it dis-
patches the write requests for the journal log blocks and yet
can ensure that the journal log blocks and the journal com-
mit block are made durable in order. With O-AFA, the EXT4
journaling performance (write() followed by fsync()) in-
creases by 59% at Plain-SSD Array and by 7% at Supercap-
SSD Array, respectively. The latency of journal commit also
decreases via using O-AFA enabled RAID driver (Fig. 12).

In O-AFA, fdatasync() for EXT4 can immediately dis-
patch the flush command after it dispatches the write request.
O-AFA appends the flush command at the tail of the com-
mand queue so that the flush command is serviced after all
preceding requests are serviced. In O-AFA, the block device
layer does not to wait till the preceding write requests are
service to dispatch the flush command. This is particularly
effective when storage has very short flush latency and when
the transfer overhead accounts for significant fraction of the
entire fdatasync() latency. In Fig. 11, O-AFA improves
the performance by 10% for Supercap-SSD Array. It does
not show any significant performance gain in plain-SSD Ar-
ray since the plain-SSD Array, flush overhead accounts for
dominant fraction of fdatasync() latency.

5.3 Macro-benchmark

In the Varmail workload, threads perform 16KB allocating-
write followed by fsync (). varmail workload is known for
its intensive £sync () overhead. O-AFA having improves the
throughput of varmail workload by up to 75% as in Fig. 13(a).
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The prime reason that O-AFA renders the performance im-
provement is reducing the flush overhead in filesystem jour-
nal commit. In O-AFA, the host uses order-preserving 10
stack and the O-AFA enabled RAID driver places cache bar-
rier stripe after it dispatches the write requests for journal
log blocks to the disk to enforce the storage order between
the journal log blocks and the journal commit blocks. In the
legacy block layer, the filesystem places the flush command
after it dispatches the write request for the journal log blocks
to the disk to enforce the storage order between the journal
log blocks and the journal commit block.

SQLite is a library-based embedded DBMS used in Android
[15], i0OS[6] and etc. We choose to PERSIST mode Journaling
in SQLite journal mode. PERSIST mode journaling is one
of the most widely used journaling mode in SQLite [13]. In
PERSIST Journaling, a single insert transaction accompanies
5 flush commands. We perform insert transactions hundred
of thousands of times to examine the throughput. O-AFA
shows 61% performance improvement against the legacy
Linux MD-based block layer (Fig. 13(b)).

OLTP (On-Line Transaction Processing) is also known
for its intensive transaction commits, i.e. write followed by
fsync(). Similar to varmail workload, O-AFA shows up to
77% of performance improvement as shown in Fig. 13(c).

5.4 Overhead of Shadow Page Aware
Dispatch

Thanks to Shadow Page Aware Dispatch, the caller can be
informed precisely when the block layer finishes dispatch-
ing all physical requests associated with the logical request
it has issued. It allows the caller to dispatch the following
logical request immediately after it finishes dispatching the
preceding logical request. We examine the performance ben-
efit of using Shadow Page Aware dispatch in dispatching
the logical requests. We divide the procedure for servicing a
logical write request into phases; read, modify, write com-
mand dispatch, and DMA transfer and examine the latency
for each. Fig. 14 illustrates the result. We use 4KB random
write at Plain-SSD Array to evaluate.

e Read: From I/O issue to reading old data block; This step
contains context switching from the application thread to
the Linux MD thread, Splitting logical I/O to physical I/O,
and reading old data block. It takes 186us to complete.
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e Modify: Calculates new parity block and does shadow
copy; This step is from completion of reading old block to
completion of calculating new parity block and takes 6us
to complete.

e Write Command Dispatch: Dispatching write command
into storage array; This step is from completion of calculat-
ing new parity block to completion of command dispatch.
It takes 21us.

e DMA Transfer: Waiting for storage to service the write
request; This step is from completion of command dispatch
to completion of DMA Transfer. It takes 49us to complete.
We define the Dispatch Latency as the time from the

beginning of the Read phase to the completion of the

Write Command Dispatch phase. We denote this latency

as Tyisparch- We denote the total latency of transfer as the

length of interval from the beginning of Read to the end of

DMA Transfer, as T;;gnsfer- The performance improvement,

&, due to Shadow Page Aware Dispatch can be represented
Ttransfer_Tdispatch
Ttransfer
18.7% reduction in the interval between the consecutive logi-

cal I0’s in Fig. 14. This is because using Shadow Page Aware
dispatch, the caller can dispatch the following logical IO re-
quest after it completes dispatching the preceding logical I0
request. With Shadow page aware dispatch, the caller does
not need to wait until the preceding logical IO completes
transferring the associated data blocks to the storage device
to dispatch the following logical request.

As a side note, the benefit of eliminating the transfer over-
head in dispatching the IO requests is less significant in
storage array than in a single storage device. In a software
storage array, the time to transfer the data blocks account
for relatively smaller amount of time than in a single device.
In the software-based RAID driver, servicing an IO request
accompanies various overheads, e.g. a number of context
switches, read-modify-write, parity computation, and creat-
ing the shadow copy of the physical page.

asd = . Shadow Page Aware dispatch yields

6 DISCUSSION

O-AFA is the technique to preserve the storage order without
interleaving the write requests with transfer-and-flush. O-
AFA translates the storage order requirement in the original
logical 10 into the set of storage orders in the set of physical
requests defined in the individual storage device. O-AFA is
deliberately designed not to maintain global order among the
physical requests to avoid the overhead of maintaining the
system wide global order among the physical requests. As a
result, O-AFA does not maintain the storage order across the
different storage devices. Crash recovery routine requires
that the data blocks and metadata blocks are made durable
in a certain order no matter they are stored in the same stor-
age device or across the multiple storage devices. The crash
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recovery module in the filesystem or in DBMS should pro-
vide a mechanism to detect if the data blocks and metadata
blocks are stored in order across the storage devices that
constitute the logical drive. While O-AFA is not responsible
for crash recovery, the recovery module of the filesystem can
be designed to incorporate the characteristics of the O-AFA
in its crash recovery design. To detect the out-of-order write
in O-AFA, the journal module of the filesystem can use a
checksum (or its variant) to avoid the filesystem from recov-
ering the filesystem state to an incorrect one. We plan to
investigate the details of the crash recovery of the filesystem
in the future.

7 RELATED WORK

OptFS[19] proposes a mechanism to separate the ordering
guarantee from the durability guarantee. They introduce
the concept of Asynchronous Durability Notification(ADN).
They do this by splitting the £sync() system call into two
new ones: dsync() and osync(), one for durability guar-
antee and the other for ordering guarantee. OPTR[17] is
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CCFS [27] uses a notion of a stream to guarantee the persist
order within a stream.

8 CONCLUSION

This paper introduces a new order-preserving mechanism,
O-AFA, for Software RAID. We re-designed the Software
RAID to preserve order between I/O. We replace Transfer-
and-Flush overhead with dispatch overhead to improve I/O
performance. We design and implement cache-barrier stripe,
Inter-stripe Epoch management, and shadow page-aware
dispatch. These three ideas alleviate order-preserving over-
head for All-Flash Array. We also take advantage of the in-
creased queue depth and volatile write-back cache to further
improve the O-AFA performance in the real world. O-AFA
improves performance by 75% for varmail workload and 77%
on MySQL as compared to EXT4.
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